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1
Decision/action requested

This contribution modifies Solution #1.1 in TR 33.880 to allow for potential inclusion in the Release 15 specification.
2
References

(Reference - in list form - should be made to previous related SA5/3GPP/etc. documents.)

(For changes against a draft TS/TR, a pseudo CR - a.k.a. pCR - will be provided using this Tdoc template. In this case, the number, name and version of the draft TS/TR used as base must be provided and the version must be the latest available version of the draft TS/TR.)

3
Rationale

Solution #1.1 contains a number of editor’s notes. This contribution updates the solution to remove these editor’s notes by providing more detail around the content of messages and the security considerations due to supporting KMS redirection.
4
Detailed proposal

7.2.1
Solution #1.1 : KMS Discovery and redirection
7.2.1.1
Overview

In TS 33.179 [3], only one security domain was supported per user, and solutions for communicating between security domains was not defined explicitly. To better support multiple MC Services working together, support for multiple security domains is required. This will also aid support for interconnection, roaming and interworking.

Using multiple security domains is a requirement for multiple MCX security applications and hence is a cross service security solution.

7.2.1.2
Motivating security requirements

This solution is intended to provide a means for allowing multiple MCX Security Domains. Specifically, it meets requirements [MCSEC-1.7-1], [MCSEC-1.7-2] and [MCSEC-1.7-3].

7.2.1.3
Solution description

7.2.1.3.1
General

Within a home security domain, users may communicate with external security domains based on the home security domain’s policy. Where the home security domain’s policy permits communication, the external KMS certificate of the external security domain shall be provisioned to the user by the user's Home KMS (the KMS of the home security domain).

Without the KMS certificate of an External KMS, communication with the corresponding external security domain is not permitted or possible.

7.2.1.3.2
Security procedures for security domain redirection

The following procedures allows for MC Services to negotiate and inform an MCX entity about which security domains are acceptable for an MCX session.

Prior to beginning this process, it is assumed that:

- 
The initiating user has been provisioned by its Home KMS with some information on the permitted external security domains, including the KMS certificate of External KMSs.

-
The terminating user has been provisioned by its Home KMS with some information on the permitted external security domains, including the KMS certificate of External KMSs. 

A user shall only communicate with its Home KMS. External KMS Certificates shall be manually loaded onto the Home KMS and distributed to the user as part of the KMS's user key management processes.

The procedure for security domain redirection is shown in Figure 7.2.1.3.2-1.
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Figure 7.2.1.3.2-1: Security domain redirection

The procedures in Figure 7.2.1.3.2-1 are now described in detail. Where the security domains used by the initiating client are acceptable to the MC Service(s) and terminating client, communication proceeds as normal. However, where the initiating client uses security domain(s) that are rejected along the signalling path or by the terminating client, the following procedures take place:

1.
The initiating client or function initiates a session with a user or function. Based on policy, the client may assume that the user is within a particular security domain. 

2.
The home application server for the initiating client receives the request. Under normal conditions the server routes the request on the normal signalling path. However, the server may perform a lookup to establish the supported security domain(s) for the terminating user. Should the incorrect security domain(s) be used (based on local policy or the policies of the terminating security domain), the server will not forward on the request.

3.
Should the request be forwarded on the normal signalling route other application servers may receive the request. Under normal conditions the server routes the request on the normal signalling path. However, the server may perform a lookup to establish the supported security domain(s) for the terminating user. Should an unacceptable security domain(s) be used (based on local policy or the policies of the terminating security domain), the server shall not forward on the request.

4.
Should the request be forwarded on the normal signalling route to the terminating client or function, the terminating client may establish that the security domains used by the initiating client are not permitted. In this case, the terminating client shall send a 'security domain redirect response' message containing permitted security domains.

5.
Either due to a lookup, or due to receiving a 'security domain redirect response' message in the signalling path, the application server receives the request. The server may replace the 'security domain redirect response' message based upon local policy of permitted security domains before forwarding the message down the normal signalling path.

6.
Either due to a lookup, or due to receiving a 'security domain redirect response' message in the signalling path, the home application server of the initiating client receives the request. The server may replace the 'security domain redirect response' message based upon local policy of permitted security domains before forwarding the message to the initiating client.

7.
Due to use of an unpermitted security domain when initiating the communication, the initiating client receives a 'security domain redirect response' message containing zero or more permitted security domains. Based on policy, the initiating client may choose to reject the offered security domain(s) and return an error to the user, or accept security domain(s) within the response. Should security domain(s) be accepted, a new communication may be setup as normal using the agreed security domains. 
NOTE: 
A MC client shall only accept external security domains that have been permitted by the home security domain and provisioned by the Home KMS. The Home KMS may also provision policy around the use of external security domains.
NOTE:
It is possible that the MC client receives a ‘Security Domain Redirect Response’ either unsigned or signed using a KMS URI that is not recognised/provisioned. In this case, it is subject to policy (determined by the Home KMS) whether the redirect is accepted.
8.
The client reports the contents of the ‘Security Domain Redirect Responses’ to the KMS during a future communication.

NOTE: 
Under the most stringent policy, the KMS may require the client to hold the communication until the Home KMS has responded with notification that the redirect is acceptable.


7.2.1.3.3
Content of ‘Security Domain Redirect Response’ 
A Security Domain Redirect Response shall contain the following information elements:

-
An identifier for this type of response.

-
The time.
-
The originating identity.
-
The KMS URI used by originating identity.
-
A list of acceptable initiating KMS(s) (KMS URIs).
-
A list of acceptable receiving KMS(s) (KMS URIs).
-
A signature (using the originating identity) over the entire message (optional, but recommended)
7.2.1.3.4
Security procedures for security domain lookup

As part of responding to a request to communicate with an MCX user in an external security domain, the MCX service could perform a 'security domain lookup' on the targeted MCX UserID. The response to this lookup will be a list of security domains which support the target MCX user. Additionally, for each security domain returned, a list of external security domains that have been permitted by the will be provided. 

The lookup could be either internal to the MCX application server, or to a centralised service within the MCX system.

7.2.1.3.5
Security Procedures for reporting external security domain use

Domain administrators should only allow users to communicate with trusted external security domains. Should an external security domain be misused, it is possible that users could be impersonated within the MCX system (in the same way that misuse of a CA compromises communications that trust that CA). To allow such misuse to be detected, and the associated KMS certificates to be revoked, clients should report the use of external security domains to the Home KMS.
7.2.1.3.5
Policy around use of external security domains

The following are policies that the Home KMS may apply around the use of external security domains.
-
Allow KMS redirects (yes/no). If no, all redirects shall be ignored.
-
Report KMS redirects (yes/no).
-
Require signed KMS redirects (yes/no).
-
Request unknown KMS certificates (yes/no). If yes, should an unknown external KMS certificate be in the list of ‘receiving KMS(s), the client shall request this certificate from the Home KMS. 
-
Hold communication until KMS acceptance (yes/no). If yes, the client will not accept any KMS redirect until the Home KMS has provided a notification that the redirect is acceptable (or otherwise).
7.2.1.4
Evaluation against requirements


7.2.1.4.1
Overview

This solution provides a flexible mechanism for meeting the requirements: [MCSEC-1.7-1], [MCSEC-1.7-2] and [MCSEC-1.7-3]. The approach allows different organisations to strike their own balance between availability (make the call at any cost) and security (do not allow calls unless the destination is authenticated). Whatever the organisation’s choice, mechanisms exist to allow the detection of false messages in this trust system.
7.2.1.4.2
Security of ‘Security Domain Redirect Response’

When initiating a communication across security domains, the end-point of the communication is authenticated by the trusted external KMS.

If a false KMS URI is added to the Security Domain Redirect Response, this allows this false KMS to spoof the identity of any user, allowing the compromise of user traffic. 

To prevent this fraud the following mechanisms exist:
-
Only trusted KMS Certificates are loaded by the Home KMS into the client. The client is unable to begin a communication with arbitrary security domains. 

-
The Security Domain Redirect Response is signed. This allows a false message to be traced to a user or KMS.

-
The content of a Security Domain Redirect Response is reported to the Home KMS. This allows fraudulent responses to be detected. If the response does not match other responses for a target user, this should be easily observed.
-
Should fraud be detected, the fraud can be traced to a source user and KMS. For the fraud to be possible, a KMS have issued key material to a user using an identity that is not theirs. Should this happen, the KMS can be removed from the trusted KMS list, and future fraud will not be possible.

These mechanisms mean that while fraudulent behaviour is possible, it is straightforward to trace to the source and for action to be taken to prevent future fraud. 
Initiating MCX entity
Initiating Application Server
Other
Application 
Server
1. Initiates communication
2. Initiates communication
5. Security domain redirect response
6. Security domain redirect response
Terminating MCX entity
3. Initiates communication
4. Security domain redirect response
7. Communication proceeds as normal



