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1
Introduction

GBA_Digest, defined in Annex M of TS 33.220, specifies how SIP Digest credentials is used for GBA bootstrapping.   A high-level and simplified description of the Ub procedure is as follows. The UE establishes a TLS connection  with the BSF and sends its IMPI. The BSF retrieves the corresponding H(A1) value from the HSS and generates a challenge. The UE uses its copy of H(A1) to calculate the challenge response. If the response is correct the BSF considers the bootstrapping as successful and sends a B-TID to the  UE. Both parties obtains the master key, Ks, by hashing H(A1) with an intermediate key, TLS_MK_Extr, extracted from the TLS connection and the challenge response.
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2
The risk and impact of a MitM attack

When designing a key establishment protool it is important to consider the risk of Man-in-the-Middle (MitM) attacks. To prevent this type of attack in GBA_Digest, TLS with server certificates is used. This alone, together with the name checking on the client side required by HTTPS, makes it very hard (if not impossible) for a network attacker mount a MitM attack by masquerading as the BSF. Mounting a MitM attack  is made even more difficult by the fact the challenge response is not calculated with the long-term H(A1) value stored in the UE and the HSS, but with an intermediate H(A1) value derived from the long-term H(A1) and TLS_MK_Extr.

H(A1) = f(original H(A1), TLS_MK_Extr)

Even if TLS server authentication were to be compromised, this binding to the TLS layer would prevent MitM attacks as long as TLS_MK_Extr differed between TLS connections. Unfortunately this assumption fails in the case of the TLS_RSA_* ciphersuite.  If the attacker manages to masquerade as the BSF towards the UE (which requires a valid certificate for which the attacker holds the corresponding private key) and at the same time connects to the real BSF acting as a UE, he can interleave the two TLS handshakes and force them to end up with identical TLS_MK_Extr values. Once this is done all the attacker needs to do is simply to relay the HTTP messages between the UE and the BSF.  Both the UE and the BSF believe that they are talking to the correct party and that their conversation is integrity protected (currently Ub does not need to be confidentiality protected), while in reality the attacker is free to record or modify any information he wants. The information in question is the one sent in the 200 OK message, see figure below. 
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To mount the MitM attack the attacker must masquerade as the BSF,  which in turn requires access to a valid certificate. Getting hold of a certificate that the UE considers valid is not an easy task and basically requires that:

· the attacker learns the private key associated with one of the root certificates installed on the UE (e.g. by compromising the corresponding CA); or
· the attacker generates a new certificate with the identity set to the BSF identity, and somehow manages to get  one of the CAs to sign it (i.e. the identity validation at the CA is insufficient); or 
· the attacker generates a private/public key pair and somehow manages to install the public key as a new root certificate on the UE

One could also argue that Ub as currently used does not require integrity protection and in that case the MitM attack becomes pointless. The attacker  will never learn the value of Ks since it is not sent over Ub and modyfing the other parameters in the 200 OK message, such as B-TID or key lifetime, will probably just result in service interruption. However, not requiring integrity protection seems somewhat risky considering all the possible NAF implementations. Also, one cannot rule out the possibility that Ub is extended in the future with additional parameters that are more sensitive to modification (e.g. the BSF updates the UE system clock by including a time parameter). Another reason for keeping the integrity requirement is to remain consistent with other modes of GBA (GBA_U, GBA_ME, and 2G GBA).

3
Discussion and way forward

Masquerading as the BSF using a fake certificiate is either considered possible or impossible. If it is possible then the channel binding mechanism (the intermediate H(A1) calculation) either needs to be improved or some other kind of integrity protection is needed.  If masquerading is impossible then there is no need for channel binding at all
 (since the UE would never send its challenge response to anyone except the true BSF). This results in the following options:

· Ignore this type of MitM attack (masquerading as the BSF is considered impossible)
· Exclude TLS_RSA_* from the set of allowed ciphersuites (improved channel binding)
· Include the BSF public key in the derivation of the intermediate H(A1)  à la RFC 5929 (improved channel binding)
·  Mandate the use of qop=auth-int instead of qop=auth in HTTP Digest (other form of integrity protection)
The first option is ruled out since, although compromise of TLS server authentication is considered difficult, preventing the MitM attack is relatively easy and follows the defense-in-depth practice. 
The second option provides protection against the MitM attack, but is ruled out since TLS_RSA_* is perhaps one of the most commonly used ciphersuites and excluding it might break many existing TLS implementations. Furthermore, there may be other, future ciphersuites that suffer from the same weakness as TLS_RSA_* and these would need to be excluded as well. 
The third option of using RFC 5929 would prevent MitM attacks but requires invasive specification changes and introduces additional complexity. The threat of MitM might not be considered severe enough to motivate such changes, especially if there are other solutions available that would also mitigate the MitM attack. 
The fourth option is the one that is most favourable. It provides protection against MitM attacks, and does not limit the use of existing TLS implementations. With qop=auth-int (autentication with integrity protection) the HTTP body is included in the response calculation which means that it can no longer be modified by a MitM. This is a weaker form of protection than channel  binding which guarantees an end-to-end TLS connection between the UE and BSF. The reason why it is still chosen is because (1) it offers basic integrity protection; (2)  it is straightforward to implement and requires a minimum of additional computation; and (3) it only needs to serve as second layer of defense in the unlikely event of a MitM attack. 
Note that the current, insufficient channel binding mechanism (the intermediate H(A1) calculation)  is kept since it makes it harder for the attacker to carry out this type of MitM attack (especially in the cases when TLS_RSA_* is exclued). As explained in TR 33.804, clause 7.2.4, the binding of H(A1) to the TLS master key also serves two other purposes:

· Due to legislative reasons it may not be possible to apply encryption on the TLS layer, and in this case  the challenge-response exchange in HTTP Digest will be visible to outside observers. Mixing in the secret TLS master key in the response calculation makes it significantly harder to recover the UE password through exhaustive search.
· The UE might very well be using the same credentials to register to the IMS using SIP Digest (SIP Digest and HTTP Digest are essentially the same).  If the registration exchange is not secured by TLS and if either the access or core network is unprotected, an attacker could send the UE an arbitrary challenge and receive the corresponding response. If the intermediate H(A1) calculation was not included in GBA Digest, the attacker could succesfully complete a bootstrapping attempt by using the UE as an oracle to respond to the BSF's challenge. Note though that there are several ways of protecting against this attack – the important thing is that the password differs between the two applications. One could, for example, flip the first bit of the password or xor the password with some static string.
4
Proposal
The proposal is to adopt the last option; that is, to change the HTTP Digest quality of protection (qop) from authentication only (auth) to authentication and integrity (auth-int). The CR implementing this change is XXX. 
� Here, the term "channel binding" has a very precise meaning. According to RFC 5056, channel binding "establish[es] that the two end-points of a secure channel at one network layer are the same as at a higher layer by binding authentication at the higher layer to the channel at the lower layer". The intermediate H(A1) calculation used in GBA Digest serves other purposes besides channel binding. So although channel binding may no be required, the intermediate H(A1) calculation is still needed to prevent other types of attacks (see end of Section 3).
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