SA WG3 Temporary Document

Page 1
-


3GPP TSG SA WG3 Security — S3#50
S3-080060
25 - 29 February 2008
Sanya, China
Source:
Ericsson
Title:
Reliability issues with S1-U and X2-U protection
Document for:
Discussion and decision
Agenda Item:
6.9.8
Network domain security
Work Item / Release:
SAES/Rel-8 
1 Introduction
According to TR 33.821, the working assumption is that S1-U and X2-U shall be encrypted, but not integrity protected. However, the section analysing threats to the user plane is out-dated, and it mainly deal with threats related to overload DoS attacks. This contribution shows that there are serious robustness issues, causing the network to be unreliable if integrity protection is not used.
2 Analysis
2.1 Comments on existing analysis in TR 33.821
This section includes the (sub)sections from TR 33.821 (in red text) dealing with the threats to the user plane traffic on S1-U and X2-U. Comments are interspersed in the excerpt in blue text.

8.2
How particular threats can be counteracted.

In the distributed eNBeNB-architecture, signalling and packet forwarding exists between the eNBs. At the same time the transmission links between eNBs are considered to be insecure, meaning that the threat of packet injection, packet eavesdropping, and packet modifications exists on the links. Handovers can also happen between many different eNBs, depending on the network configuration and management. 

In this section we analyse the IP-based threats, and evaluate whether and how NDS/IP provides a countermeasure. In this section we only consider outsider attacks between UE and the first uplink core network node (i.e. the MME and the SAE GW), and on the IP-based reference points between eNB.

NOTE: Only those threats from Section 3 and 4 were evaluated which were found relevant.

NOTE: The threats within this section are numbered as NDS-Threat-x in order to have a numbering independent from section 3 and 4. This will allow to renumbering of sections 3 and 4 with minimal impacts in this chapter.

8.2.1 
Threats to User Data

NDS-Threat-1: Section 3.1 User Plane packet injection attacks (Threat-B):  ‘The attacker injects user plane packets on the last-mile, while eNB, UE and SAE GW are not compromised. DoS attack is also possible. Attacker may send broadcast packets to the access link and try to congest access network as much as possible.’

Evaluation:

If the interface between SAE GW and eNB is accessible for an attacker then an attacker could indeed inject packets via that interface towards the UE. The eNB would simply forward these packets towards the UE, irrespective of whether there would be a higher layer protection mechanism on the user plane data. In this way, an attacker could overload the air interface and deny service. Packet filtering methods must be used here. However the use of NDS could prevent that the eNB sends bogus packets further into the radio access network.
Comment 1: Packet filtering is typically based on source addresses, and if one cannot rely on that the source address is correct filtering has no real effect.
Protecting S1 user plane with integrity protection (between eNBs and SAE gateways) adds a requirement for the eNB to start processing each user plane packet going through the eNB, both uplink and downlink. This adds to the cost of the eNB as additional hardware crypto chip is required. Taking into account the high bandwidth of LTE, the crypto hardware must be powerful enough making it unsuitable to use the same hardware as is currently used.

Comment 2: Since S1-U/X2-U are encrypted anyway (if not trusted), the eNB already have to process each packet. Integrity protection takes roughly the same amount of resources as encryption. One have to take into account that SA look-up and other packet construction/parsing also takes processing time. 
Having S1 user plane integrity protection also increases the processing requirement of crypto hardware in the SAE gateway for all user plane packets that are integrity protected on the S1 interface, both up and downlink. This adds to the cost of the whole LTE system.
Comment 3: The same comment as above applies here as well. 

Adding integrity protection to the S1 user plane interface also increases the packet processing times on the system (first in eNBs and then in SAE gateways). Power consumption in the eNBs and SAE gateways also increases.

Having integrity protection between eNBs and SAE gateways in case of separated MME and SAE gateway increases the number of Security Associations on the LTE system, as each eNB must then have also an SA to the SAE gateways (or worse, to separate security GWs). This has an impact to the total system performance and management of the SAs.

Comment 4: This is irrelevant to the question of the cost of adding integrity protection when encryption is applied.
However if NDS-threat-4 has to be counteracted by applying confidentiality protection on S1_U then the cost of adding integrity protection would be much lower when starting from null.

Comment 5: This paragraph is the explanation for the comments above, but the lack of detail here makes the entire section a bit misleading.
Depending on the eNB implementation, for the downlink, the eNB may drop some packets on the incoming S1 user plane interface in case the attacker is flooding packets with very high speed and the receiving buffers in the eNB are overflowing. Attacker having access to the S1 links means that she/he may also try to congest the link regardless if there is integrity protection on S1-U or not. The result is service level degradation and possible packet drops. Integrity protection of S1 user plane packets does not solve these problems.

In the uplink, the effect of User Plane packet injection towards the SAE GW is similar as described for the downlink direction. NDS could not stop an attacker from bombarding the SAE GW with bogus packets. Packet filtering methods must be used here. However the use of NDS with integrity could prevent that the SAE GW sends bogus packets further into the core network. Note that User Plane packets (with no integrity activated on S1-U) are forwarded by the SAE GW and eNB only if the attacker could correctly guess the required headers.

Comment 6: Since replay protection cannot be robustly done if there is no integrity protection, this is not difficult at all; the attacker just replays an old packet and may change a few bits at the end to cause higher layer errors. These errors would be very difficult to locate the source of. 
As a result the packet injection attack threat described in the security rationale document is not high enough to justify S1 user plane packet integrity protection both for the uplink and downlink. The reason is that the threat does not pose high enough risk for the system and that the threat is not fully mitigated with this countermeasure. If the headers can be guessed correctly by an attacker (of which probability is much lower if ciphering is enabled) injected packets on the S1 interface could go through the eNB to the air interface for the downlink, or in the uplink the injected packets could pass the SAE Gateway . Thus, this attack is comparable to radio jamming attack on the air and DoS on the EPC, although the effectiveness depends on many factors.

Comment 7: The text is here mainly focused on that integrity protection should aid in mitigating DoS attacks of the "volume overloading" type. Some small part of the text states that an attacker can modify/inject bogus packets in the up-link, which the S-GW would then forward into the core network. However, it is also hinted at that it is difficult to make meaningful changes to the encrypted packets, and therefore integrity protection is not worth implementing (as commented above this is not really correct). Even though integrity protection does not prevent these types of DoS attacks, it does provide robustness protection for the network.
Meaningful modifications/injections can be made even though the packets are encrypted. For instance, consider a web server located in the service network of an operator that has implemented application layer security, i.e., HTTP over TLS. The HTTP requests are transported over IP/TCP. Now, even if S1-U is encrypted, an attacker can guess that it is a web request that is being made (or just assume it is, sooner or later there will be one). The attacker would then know that it is carried over IP/TCP (which is not integrity protected), and the location of all IP/TCP fields are well known. For this reason, the attacker may change, e.g., TCP sequence numbers, or the protocol header in IP to e.g., UDP, or the "GET"-part of HTTP to garbage. The web server would of course not accept the request, but the IP stack on the server or the web server application will probably log an anomalous packet, and the user's request will get lost. These types of modifications and replays of messages cause random errors in the application servers and UEs. This is very difficult to diagnose, and expensive investigations of the applications/servers may be ordered trying to trace/debug the problem.
There is also the possibility of an attacker doing non-meaningful attacks, e.g., just randomly changing unknown data or tagging on extra data at the end of packets. These attacks may result in that the SEG, UE or S-GW receiving the packets will crash, log or alarm about anomalous packets etc. Again, the reason for these effects will be looking "random" and the network will incorrectly be judged as being unstable.
NDS-Threat-2: Section 3.2 User Plane packet modification injection attacks between eNB and the UE: (Threat-A) ‘The attacker modifies encrypted user plane packets, so as to deny service from the UE by modifying UE packets in such a way that the UE must re-transmit etc. In this way the attacker acts as man-in-the-middle between UE and UPE. This affects the service quality that the UE (subscriber) is seeing’. 

Evaluation: Applying NDS between eNB and SAE GW does not seem to help against attack between eNB and UE.
NDS-Threat-3: Section 3.3 User plane packet eavesdropping between the eNB and the UE

Evaluation: Applying NDS between eNB and SAE GW does not seem to help against attacks between eNB and UE.
NDS-Threat-4: User plane packet eavesdropping between the eNB and the SAE GW (S1-U) or between two eNB's (X1-U)

Evaluation: Applying NDS with confidentiality activated does counteract this threat. 

2.2 New threats introduced by using IPsec for confidentiality of S1-U and X2-U
As a consequence of using IPsec for confidentiality protection, new threats are introduced. In the following it is assumed that integrity protection is not applied, but encryption is.

The default behaviour of ESP is to use extended sequence numbers. That works similar to UTRAN where there is a Hyper Frame Counter that is not sent over the link, but is increased every time there is a wrap around of the sequence number (which is sent over the link). An attacker can force the "Hyper Frame Counter" out of synch between the two peers by injecting a bogus IP packet (or replaying an old IP packet) with a low sequence number, when the real sequence numbers are high. ESP has a recovery mechanism for this, but that one is based on that there is integrity protection in place.
3 Conclusion

There are some serious robustness issues if no integrity protection is applied to S1-U and X2-U:
1. An attacker may cause random-looking errors on transport and application layer, which are very difficult to locate the source of.

2. The sender and receiver may end up out of synch w.r.t. the encryption sequence numbers (from which the only recovery is re-establishing the SAs) if an attacker injects easily created ESP packets with certain sequence numbers.

Since the deployment scenarios for EPS includes non-trusted transport networks, the above threats are very real.

4 Proposal
It is proposed to change the SA3 working assumption to use integrity protection on the S1-U and X2-U interfaces. It is further proposed that the pCR below is incorporated into TR 33.821.
*** FIRST CHANGE ***
8.2.1 
Threats to User Data

NDS-Threat-1: Section 3.1 User Plane packet injection attacks (Threat-B):  ‘The attacker injects user plane packets on the last-mile, while eNB, UE and SAE GW are not compromised. DoS attack is also possible. Attacker may send broadcast packets to the access link and try to congest access network as much as possible.’

Evaluation:

If the interface between SAE GW and eNB is accessible for an attacker then an attacker could indeed inject packets via that interface towards the UE. The eNB would simply forward these packets towards the UE, irrespective of whether there would be a higher layer protection mechanism on the user plane data. In this way, an attacker could overload the air interface and deny service. Packet filtering methods must be used here. However the use of NDS could prevent that the eNB sends bogus packets further into the radio access network.

Protecting S1 user plane with integrity protection (between eNBs and SAE gateways) adds a requirement for the eNB to start processing each user plane packet going through the eNB, both uplink and downlink. This adds to the cost of the eNB as additional hardware crypto chip is required. Taking into account the high bandwidth of LTE, the crypto hardware must be powerful enough making it unsuitable to use the same hardware as is currently used. 

Having S1 user plane integrity protection also increases the processing requirement of crypto hardware in the SAE gateway for all user plane packets that are integrity protected on the S1 interface, both up and downlink. This adds to the cost of the whole LTE system. 

Adding integrity protection to the S1 user plane interface also increases the packet processing times on the system (first in eNBs and then in SAE gateways). Power consumption in the eNBs and SAE gateways also increases.

Having integrity protection between eNBs and SAE gateways in case of separated MME and SAE gateway increases the number of Security Associations on the LTE system, as each eNB must then have also an SA to the SAE gateways (or worse, to separate security GWs). This has an impact to the total system performance and management of the SAs.

However if NDS-threat-4 has to be counteracted by applying confidentiality protection on S1_U then the cost of adding integrity protection would be much lower when starting from null.

Depending on the eNB implementation, for the downlink, the eNB may drop some packets on the incoming S1 user plane interface in case the attacker is flooding packets with very high speed and the receiving buffers in the eNB are overflowing. Attacker having access to the S1 links means that she/he may also try to congest the link regardless if there is integrity protection on S1-U or not. The result is service level degradation and possible packet drops. Integrity protection of S1 user plane packets does not solve these problems.

In the uplink, the effect of User Plane packet injection towards the SAE GW is similar as described for the downlink direction. NDS could not stop an attacker from bombarding the SAE GW with bogus packets. Packet filtering methods must be used here. However the use of NDS with integrity could prevent that the SAE GW sends bogus packets further into the core network. Note that User Plane packets (with no integrity activated on S1-U) are forwarded by the SAE GW and eNB only if the attacker could correctly guess the required headers. Since it is not possibly to reliably apply replay protection without integrity protection guessing the required headers is not necessary for an attacker. The attacker may simply copy an old packet and may by changing a few bits in the higher parts of the packet easily damage transport layer and application layer messages. The result of this would from the (both on server side and UE side) IP stack and application point of view be more or less randomly looking errors that are very difficult to trace.
As a result the packet injection attack threat described in the security rationale document is high enough to justify S1 user plane packet integrity protection both for the uplink and downlink. If the headers can be guessed correctly by an attacker injected packets on the S1 interface could go through the eNB to the air interface for the downlink, or in the uplink the injected packets could pass the SAE Gateway..
NDS-Threat-2: Section 3.2 User Plane packet modification injection attacks between eNB and the UE: (Threat-A) ‘The attacker modifies encrypted user plane packets, so as to deny service from the UE by modifying UE packets in such a way that the UE must re-transmit etc. In this way the attacker acts as man-in-the-middle between UE and UPE. This affects the service quality that the UE (subscriber) is seeing’. 

Evaluation: Applying NDS between eNB and SAE GW does not seem to help against attack between eNB and UE.

NDS-Threat-3: Section 3.3 User plane packet eavesdropping between the eNB and the UE

Evaluation: Applying NDS between eNB and SAE GW does not seem to help against attacks between eNB and UE. 

NDS-Threat-4: User plane packet eavesdropping between the eNB and the SAE GW (S1-U) or between two eNB's (X1-U)

Evaluation: Applying NDS with confidentiality activated does counteract this threat. 

NDS-Threat-5: IPsec tunnels that provide confidentiality but not integrity may be put out of synch.
Evaluation: The default behaviour of ESP is to use extended sequence numbers. That works similar to encryption in UTRAN where there is a Hyper Frame Counter that is not sent over the link, but is increased every time there is a wrap around of the sequence number (which is sent over the link). An attacker can force the "Hyper Frame Counter" out of synch between the two peers by injecting a bogus IP packet (or replaying an old IP packet) with a low sequence number, when the real sequence numbers are high. ESP has a recovery mechanism for this, but that one is based on that there is integrity protection in place. If integrity protection is used, the described attack would not work, since the "Hyper Frame Counter" is covered by the MAC, and the re-synch mechanism can be used if something still goes wrong.
*** NEXT CHANGE ***

8.3
Summary

	Reference point and data type / security requirement
	Integrity/authentication 
	Confidentiality
	Remarks

	User Plane Data
	
	
	

	S1-User plane  (SAE GW-eNB)
	Yes
	Yes
	TS 33.210 only covers signalling data

	eNB-eNB (X2-U)
	Yes
	Yes
	TS 33.210 only covers signalling data

	Signalling Plane Data
	
	
	

	S1-C transferring NAS signalling  (MME and -eNB)
	Yes
	No
	

	S1-C (Iu-alike) between MME and –eNB.
	Yes
	Yes (transfer of sensitive information e.g. RRC and PDCP user plane keys)
	

	eNB-eNB (X2-C)
	Yes
	Yes if sensitive information is exchanged (RRC and PDCP user plane keys)
	


*** END OF CHANGES ***
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