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Introduction
Rel-10 specifications allow a UE to determine (operator) preferable radio accesses for a specific IP flow and attempt to route the IP flow on the most preferable radio access. This determination is based on the inter-system routing policies (ISRP), each of which contains one or more Filter Rules that specify which radio accesses (in priority order) should be used for traffic that matches specific criteria. IP traffic that matches the criteria in a Filter Rule of an ISRP is transmitted on the most preferable radio access of the ISRP, if it is available and connected. 

Specifically, according to TS 23.402, clause 4.8.2.1:

Each inter-system routing policy includes the following information:

-
Validity conditions, i.e. conditions indicating when the provided policy is valid.

-
One or more Filter Rules, each one identifying a prioritized list of access technologies / access networks which shall be used by the UE when available to route traffic that matches specific IP filters and/or specific APNs. A filter rule also identifies which radio accesses are restricted for traffic that matches specific IP filters and/or specific APNs (e.g. WLAN is not allowed for traffic to APN-x).

-
A Filter Rule may also identify which traffic shall or shall not be non-seamlessly offloaded to a WLAN when available, if the UE supports the non-seamless WLAN offload capability specified in clause 4.1.5.
Possible UE architectures that support ISRP and simultaneous transmission of IP flows over multiple radio accesses are shown in Fig. 1. In the left-hand side architecture, the DSMIPv6 layer compares each IP flow received from upper layers against the list of Filter Rules in the preconfigured / installed ISRP. When an IP flow matches a Filter Rule, the IP flow is transmitted on the most preferable radio access (if available) contained in the Filter Rule. In the right-hand side architecture, the IP flow detection and comparison against the preconfigured / installed ISRP is performed by the IP layer. Here, the IP layer needs to implement “policy based routing” and route outgoing traffic not based on the destination addresses but based on the preconfigured / installed ISRP.
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Fig. 1

One difference between the above two architectures is that the left-hand side architecture enables IP flow mobility, i.e. it can seamlessly transfer an IP flow from one radio access to another when need be. For doing so, however, it requires a DSMIPv6 HA in the core network (typically implemented in the PDN-GW or GGSN), which “anchors” the user plane and undertakes the switching of downlink data traffic to facilitate handovers of IP flows. The right-hand side architecture, on the other hand, may switch an IP flow from one access network to the other but in a “non-seamless” manner, i.e., without preserving the IP address associated with the IP flow.
Going a Step Further
Transmitting different IP flows over different radio accesses (as discussed above) can exhibit several benefits. For example, based on the provisioned ISPR policies, a UE may prefer to route VoIP flows on 3GPP access to benefit from guaranteed QoS and offload other data flows to WiFi, when available. In streaming scenarios, the UE may prefer to route RTSP signalling on 3GPP access (e.g. in order to facilitate subscriber identification and charging) and route RTP/RTCP traffic on WiFi in order to offload the macro network from bandwidth intensive media streams.

Going a step further, we can consider the transmission of a single IP flow over different heterogeneous radio accesses (e.g. across 3GPP and WLAN). We believe that splitting the single IP flow across different heterogeneous radio accesses can bring considerable benefits. For example:

1) 
Increased throughput: Using two radio accesses to transmit an IP flow can significantly increase the overall throughput provided to the application layer. This is true specifically when the individual throughputs of radio accesses are comparable (obviously, the throughput advantage from simultaneously using GPRS access and IEEE 802.11n is expected very limited).

2)
Increased availability: When one radio access becomes temporarily unavailable (e.g. when we stop receiving ACKs from a certain transport path), the other radio access could be used to carry all the flow traffic. Such temporary connectivity issues can arise e.g. due to slow-path fading and other propagation impairments, which are highly uncorrelated between 3GPP and WLAN accesses (due to different transmission schemes, frequencies and traffic loads). Thus, the probability that both radio accesses simultaneously experience connectivity issues is very small. 

3)
Increased reliability: Real-time IP flows, which are usually transmitted in unacknowledged mode, can suffer from large packet error rate when transmitted over low quality communication paths. Using path diversity to transmit such flows (e.g. transmit some or all IP flow packets on both 3GPP and WLAN accesses) can significantly reduce the received packet error rate, thus improving communication reliability.

4) 
Enhanced Mobility Support: Transmitting a single IP flow over 3GPP and non-3GPP access networks can enable a sort of vertical soft-handovers. For example, if the UE discovers and connects to a WLAN AP
 while it is receiving a video stream over LTE, the UE could setup a second communication path over WLAN to support the ongoing video stream. The streaming traffic could then be load-balanced across WLAN and LTE, and as the user moves out of LTE coverage, the path over WLAN could take over all streaming traffic. 

5)
Fine-grained Offload: According to current specifications, the UE can be configured (with inter-system mobility policies) to steer selected IP flows to 3GPP access and offload other flows to WLAN access. If the UE can also be configured to steer selected IP sub-flows to 3GPP access and offload other sub-flows to WLAN access, then a fine-grained offload mechanism can be realized. With such mechanism, the operator would be able to load-balance selected traffic across e.g. 3GPP access and WLAN access.

Note:
An IP sub-flow is defined as any subset of the packets constituting an IP flow. This subset can be created e.g. by means of a load-balancing algorithm, or by means of a path-switch function (which selects an access to forward the IP flow packets based on underlying connectivity conditions), or by means of a deep-packet inspection algorithm (which splits for example an MPEG2 Transport Stream into a video stream and voice stream), etc. It is not necessary to define an IP sub-flow by means of a matching equation.
Proposal

Based on the above discussion / motivation, we propose to initiate a new Study Item in SA2 to study solutions that enable a single IP flow to be transferred across multiple 3GPP and non-3GPP access networks (typically, across a 3GPP access and across WLAN access).
The associated Study Item proposal can be found in S2-105592.

� We consider here non-seamless WLAN access, where the UE does not perform an initial-attach over WLAN thus IP preservation is not supported, as per current specs.





3GPP

SA WG2 TD


