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1 Introduction

During SA2#34 the topic of RTP/RTCP handling was discussed and three solutions were presented. An LS was sent to RAN2/3 and SA4 asking for their expertise on the different solutions. This contribution continues the discussion focussing on the handling of downlink RTCP as a central point. Furthermore, the present document summarises possible solutions, comments and compares them.

2 Comparison of Different Solutions

2.1 One RAB for RTP and RTCP flows

The RTP and RTCP flows carried within a single RAB and PDP context,.  A unique RAB set-up request is received by the RNC).

The RNC may set up either a single or separate radio bearers for RTP and RTCP, as detailed in the next clauses. 
The splitting of RTP and RTCP is new functionality for the RNC. Apart from the possibly required signalling extensions detailed below, the core network is not impacted by this solution. No additional load in the core network is to be expected.

2.1.1 Non-optimised solution: One Radio Bearer without special RTCP handling

The RNC set-up only one radio bearer for both RTP and RTCP flows.

If no special handling for RTCP is provided, as in Rel.5, due to the large size of RTCP packets the transmission of one single RTCP packet may lead to a substantial delay of RTP packets arriving during this time, which is not acceptable for conversational speech. Audible distortion would result. 

To minimise the outlined negative impacts on speech quality, a significant over-provisioning of bandwidth at the air interface would be required.  This is probably not a viable business case.

2.1.2 Use silence periods to multiplex RTCP on same radio bearer as RTP
Not the entire bandwidth reserved for speech is used all the time with a typical conversational pattern. The AMR codec uses VAD and DTX to switch off speech frame transmission in silence periods.  RTCP can be buffered and transmitted in these speech pauses. No additional bandwidth would be required and the probability that the transmission of RTCP interferes with the transmission of RTP is also reduced. (However, speech may resume while an RTCP packet is being transmitted.)

This solution is restricted to conversational speech. Similar concepts may not be applied to other services, such as video transmission, where no silence periods exist.

The solution assumes that there are silence periods, which is a the case of usual voice calls. This behaviour is indeed to be expected from an UE. However is no mandate on other network entities encoding speech (e.g, MRF, AS, SIP phones outside the IMS), to detect silence periods and use DTX..

This multiplexing functionality can be implemented either at application level or in the RNC. These two options are described below. A further possible solution not discussed in detail is to introduce the functionality at UE and GGSN (Gi reference point) level. .

2.1.2.1 Multiplexing in application 

The network entities encoding speech (e.g. UE, IM-MGW, MRF, AS, SIP telephones outside the IMS) defer the sending of RTCP packages to silence periods.

It is problematic how to standardise this behaviour. An updated version of the AMR RTP payload, RFC 3267, would be best suited, as this would also be mandatory for non-3GPP applications. Unfortunately, there are currently no activities to update RFC 3267. Furthermore, IETF may be reluctant to mandate functionality which is only required for particular 3GPP scenarios.

Significant new functionality in a large number of different network entities would be required. Current RTP implementations do not link RTCP transmission intervals with application-level control. Voice Activity Detection is also required.

It can be anticipated that not all applications will support such functionality. It may therefore be desirable to negotiate if the extension is supported, but SIP/SDP does not provide suitable parameters. (If the peer does not support application level multiplexing, the UE may want to provide a radio bearer with additional bandwidth.)

If the IMS transport network induces significant jitter, application level multiplexing may not be suitable.

2.1.2.2 Multiplexing in RNC

The RNC defers dowlink RTCP packets until silence periods are encountered. 

The RNC has to identify RTP and RTCP flows. This can be done at PDCP level by means of  UDP ports. 

The RNC has also to perform the Frame Stealing functionality in co-ordination with VAD, which requires the identification of RTP packets carrying SID AMR frames.

The RNC needs to know RTP /AMR is transported within a certain UDP port, and RTCP is transported within another RTCP port. Thus, similar signalling extensions as discussed in Clause 2.1.3 below (plus information about the AMR payload) need to be introduced.

This solution has the advantage that the impacts are limited to UE and RNC and possibly SGSN (for signalling extensions), rather than affecting applications in various network entities, which may not implement 3GPP standards.

The drawback of this solution is that the RNC needs to be aware of the NAS level, which is not a proper radio access network functionality. Significant new functionality is required in the RNC, to separate RTCP and RTP, to buffer and multiplex RTCP and to perform Frame Stealing.
2.1.3 Two different Radio Bearer

The use of separate radio bearers allows avoiding the central problem arising in the handling of RTCP flow: RTP and RTCP packets are transmitted without interfering with each other. RTCP packets may no longer delay the transmission of RTP packets.

The different radio bearers are configured according to the distinct QoS requirements of RTP (conversational, i.e. minimal delay) and RTCP (delays in the order of seconds are acceptable). The existing RLC/MAC layer provides a separate segmentation and re-assembly for separate radio bearers, and a scheduling according to the QoS classes.

On the MAC layer and below, the required functionality is already available in Rel.5.

The RNC separates downlink RTP and RTCP packets using the different destination UDP ports.

The RNC needs to distinguish RTP and RTCP. Two possibilities to configure this behaviour at the RNC may be considered:

1. The RNC considers the bandwidth (e.g. 12.2 kbit/s), QoS class (conversational) and source statistics descriptor of the RAB, as signalled over the Iu interface. If those values are typical for speech, the RNC assumes that RTP and RTCP are to be conveyed in this bearer, and that a predefined bandwidth is required for RTCP. The RNC uses the RFC 2327 rule that “only the even ports are used for data and the corresponding one-higher odd port is used for RTCP” as a criterion to separate RTP and RTCP.

2. Signalling extensions are added to the standard to configure the RNC. The information provided may include:

RTP is / is not used.

RTCP is /is not used.

bandwidth for RTCP

Destination UDP Ports for RTCP and RTP
The SGSN is currently not able to provide this information, because it needs to be derived from the SIP/SDP signalling transported transparently and in compressed form through the SGSN (and the RNC). Hence, the UE is the most suitable source of this information. Several solutions to transport the information from the UE to the RNC may be considered, among them a transport from UE to SGSN via extensions in the PDP context signalling together with extensions of the RANAP signalling for the transport between SGSN and RNC.

Although Possibility 1 is sufficient to support a basic speech service for IMS, it is less generic and future compatible than possibility 2:

· Possibility 1 rules out that other transport protocols, e.g. UDP without RTP, are used for a certain RANAP parameter combination. However, currently all conversational PS services use RTP as transport protocol, as specified by 3GPP TS 26.236.
· Possibility 1 rules out that the RTCP bandwidth deviates from the default values. RFC 3556 allows negotiating the RTCP bandwidth. 3GPP is using this RFC since Rel.5.

· RFC 3605 allows that arbitrary ports are used for RTCP. 3GPP did not yet decide to use this RFC, but it is useful for firewall traversal and may also be encountered when interworking with SIP clients outside the IMS.

The splitting of RTP and RTCP is a new functionality in the RNC for the PS domain, but it may not require much effort because, even if with many differences, a similar functionality is already used in the CS domain.
2.2 Two separate RABs for RTP and RTCP flows

The UE requests separate PDP contexts for RTP and RTCP. The GGSN separates downlink RTCP packets and RTP packets using the different destination UDP ports. If no Service based local policy and no Go interface is applied, the UE configures the GGSN accordingly using TFTs. If Service based local policy and the Go interface is applied, the PDF supplies suitable filters.

In Rel.5, RTP and RTCP are carried in the same PDP context. This rule needs to be altered in Rel.6. However, only relatively minor impacts in the specifications are anticipated. Those modifications would affect the UE and the PDF.

As outlined in Clause 2.1.3 above, the use of separate radio bearers guarantees that RTP and RTCP packets are transmitted without interfering with each other.  The different radio bearers are configured according to the distinct QoS requirements of RTP and RTCP, using RLC/MAC functionality already available in Rel.5.

No new functionality compared to Rel.5 is therefore required in the UTRAN.

No signalling extensions between UE, RNC and possibly SGSN, as described in Clause 2.1 above are required. The RNC does not need to know that RTCP is carried in a particular RAB, but only the QoS requirements of the RABs.

The separate PDP contexts for RTCP results in additional signalling load. .

In case of a session set-up and handover, it is desirable that the separate PDP contexts are both handled together at the same time. However, a similar correlation exists between the PDP context used to carry SIP signalling and the PDP context(s) for RTP and RTCP, even if RTP and RTCP are carried in the same PDP context. RAN3 is already investigating solutions to this problem.

2.3 RTCP Removal 

For certain scenarios RTCP is required (see RTP RFC 3550):

· RTCP provides feedback about the quality of the data transmission. This may be used for application level adaptation to varying transmission conditions. However, the UTRAN provides much quicker feedback about varying conditions at the critical air interface. Furthermore, the AMT RTP profile, RFC 3267, provides a feedback mechanism of its own for selecting the AMR mode.

· If audio and video are transmitted together, RTCP is used to correlate the timestamps of the RTP streams to allow lip synchronisation.

· In a conferencing situation, it may be desirable to display the name of the current speaker. RTCP links the RTP SSRC parameter to a user and domain name to allow such functionality.

· Applications may define RTCP extensions. (For the AMT RTP profile, RFC 3267, no extensions are defined.)

The above scenarios show that RTCP is required for conversational speech only for exceptional cases. However, such scenarios may be encountered.

A solution supporting RTCP is therefore desirable, and RTCP Removal is not suitable as only long-term solution.

RTCP removal might be considered as a short term-solution. In this case, all RTP end-points should support RTCP for future compatibility.

Furthermore, in the solutions outlined in Sections 2.2. and 2.3 the particular handling of RTCP requires additional processing load and resources, which may be avoided if no RTCP is sent. As an optimisation, it would therefore be beneficial to apply RTCP only in scenarios where it is required.

RFC 3556 allows signalling in SIP/SDP that no RTCP shall be used (by setting the SDP bandwidth modifiers for RTCP defined there to zero). Applications may therefore negotiate the usage of RTCP and activate it only when required. Note that the support of RFC 3556 is mandated for the IMS (see TS 24.229).

3 Conclusions
The choice between the solutions is left to SA2 and should take into account the answers and detailed analysis from SA4 and RAN2/3. Nevertheless, the comparison showed that least impact on all entities can be expected with the RTCP removal. However, RTCP is useful for certain scenarios. RTCP removal may therefore be considered as a short term solution and long-term optimisation. If the applications do not agree to remove RTCP using RFC 3556, the use of separate radio bearers for RTP and RTCP (Solution 2.2.1 or 2.2.2, separate or single RAB(s) / PDP context(s)) seems to be the preferable solution, especially from the UTRAN perspective, because it allows applying the existing UTRAN functionality for scheduling traffic solely based on different QoS requirements.
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