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Introduction
A previous RAN1 LS enquired about possible enhancements to ‘realize increasing UE power high limit for CA and DC (R1-2210739)’.

An essential component of any enhancement is the ability of a UE to deliver timely and actionable information about its UL power capability. This is crucial for situations where regulatory limits collide with UL demand. In this contribution we discuss some options. 
Discussion
Background and Motivation 
A commercial 5G-NR UE typically supports communications in several RF bands and is capable of being used globally across any 5G-NR network. The actual bands or band combinations of operation are determined by the spectrum holdings of an operator. A UE’s ability to support multiple bands in UL presents a great opportunity for the network to improve uplink coverage. 
One avenue worth investigating is to optimize existing resources, specifically how to enable the UE to reliably execute UL grants in the face regulatory constraints like RF exposure limits.
Another avenue is how the network selects the band combination to configure for ULCA or even when to switch a user from a single carrier configuration to ULCA.
RF Exposure and impact to UL
The annex includes a basic primer on RF exposure and how it relates to UL. A critical component for optimizing UL throughput by enabling simultaneous transmissions across multiple bands is a good understanding of the regulatory constraints on the UE. When a typical UE is close to exceeding the allowed RF exposure levels, the UE recomputes the maximum allowed transmit power for each of the bands in use. This can result in abrupt and autonomously implemented changes in uplink power. Since these operations are transparent to the network,  the latter merely perceives an extra measure of randomness in link quality which in turn influences link adaptation and ultimately impacts uplink throughput.  The only way to reduce this apparent unpredictability is awareness of the UE’s predicament vis-à-vis regulatory limits on RF exposure. This awareness cannot be divined from the history of UL grants, it can only be constructed from information relayed back from the UE itself. 
Current UL status reporting schemes
PHR is the primary reporting mechanism intended for keeping the network up to date with its ability to transmit. The report consists of power headroom (6 bits),  (6 bits), and P-MPR (2 bits). Power headroom reflects the amount of additional transmit power a UE can deliver in reference to the current PUSCH power level, while   reflects the maximum power a UE can deliver at that instance. P-MPR reporting is only enabled for FR2 bands. 
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FR1 bands do not have P-MPR reporting, so PHR reports are just snapshots in time, with no information on a UE’s ability to support future uplink at the current or higher power levels. If a UE reports a low power headroom or low , the network cannot know how long it will persist. The network therefore cannot use this information to change its scheduling strategies to optimize UL. 
For FR2 bands however, if the UE uses a P-MPR that crosses a certain threshold, the event triggers an aperiodic report of PHR. This P-MPR triggered report carries information about a UE’s temporary inability to transmit at full power in real time. 
In addition to PHR,  a UE is allowed to report maximum UL duty cycle it can support as a capability.  This reporting is however static in nature and cannot be revised by a UE after initial call setup procedure is completed
Observation 1: The existing PHR reporting framework already has an aperiodic reporting mechanism triggered by P-MPR. 
Proposed Enhancements (examples of actionable information)
Enhancements to Power Headroom Reporting
It is common for a UE to be configured with DLCA across carriers in different bands, but for uplink, the UE is typically configured just a smaller subset of carriers. This puts the UE in a situation where the UE is monitoring and making measurements across different carriers to ensure downlink reception stays robust, but these measurements are not put to any good use for uplink in these carriers. 
For example, the UE may be in a unique position to determine that scheduling uplink transmissions in a carrier that is different from one that is configured for uplink might be better for the network. This could be due to UE’s knowledge of regulatory constraints on RF exposure pertaining to the antennas in each carrier and its ability to deliver a certain  amount of power on that carrier. There is however no existing mechanism for a UE to convey this information back to the network. The network could use such information to determine the optimal carrier to use in uplink. 
Observation 2: There is no mechanism for the system to leverage the information a UE in a DLCA configuration has collected as part of DL measurements to derive the optimal UL band(s).
Proposal 1: Enhance the current power headroom reporting framework to allow a user to report power headroom for a carrier that is configured for downlink but not for uplink (i.e., no active uplink BWP).
We identified earlier that P-MPR is not reported for FR1, and this reduces PHR reporting to mere snapshots in time. P-MPR reporting however does convey some contextual real time information for the network. Moreover, its introduction has low overhead due to ready availability of framework.
Proposal 2: Enhance the current power headroom reporting framework to enable P-MPR reporting (via MPE field) for FR1 carriers.
It is also possible to enhance PHR by including the ∆Ppowerclass parameter as mooted in [2]. PHR already provides the network with the instantaneous Pcmax, and the instantaneous headroom to that Pcmax. Adding an aperiodic ∆Ppowerclass report triggered by a change in the same would bring similar benefits as would enabling P-MPR reporting. One concern with this method is that it is not mandatory for a UE to assume a non-zero ∆Ppowerclass. Some UEs may have more graceful behavior by exclusively relying on P-MPR. 
Observation 3: UEs are not mandated to use ∆Ppowerclass as the sole mechanism of limiting RF exposure. Some UEs may never fallback a powerclass to negotiate RF exposure events.

Alternatively, the UE could make ∆Ppowerclass reporting more valuable to the gNB by reporting how long the value of the ΔPpowerclass is likely to remain unchanged, or report conditions under which a power class downgrade can be avoided (for e.g., by reporting sustainable duty cycle to continue operating as a PC2 UE). 
Observation 4: Compared to event-triggered ∆Ppowerclass or P-MPR reporting, it would be more useful for the network to also know the duration of future time over which the report is expected to be valid. 
Observation 5: The network would benefit from knowing the duty cycle that is sustainable by the UE over a certain duration without triggering a powerclass fallback.
Proposal 3: Consider introducing signaling from UE to gNB to indicate the sustainable duty cycle over a certain duration that would prevent triggering a powerclass fallback at the UE, as well as period of applicability of  the ∆Ppowerclass report.

Energy Headroom Reporting
Regulatory constraints on RF exposure are determined by time-averaged RF exposure and not by instantaneous RF exposure. The ability of the PA to leverage the time averaged nature of the regulation is illustrated in figure 2.4.2-1 below. For any time instant, the UE will have accrued the exposure over some previous time interval to forecast the amount of RF exposure that can then be allowed (‘exposure budget’) for a period of time into the immediate future. 
The UE can use this exposure budget in a flexible manner while adhering to the power control settings, i.e., the UE can choose to allow a uniform amount of exposure for the remainder of the averaging window or allow increased exposure in the initial portion, followed by a decreased amount of exposure in the remaining portion. 
Observation 6: A UE can determine the allowed RF exposure (‘exposure budget’) that is valid for some immediate-future time interval. The UE then translates this exposure budget to instantaneous transmit power based on the transmission requirements in uplink
A network could use this information to make UL grants that can be fulfilled with high reliability by the UE. Exposure budget, or equivalently energy head room is therefore a good example of actionable information for the network. This concept can be refined by for example, establishing that it would be a periodic report, and the contents would apply for the period extending to the next reporting instance.
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Figure 2.4.2-1 Forecasting energy availability and its impact on instantaneous power
This energy headroom report or energy availability report (EAR/EHR) could either accompany a PHR or can be independently transmitted back to the network. This type of report represents a new concept with considerable potential to increase UL reliability, but further discussion is necessary to iron out the details. An EHR report per carrier would give the UE a more complete picture of where the UE perceives the best UL opportunities for the near future, see figure 2.4.2-2. SAR budgets can differ by band depending on antenna placement on the UE among other factors.
Proposal 4: Introduce MAC-CE signalling to allow UE to report energy headroom for each of the bands in a CA/DC configuration given to the UE. 
· FFS: signalling details, including periodicity, reporting triggers, relation to PHR, how to handle multiple bands, reference power, etc.	
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Figure 2.4.2-2 Energy headroom reporting per carrier
To illustrate the benefits of such signaling, we studied the impact on uplink data transfers if the network is aware of energy availability at the UE. The network is assumed to have static scheduling policies aligned with certain UL duty cycle targets. The UE is assumed to have a fixed amount of energy available in each 500 ms window. This fixed amount varies from one window to the next in a random manner, to emulate real world usage. A single carrier link is assumed.
Figure 2.4.2-3 shows how the choice of duty cycle can play a role in determining the number of uplink grants required to transfer a certain amount of payload. For lower duty cycles, the UE can put more power towards each grant, thus boosting spectral efficiency and decreasing the number of grants it takes to transfer a certain amount of data. The figure shows ‘flattening’ of the curves, but this is an artefact of representation. For the lower duty cycle cases, the grants are spread out in time, but the figure displays data transferred against number of grants (x-axis) rather than time to emphasize the spectral efficiency aspect. Since uplink traffic is usually bursty in nature, we think these observations provide valuable insight for real-world deployments.
Observation 7: For a UE with a fixed energy-budget operating in system where UL resources are scarce, lower duty cycles enable higher instantaneous UL power and therefore higher UL spectral efficiency.
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[bookmark: _Ref115365069][bookmark: _Ref115365066]Figure 2.4.2-3: An energy limited UE demonstrates better spectral efficiency for lower duty cycles.
Also noteworthy is why the UE does not show a slope improvement (improved SE) when duty cycle is reduced from 50 to 25%. In this case the UE is able to sustain peak power transmission even with 50% duty cycle, so a further reduction in duty cycle cannot be exploited as higher instantaneous UL power.
With the above study as a motivating example, we now consider a 2-carrier ULCA scenario to illustrate the value of network awareness of energy availability at the UE. The scenario assumes 2 CCs with different pathloss values and varying amounts of energy availability in each carrier. The energy availability in each carrier is assumed to be reported by the UE once every 500 ms. The network then tailors its scheduling policy based on (a) reported EHR, (b) pathloss, and (c) a desired average UL reception SNR threshold. Under this framework, if a UE reports a large EHR, gNB is more inclined to send more grants to this UE, with the overall goal of ensuring the average SNR experienced per grant stays above a certain threshold. Aggressive SNR targets result in lower duty cycles, while relaxed SNR targets make sense for capacity maximization and result in higher duty cycles. This scheduler policy is used to demonstrate the concept and highlight any room for improvement in UE UL spectral efficiency.
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Description automatically generated] Figure 2.4.2-4 shows that network throughput can indeed benefit if the network fine tunes its scheduling policy based on EHR input from the UE. For an UL-congested network where UL resources are scarce, the network would want to use higher MCS, i.e. adopt a higher SNR threshold for UL reception. The red dotted curve represents this condition. It aggressively traces the envelope of the static curves, suggesting that the network has maximized the UL SE for this UE. The blue dotted curve is a strategy focused on large UL data transfers. The overall impact is that the network can sustain a certain user perceived throughput with fewer grants than would be necessary otherwise. 
[bookmark: _Ref115437410]Figure 2.4.2-4: Static scheduling vs. dynamic scheduling that uses energy availability at the UE to adapt uplink duty cycle.

Observation 8: A network that is aware of a UE’s energy budget over some time period can tune its grant strategy to improve UL spectral efficiency and therefore, system throughput.
Increasing UE high power limit for CA/DC 3Tx UEs
For 3Tx UEs, the Rel-17 feature is a good precedent for UEs with combinations of power classes across bands that do not sum up to the next higher power class. There does not seem to be any physical reason why the Rel-17 feature cannot be extended to PC1.5+PC3 or indeed PC1.5+PC2 combinations. 
Proposal 5: RAN4 to enable a UE to support inter-band CA and DC combinations involving PC1.5 operation in one of the bands using higherPowerLimit-r17.



Conclusions
Observation 1: The existing PHR reporting framework already has an aperiodic reporting mechanism triggered by P-MPR. 
Observation 2: There is no mechanism for the system to leverage the information a UE in a DLCA configuration has collected as part of DL measurements to derive the optimal UL band(s).
Proposal 1: Enhance the current power headroom reporting framework to allow a user to report power headroom for a carrier that is configured for downlink but not for uplink (i.e., no active uplink BWP).
Proposal 2: Enhance the current power headroom reporting framework to enable P-MPR reporting (via MPE field) for FR1 carriers.
Observation 3: UEs are not mandated to use ∆Ppowerclass as the sole mechanism of limiting RF exposure. Some UEs may never fallback a powerclass to negotiate RF exposure events. 
Observation 4: Compared to event-triggered ∆Ppowerclass or P-MPR reporting, it would be more useful for the network to also know the duration of future time over which the report is expected to be valid. 
Observation 5: The network would benefit from knowing the duty cycle that is sustainable by the UE over a certain duration without triggering a powerclass fallback.
Proposal 3: Consider introducing signaling from UE to gNB to indicate the sustainable duty cycle over a certain duration that would prevent triggering a powerclass fallback at the UE, as well as period of applicability of  the ∆Ppowerclass report.
Observation 6: A UE can determine the allowed RF exposure (‘exposure budget’) that is valid for some immediate-future time interval. The UE then translates this exposure budget to instantaneous transmit power based on the transmission requirements in uplink
Proposal 4: Introduce MAC-CE signalling to allow UE to report energy headroom for each of the bands in a CA/DC configuration given to the UE. 
· FFS: signalling details, including periodicity, reporting triggers, relation to PHR, how to handle multiple bands, reference power, etc.
Observation 7: For a UE with a fixed energy-budget operating in system where UL resources are scarce, lower duty cycles enable higher instantaneous UL power and therefore higher UL spectral efficiency.
Observation 8: A network that is aware of a UE’s energy budget over some time period can tune its grant strategy to improve UL spectral efficiency and therefore, system throughput.
Proposal 5: RAN4 to enable a UE to support inter-band CA and DC combinations involving PC1.5 operation in one of the bands using higherPowerLimit-r17.
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Annex: RF Exposure Basics: SAR and PD
Regulations limit the total RF exposure experienced by a user. RF exposure that occurs below 6 GHz is measured as specific absorption rate (SAR). RF exposure that occurs above 6 GHz is measured as power density (PD). SAR is measured in units of Watts/kg and quantifies the amount of power absorbed by a certain volume of bio tissue. PD is measured in  and quantifies the amount of power incident on the surface of bio tissue. 
The International Commission on Non-Ionizing Radiation Protection (ICNIRP) and FCC place restrictions on the maximum permissible exposure (MPE) on human body. MPE is applied cumulatively over SAR and PD exposure. The individual SAR and PD values are normalized by the respectively regulatory limits and this normalized sum is required to be less than 1 as seen in the equation below: 

In the above equation,  refers to the time-averaged SAR in an RF band  and is given by 

where  is the instantaneous SAR in band . Similarly,  refers to the time-averaged PD in band  and is given by


where  is the instantaneous PD in band  Note that  and  are the respective time windows for averaging. SAR and PD calculations should include transmission across all frequencies and technologies (Wi-Fi, Bluetooth, etc). PD is typically measured over a  area and is limited to  over a time averaging window of 4 seconds (this is applicable to frequencies between 24 GHz to 42 GHz). SAR is typically limited to 1.6 W/kg measured over 1g of tissue and is averaged over a window of 360 seconds. Some of the above measurement criteria may differ from one region to another and the numbers indicated above are meant to be representative.
Time averaging is the key enabler to simultaneously balance high power transmission and user safety, A UE’s transmissions are constantly monitored and a sliding window is used for computing the amount of RF exposure incurred within a certain time window. 
Observation: Regulatory constraints on RF exposure are determined by time-averaged RF exposure and not by instantaneous RF exposure.
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A payload of 150 kb can be
transferred with 40% fewer grants if a
lower duty cycle is chosen (user
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power. UE is assumed to have a fixed
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