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1 Purpose

This contribution proposes that PPPmux[1] shall be mandated in the protocol stack for IP UTRAN Network Element’s (NE's). Hereafter, this document shall refer to the proposed protocol stack as the protocol stack.
2 Introduction

PPPmux has been a working assumption in RAN3 that fulfils the need of multiplexing below the IP layer. It enables reducing the PPP's header overhead in short payload packets (e.g. voice), thus increasing the available bandwidth on slow bandwidth links.

3 Description

During the first part of our analysis, we would like to rebut the issues presented in [3] and then later to perform additional analysis on the gains obtained by adopting PPPmux as a mandatory part of the protocol stack.

3.1 Previous Issues

Time Consumption and additional delay for multiplexing: PPPmux has two modes of operation. In the first mode, it has a size for each frame. Each frame smaller than that specified size is not transmitted. In the second mode, it works according to a timer. This timer determines when to send the next frame, which in fact, does not have to be multiplexed at all.    Therefore, when using these two modes of operation, “time consumption” is completely predictable, controllable, and therefore, not an issue.

Higher system complexity: Not including PPPmux as an initial requirement would make the system more complex. If we consider current software running on a network processor with limited resources and then try to introduce PPPmux, the processor would have to be changed, or an extra chip would have to be added (normally not a very desirable measure). Even if the software runs on the same processor, modifying the PPP stack to include PPPmux after it has already been implemented and debugged is normally much more complex than including PPPmux from the beginning of S/W development. If we consider a 100% hardware implementation, this would mean either adding an extra chip, modifying an FPGA, or replacing the current one.

3.2 Known Advantages

a) Bandwidth Efficiency:

PPPMux was designed for the transport of small packets (voice) in an efficient way. Simulations (see Appendix) have shown that PPPMux provides HDLC framing with a 10% increase of bandwidth efficiency over PPP. Regarding other framings such as Frame Relay and AAL5/ATM, the efficiency is higher only due to the larger headers in FR (efficiency gain of 15%) and AAL5/ATM (efficiency gain of 30.%).

	
	Efficiency Gain of using PPPMux
	Bandwidth saving (E1) – voice case
	Additional number of voice users (E1)

	HDLC framing
	10.5%
	204.8 kbps
	13

	FR framing
	15.6%*
	320.55 kbps*
	18*

	AAL5 framing
	30.7%*
	628.5 kbps*
	31*


* Estimated values

Table 1. Efficiency Gain of using PPPMux in different PPP framing scenarios (voice users).
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	Protocol
	Number of Voice Users
	99.9%-tile 

delay
	E1 Link Utilization

	cUDP/PPPmux/HDLC
	136
	3.0 ms
	87.46%

	cUDP/PPP/HDLC
	123
	2.0 ms
	89.42%

	AAL2/ATM
	120
	1.3 ms
	89.03%


Table 2. Simulation results for 100% voice traffic
b) Multiplexing with delay control:

PPPMux is the only protocol for IP that provides multiplexing with a delay control, so the maximum allowed delay could be configured in the application, allowing the optimisation of the links.

c) PPPMux is a Network Control Protocol (NCP):

PPPMux is designed as a network control protocol, which is configured after the LCP phase of PPP. As an NCP, the configuration of PPPMux can be disabled in those links where the bandwidth optimisation is not needed, providing extra-flexibility to the operator to configure the networks.

d) PPPMux interworking with ML-PPP:

The technique of interworking PPPMux together with ML-PPP provides to PPP the best support for mixed voice-and-data applications by forming medium size packets by multiplexing (PPPMux) in the case of voice frames or fragmentation (ML-PPP) in the case of data packets.  The technique of interworking PPPmux with ML-PPP provides much better efficiency for the transport links, especially in the narrowband links.

4 Conclusions

The use of PPPMux has been a RAN3 working assumption for some time. There are several reasons for mandating PPPMux:

· PPPMux provides better bandwidth efficiency than PPP-only for all the framings (10% to 30%) in mixed voice and data scenarios.

· PPPMux multiplexing is delay controllable

· PPPMux is an NCP, set by configuration.

· PPPMux is a below IP multiplexing technique.

· PPPMux is completely integrated with PPP and ML-PPP making the system less complex than choosing another multiplexing protocol.

5 Proposal

Removing from section 7.5 of [2] the footnote that says: "The mandate for PPPmux is currently a Working Assumption".
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APPENDIX. UTRAN IP transport efficiency Study
7 Executive Summary

This report summarizes the simulation study of the UTRAN IP transport efficiency for AAL2/ATM, PPP/HDLC and PPPMux/HDLC for the 100% voice case and the 80% voice, 20% data cases. In addition, the simulation results show that there exists a linear relationship between the number of voice users E1 can support and the average overhead per voice payload. This allows us to conduct extrapolation/interpolation to rapidly obtain the voice efficiency numbers of other configurations (e.g., different protocol stacks or same protocol stacks but with slightly different overhead size due to various implementation preferences) without resorting to additional simulations. An intuitive analytical mean analysis is included to provide a sanity check on the simulation results.

8 Key Parameters

· Key parameters used are those agreed to use in [1], annex A.

· Backhaul transport protocol stack: we model the following 2 configurations

(a) AAL2/ATM


FP PDU overhead (4 bytes), AAL2 (4 bytes), ATM (5 bytes per each 45 bytes) => Average overhead per payload = 13 bytes

(b) cUDP/IP/PPP/HDLC

FP PDU overhead (4 bytes), cUDP/IP (3 bytes), PPP/HDLC (4 bytes) => Average overhead per payload = 12 bytes. Note that the 4 bytes PPP/HDLC header implies Address & Control Field Compression and Protocol Field Compression (PFC) options in PPP are turned on.

(c) cUDP/IP/PPPmux/HDLC


FP PDU overhead (4 bytes), cUDP/IP (4 bytes), PPPmux (1 byte), PPP/HDLC (4/N bytes) => Average overhead per payload = 9+4/N bytes. N = number of payloads per PPPmux frame.
Notes: cUDP is “Compressed User Datagram Protocol”, specified in RFC’s 2508 and 2509. PPPmux is “Multiplexed Point to Point Protocol”, specified in draft-ietf-pppext-pppmux-02.txt.

9 Simulation Results

9.1 Voice Only Case

We first simulate the E1 backhaul efficiency for voice traffic only. Figure 1 shows plots of 99.9%-tile of voice user delay as a function of number of voice users for the 2 configurations (PPP/HDLC, PPPmux/HDLC) specified in the previous section. Note that the corresponding link utilization is also outlined in the table. It is observed that the link utilization is around 87% to 89%.
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	Protocol
	Number of Voice Users
	99.9%-tile 

delay
	E1 Link Utilization

	cUDP/PPPmux/HDLC
	136
	3.0 ms
	87.46%

	cUDP/PPP/HDLC
	123
	2.0 ms
	89.42%

	AAL2/ATM
	120
	1.3 ms
	89.03%


Table 1. E1 efficiency for the three cases
9.2 80% Voice and 20% Data

64 kbps

	Protocol
	Number of Voice Users
	Number of Data Users
	99.9%-tile 

delay (voice)
	99.9%-tile 

delay (data)
	E1 Link Utilization (voice)
	E1 Link Utilisation (data)

	cUDP/PPPmux/HDLC
	88
	37
	3.5 ms
	81.63 ms
	58.06%
	14.95%

	cUDP/PPP/HDLC
	81
	35
	2.4 ms
	35.26 ms
	56.35 %
	15.32%

	AAL2/ATM
	80
	35
	1.9 ms
	28.15 ms
	54.03%
	15.54%


144 kbps

	Protocol
	Number of Voice Users
	Number of Data Users
	99.9%-tile 

delay (voice)
	99.9%-tile 

delay (data)
	E1 Link Utilization (voice)
	E1 Link Utilisation (data)

	cUDP/PPPmux/HDLC
	73
	33
	5.2 ms
	22.85 ms
	48.17%
	13.68%

	cUDP/PPP/HDLC
	64
	30
	4.6 ms
	25.01 ms
	47.2 %
	16.5%

	AAL2/ATM
	62
	29
	4 ms
	37.38 ms
	45.9%
	14.39%


384 kbps

	Protocol
	Number of Voice Users
	Number of Data Users
	99.9%-tile 

delay (voice)
	99.9%-tile 

delay (data)
	E1 Link Utilization (voice)
	E1 Link Utilisation (data)

	cUDP/PPPmux/HDLC
	40
	21
	9 ms
	86.95 ms
	26.4%
	9.53%

	cUDP/PPP/HDLC
	32
	17
	8.7 ms
	46.54 ms
	47.25%
	12.45%

	AAL2/ATM
	24
	15
	8.5 ms
	25.57 ms
	54.03%
	15.54%


9.3 Voice Efficiency vs. Average Payload Overhead

To explore the relationship between voice efficiency and the payload overhead, we calculate the average overhead size (in bytes) and plot the curves of voice efficiency versus average overhead size for both the voice only case and the 80% voice, 20% data in the 64 kbps case. Figure 2 shows the plot of E1 backhaul voice efficiency (number of voice users) as a function of the average overhead (including FP PDU) per voice payload. In the voice only case, the efficiency drops by about 10% from PPPmux/HDLC to PPP/HDLC. Similar drops are also observed in the mixed voice and data cases. This shows a significant backhaul efficiency degradation without PPPmux on the HDLC links due to higher overhead. 

Note that Figure 2 demonstrates a linear relationship exists between the backhaul efficiency and the average overhead per payload. Such a linear relationship allows us to obtain the backhaul efficiency of other protocol stacks without resorting to additional simulations, once we calculate their average overhead per payload. It also allows us to adjust the efficiency easily if the overhead size for the existing protocol stack changes a little bit. For example, 3.5 bytes instead of 3 bytes overhead is used for the cUDP/IP header. Or, additional flags/fields in the protocol stack are included/excluded due to implementation preferences, or another framing is selected, like AAL5/ATM or Frame Relay.
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Figure 2. E1 Backhaul Voice Efficiency vs. Average Overhead per Payload

10 Extending the approach: Examples on PPP/FR and PPP/AAL5/ATM

We will use the linear approach for estimate the efficiency gain of using PPPMux in other stacks: PPP/AAL5/ATM and PPP/FR. This analysis is done only for the voice case but is also applicable to the mixed voice and data case, as shown in figure 2.

· Backhaul transport protocol stack: we model the following 2 configurations

(a) cUDP/IP/PPP/FR

FP PDU overhead (4 bytes), cUDP/IP (3 bytes), PPP/FR (8 bytes) => Average overhead per payload = 15 bytes. 

(b) cUDP/IP/PPPmux/FR

FP PDU overhead (4 bytes), cUDP/IP (4 bytes), PPPmux (1 byte), PPP/FR (8/N bytes) => Average overhead per payload = 9+8/N bytes. N = number of payloads per PPPmux frame

(c) cUDP/IP/PPP/AAL5/ATM

FP PDU overhead (4 bytes), cUDP/IP (3 bytes), PPP/AAL5 (8 bytes), ATM (5 bytes) => Average overhead per payload = 20 bytes.

(d) cUDP/IP/PPPMux/AAL5/ATM

FP PDU overhead (4 bytes), cUDP/IP (4 bytes), PPPmux (1 byte), PPP/AAL5 (8/N bytes), ATM (5/N per each 48 bytes)  => Average overhead per payload = 9+13/N bytes. N = number of payloads per PPPmux frame.

10.1 Voice Only Case

From the simulation results in Table 1, we calculate N to be approximately equal to 10, i.e., each PPPmux frames contains approximately 10 voice payloads. Therefore, the average overhead size for cUDP/IP/PPPmux/HDLC is 9.4 bytes, and for cUDP/IP/PPPmux/FR is 9.8 bytes.

The available bandwidth per 20ms in E1 backhaul is 4800 bytes. The simulation result is saying that in order to meet the QoS requirements with a 3 ms delay constraint and less than 10-4 packet loss rate, the backhaul utilization cannot be used at 100%, but rather at about 89%. In other words, the actually available E1 bandwidth for bearer voice traffic per 20ms is 4800 bytes * 89% = 4272 bytes. Since we know the mean packet size for voice traffic = 26.16 bytes. (= 40.66 bytes-ON + 13.66 bytes-OFF / 2), i.e. FP PDU including FP PDU header =4 bytes, we can simply divide the actually available E1 backhaul bandwidth by the mean packet size to obtain the mean number of voice users E1 can support. We call this approach the mean analysis. Table 6 summarizes the mean analysis findings.

	
	Available bandwidth 

4800*89% bytes
	Mean Voice Packet Size
	Mean Number of Voice Users
	Simulated Results from Table 1

	cUDP/PPPmux/HDLC
	4272 bytes
	26.16+5.4=31.56 bytes
	135
	136

	cUDP/PPP/HDLC
	4272 bytes
	26.16+8=34.16 bytes
	125
	123

	AAL2/ATM
	4272 bytes
	26.16+9=35.16
	121
	120

	cUDP/PPPmux/FR
	4272 bytes
	26.16+5.8=31.96 bytes
	133
	-

	cUDP/PPP/FR
	4272 bytes
	26.16+11=37.16 bytes
	115
	-

	CUDP/PPP/AAL5/ATM
	4272 bytes
	26.16+16= 42.16 bytes
	101
	-

	CUDP/PPPMux/AAL5/ATM
	4272 bytes
	26.16+6.3= 32.46 bytes
	132
	-


 Table 6. Mean Analysis Comparison for Voice Only Case

As we can see that the numbers from the mean analysis are are very close to the simulated ones in the PPP, PPPMux and AAL2/ATM cases. 

	
	Efficiency Gain of using PPPMux
	Bandwidth saving in an E1
	Additional number of voice users in an E1

	HDLC framing
	10.5%
	204.8 kbps
	13

	FR framing
	15.6%*
	320.55 kbps*
	18*

	AAL5 framing
	30.7%*
	628.5 kbps*
	31*


* Estimated values

Table 7. Efficiency Gain of using PPPMux in different PPP framing scenarios.

11 Conclusion

This study confirms the previous RAN3 assumption: 

· PPPMux provides bandwidth efficiency to the IP transport in form of Multiplexing.

In addition this study quantifies than PPPMux enhances the efficiency of PPP/HDLC by an amount of 10% and more than 15% respect to PPP/FR and PPP/AAL5/ATM, i.e. PPPMux provides to the PPP link at least 10% more of efficiency in terms of users or bandwidth.
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