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1 Introduction
At RAN3-120 Network Slice Service Continuity was discussed. The group agreed to send an LS to SA2 including descriptions for a number of solutions and asking SA2 to provide feedback accordingly. The solutions mainly focus on ways to ensure an efficient use of resources when using alternative S-NSSAIs and are listed below:

Approach 1: The resources associated to the RRMPolicyRatio(s) (See TS28.541) of which the alternative S-NSSAI is member are adjusted (by OAM) in order to take into account the additional load potentially generated by remapping one or more slices into the alternative S-NSSAI. 
Approach 2: By retrieving data from the OAM and making them available to the AMF, the AMF can determine the RRMPolicyRatio utilisation for the resources of potential Alternative S-NSSAIs. In this way, an appropriate Alternative S-NSSAIs can be selected, whose RRMPolicyRatio(s) has free resources. The AMF/SMF is expected to select different Alternative S-NSSAIs on a per UE basis to achieve load distribution.
Approach 3: Coordination is taken to ensure that both the original slice and the one or more potential remapped slices are member of the same RRMPolicyRatio(s) (See TS28.541). This ensures that the resources that would have been used at RAN for the original slice may be used instead for the alternative slice.

During the meeting a fourth approach was discussed, but no consensus was reached within the group on its applicability:
Approach 4: both original slice and remapped slice are signaled to the gNB in NGAP PDU session setup. The gNB uses the unused RAN resources of the original slice to serve the remapped slice. Alternatively an indicator “rmapped” is signaled together with the slice in the NGAP PDU session setup.
 
Another aspect that was discussed during RAN3-120 was whether there is any backwards compatibility issue with the reuse of the current S-NSSAI IE in the NGAP: PDU Session Resource Modify message for the purpose of updating the S-NSSAI of a PDU Session to an Alternative S-NSSAI. This was captured as follows:

Potential signalling impact on Alternative S-NSSAI in PDU session Modify for backwards compatibility aspects (receiver so far is assumed to not accept a slice modification of ongoing slice)
Opt1: Reusing current S-NSSAI IE
Opt2: Adding a new S-NSSAI IE in the PDU Session Setup/Modification message and Initial UE context setup request message

Yet another aspect raised was whether there is a need for indicating to the NG-RAN anything more than the existing S-NSSAI IE in the NG: PDU Session Resource Setup Request and in the NG: Handover Request messages. This was captured as follows:
Potential signaling impact on Alternative S-NSSAI in PDU session Setup for RAN usage of resources or NS-AoS check
Opt1: Reusing current S-NSSAI IE
Opt2: Adding a new S-NSSAI IE in the PDU Session Setup/Modification message and Initial UE context setup request message
 
Mobility scenario
Adding Alternative S-NSSAI in HO request message for slice restoration and more generally how to handle restoration e.g. original slice becomes available again after the congestion.

At RAN3-121bis, the topic of slice continuity and the proposal of signalling both the Alternative and the Original S-NSSAI were discussed, but there was no consensus on the proposals. For that, the following was captured:
Add both Alternative S-NSSAI and Original S-NSSAI IE in the NGAP PDU Session Setup Request and the XnAP Handover Request message?

In this paper the status quo of discussions on Network Slice Service Continuity is made and the pending issues listed above are addressed.
2 Discussion
2.1 Background and status quo of Network Slice Service Continuity
The remit of the use cases and scenarios for the Network Slice Service Continuity should be first clarified to allow a focussed discussion. SA2 has been the group initiating discussions on this topic under the so-called Issue 1 described in TR23.700-41. In this TR the use cases on which the work focusses are clearly defined, see excerpt below from TR23.700-41:
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[bookmark: _Toc97057166][bookmark: _Toc97266744][bookmark: _Toc104302364][bookmark: _Toc104359329][bookmark: _Toc112923146][bookmark: _Toc117492492][bookmark: _Toc122509251]5.1.1	Description
This Key issues is aiming to address WT#1. The following scenarios can happen:
1)	No mobility scenario:
	Scenario 1a): network slice is overloaded in NG-RAN.
	Scenario 1b): network slice or network slice instance is overloaded or undergoing planned maintenance in CN (e.g. network slice termination).
	Scenario 1c): network performance of the network slice cannot meet the SLA.
2)	Inter RA Mobility scenario:
	Scenario 2a): network slice is not supported in the target RAN node.
	Scenario 2b): network slice in target RAN node is overloaded.
	Scenario 2c): network slice is not supported in the target CN.
	Scenario 2d): network slice or network slice instance is overloaded in the target CN.
This key issue is to study whether and how to provide service continuity for PDU sessions in network slices in the above scenarios 1b), 1c) and 2d).

Conclusion 1: Network Slice Service Continuity solutions apply to use cases where the original network slice cannot be served at the CN and where the original and alternative network slice are supported at target NG-RAN.
Another aspect to be clarified concerns the mobility case. Namely, whether replacement of the original S-NSSAI for the Alternative S-NSSAI happens at mobility or after mobility. In this respect, it is worth noting that SA2 has already specified in TS23.501 that replacement of the original S-NSSAI for the Alternative S-NSSAI happens after mobility procedures are completed. A quote from TS23.501 is reported below for convenience:
During a handover procedure, if an S-NSSAI has to be replaced with an Alternative S-NSSAI, the handover procedure (including any PDU session associated with the S-NSSAI to be replaced) shall continue unaffected by the Network Slice Replacement. Any Network Slice Replacement for the S-NSSAI shall not take place during the handover.

Namely, Mobility procedures are not affected by Network Slice Service Continuity.
Conclusion 2: Replacement of the Original S-NSSAI for the Alternative S-NSSAI happens after mobility procedures completed. Namely, mobility procedures are not affected by Network Slice Service Continuity.
A final remark that needs to be made is that SA2 has discussed what should be signalled over the NGAP in order to enable support for Network Slice Service Continuity and SA2 has completed their normative work for Rel18 on this topic. As part of their agreements SA2 has captured that (see TS23.501): 
If the SMF determines that the PDU Session is to be retained (e.g. if the anchor UPF can be reused with the alternative S-NSSAI and SSC mode 1), the SMF sends the Alternative S-NSSAI to the UPF in the N4 message, to the NG-RAN in N2 message and to the supporting UE in PDU Session Modification Command message. The S-NSSAI provided to the (R)AN and to the UPF is the Alternative S-NSSAI.

Therefore, SA2 has already concluded in their normative work that there is only one S-NSSAI, i.e. the Alternative S-NSSAI adopted by the 5GC, that is signalled from AMF to NG-RAN. 
Conclusion 3: SA2 has completed their Rel18 normative work on slicing agreeing that only one S-NSSAI, i.e. the Alternative S-NSSAI, is signalled to the NG-RAN to support Network Slice Service Continuity
2.2 Is there any backwards compatibility issue at protocol level?
During RAN3-120 it was commented that the reuse of the existing S-NSSAI IE included in the NG: PDU Session Resource Modify Request may trigger backwards compatibility issues if the IE is used for Network Slice Service Continuity. For this reason, the following was marked as a to be continued topic:

Potential signalling impact on Alternative S-NSSAI in PDU session Modify for backwards compatibility aspects (receiver so far is assumed to not accept a slice modification of ongoing slice)
Opt1: Reusing current S-NSSAI IE
Opt2: Adding a new S-NSSAI IE in the PDU Session Setup/Modification message and Initial UE context setup request message

The S-NSSAI IE was included in the NG: PDU Session Resource Modify Request message for home-routed EPC to 5GC mobility cases, see R3-191135. In such type of mobility use case the basic procedure can be summarized as follows (for more details see the original discussion paper in R3-190873):  
For the EPS to 5GS mobility procedure and for home-routed roaming scenario:
· During the handover phase, the NG-RAN is provided with a S-NSSAI associated with the default V-SMF;
·  After the handover, the UE performs EPS to 5GS mobility registration procedure during which a new S-NSSAI associated to the VPLMN may be updated to the RAN. 

If we look at the above procedure from the NG-RAN prospective, all the NG-RAN sees is that:
1)  A PDU Session with a first S-NSSAI provided by the default V-SMF is established at the NG-RAN during handover preparation from EPS to 5GS
2) Immediately after mobility completion, and as part of EPS to 5GS mobility registration, the S-NSSAI of the PDU Session is changed to a new S-NSSAI by means of the NG: PDU Session Resource Modify Request 
There was a claim at the last RAN3 meeting that a pre-Rel18 NG-RAN would not be able to process a change of S-NSSAI for Network slice Service continuity and that there is the need to add a new S-NSSAI IEs to the NG: PDU Session Resource Modify message to enable such legacy NG-RAN to distinguish between the two cases of EPS to 5GS mobility and Network Slice Service Continuity. However, such changes are not needed because there are no backwards compatibility issues, as explained in the two possible cases below:
Case 1: A legacy NG-RAN receives a new S-NSSAI in the NG: PDU Session Resource Modify message after an EPS to 5GS mobility procedure. In this case the NG-RAN is aware of the EPS to 5GS mobility and it is able to process the new S-NSSAI and apply it to the PDU Session, because such S-NSSAI is provided as part of the home-routed EPS to 5GS mobility use case.
Case 2: A legacy NG-RAN receives a new S-NSSAI in an NG: PDU Session Resource Modify message that does not follow an EPS to 5GS mobility. In this case the NG-RAN can simply reject the procedure on the basis of logical error. This is because the S-NSSAI IE included in the NG: PDU Session Resource Modify Request message is “Optional” with criticality “reject”. If the IE is not received immediately after EPS to 5GS mobility (EPS to 5GS mobility registration occurs immediately after mobility), and if it is truly the case that the NG-RAN cannot cope with such functionality (note that this condition is not stated in the specifications), then the NG: PDU Session Resource Modify procedure would not be compatible with the state of the receiver, hence the receiver would trigger a logical error. 
Therefore, there is no need to add a new IE in the NG: PDU Session Resource Modify for reasons of backwards compatibility because a legacy NG-RAN would trigger a logical error in case it receives the S-NSSAI IE in the NG: PDU Session Resource Modify without previous EPS to 5GS mobility.
Conclusion 4: There is no need to introduce a new S-NSSAI IE in the NG: PDU Session Resource Modify message to address backwards compatibility problems because the criticality of the existing S-NSSAI IE is “Reject” and the receiver can generate an Error Indication for a logical error due to the procedure not being compatible with the state of the receiver.

2.3 Is there any need to add new IEs to NGAP messages?
During RAN3-121bis the following open point was captured:
Add both Alternative S-NSSAI and Original S-NSSAI IE in the NGAP PDU Session Setup Request and the XnAP Handover Request message?
However, we believe this open point incldes the open points previously captured in RAN3-120, namely:

Potential signaling impact on Alternative S-NSSAI I in PDU session Setup for RAN usage of resources or NS-AoS check
Opt1: Reusing current S-NSSAI IE
Opt2: Adding a new S-NSSAI IE in the PDU Session Setup/Modification message and Initial UE context setup request message
 
Mobility scenario
Adding Alternative S-NSSAI in HO request message for slice restoration and more generally how to handle restoration e.g. original slice becomes available again after the congestion.

The open points above are connected to the discussion on “Approach 4”, which we report below for convenience:
Approach 4: both original slice and remapped slice are signaled to the gNB in NGAP PDU session setup. The gNB uses the unused RAN resources of the original slice to serve the remapped slice. Alternatively an indicator “rmapped” is signaled together with the slice in the NGAP PDU session setup.

When it comes to the addition of new IEs to the NG: PDU Session Resource Setup Request, we fail to see the reasons to add new IEs. This is due to the fact that Approach 4 is not feasible as it breaks the basic principles of resource allocation for slicing.
Approach 4 is based on the principle that, if Original S-NSSAI and Alternative S-NSSAI are member of different RRM Policies, resources to be used for the Alternative S-NSSAI are taken from the RRM Policy of the Original S-NSSAI. This is in stark contradiction to what is defined in TS28.541, where it is clearly stated that resources in an RRM Policy can only be used by network slices that are member of the RRM Policy Member List. 
For clarity, we report below the definition of the different types of resources allowed by RRM Policies in TS28.541:
[bookmark: OLE_LINK10][bookmark: OLE_LINK11]-	Shared resources: means the resources that are shared with other rRMPolicyMemberList(s) (i.e. the rRMPolicyMemberList(s) defined in RRMPolicyRatio(s) name-contained by the same ManagedEntity). The shared resources are not guaranteed for use by the associated rRMPolicyMemberList. The shared resources quota is represented by [rRMPolicyMaxRatio-rRMPolicyMinRatio].
-	Priortized resources: means the resources are preferentially used by the associated RRMPolicyMemberList. These resources are guaranteed for use by the associated RRMPolicyMemberList when it needs to use them. When not used, these resources may be used by other rRMPolicyMemberList(s) (i.e. the rRMPolicyMemberList(s) defined in RRMPolicyRatio(s) name-contained by the same ManagedEntity). The prioritized resources quota is represented by [rRMPolicyMinRatio-rRMPolicyDedicatedRatio]
-	Dedicated resources: means the resources are dedicated for use by the associated RRMPolicyMemberList. These resources can not be shared even if the associated RRMPolicyMember does not use them. The Dedicated resources quota is represented by [rRMPolicyDedicatedRatio].
As it can be seen from the excerpt above, the different types of resources that can be identified by an RRM Policy can only be accessed by network slices that are included in the RRM Policy Member List. If the Original S-NSSAI and the Alternative S-NSSAI taking part in Network Slice Service Continuity are member of different RRM Policy Member Lists, then the Alternative S-NSSAI cannot use resources of the RRM Policy corresponding to the original S-NSSAI. 
An obvious and easy solution to enable Original and Alternative S-NSSAI to use resources in the same resource pool is to include both S-NSSAIs in (at least) one common RRM Policy Member List, which ensures that resources not used by the Original S-NSSAI can be used by the Alternative S-NSSAI. The latter has been identified as a solution in Approach 3, reported below:

Approach 3: Coordination is taken to ensure that both the original slice and the one or more potential remapped slices are member of the same RRMPolicyRatio(s) (See TS28.541). This ensures that the resources that would have been used at RAN for the original slice may be used instead for the alternative slice.
In conclusion, Approach 4 distorts the concept of RRM Policy, which was introduced precisely to ensure resource separation between network slices belonging to different RRM Policy Member Lists. 
What seems to be wanted via Approach 4 can be easily achieved by ensuring that original S-NSSAI and Alternative S-NSSAI are both member of at least one RRM Policy Member List. Therefore, we do not consider Approach 4 as viable, as the issues it tries to resolve can be easily fixed by opportune planning and configuration, while maintaining the concept of RRM Policy intact.
Conclusion 5: Approach 4 is not viable because it distorts the concept of RRM Policy, which was introduced precisely to ensure resource separation between network slices belonging to different RRM Policy Member Lists. The issue Approach 4 tries to solve can be easily fixed by including both original and Alternative S-NSSAIs in (at least) one common RRM Policy Member List, which ensures that resources not used by the Original S-NSSAI can be used by the Alternative S-NSSAI

With respect to the mobility use case mentioned in the “to be continued” text above, a new discussion was brought up at RAN3-121 and RAN3-121bis. 
Use cases were presented to justify that both the original S-NSSAI and the Alternative S-NSSAI should be added to NG-AP messages from CN to NG-RAN and also to handover message from source to target NG-RAN. Eligibly, the reason for adding both original and alternative S-NSSAI is to enable the CN to restore the original S-NSSAI when it becomes available again.
The use cases brought up can be summarised as follows:
Mobility Use Case 1: if the original S-NSSAI has been replaced by an alternative S-NSSAI how can the RAN take mobility decisions that maintain the UE in a coverage area where the original S-NSSAI is served, so that if the original S-NSSAI becomes available again, the 5GC can move the UE back to it?
Mobility Use Case 2: If the UE has moved to a new RA where the original S-NSSAI is no longer supported, should the NG-RAN be required to move the UE back to an RA where the original S-NSSAI is supported again, so that it can eventually be restored?
The figure below was brought up to motivate the use cases:
[image: ]
Figure 1: Should the RAN be subject to a requirement to move the UE to cells where the Original S-NSSAI is available?

The use cases under discussion are all motivated by the same logic. Namely, it is assumed that the Alternative S-NSSAI is a sub-optimal S-NSSAI and that there is a requirement on the NG-RAN to move the UE back to an area where the Original S-NSSAI is supported, so that, when the Original S-NSSAI will become available again, it can be re-instantiated again.
However, we would like to counter this logic from the start. In our view an operator configures the Alternative S-NSSAI in a way that this S-NSSAI can fulfil the target KPIs for the Original S-NSSAI. Assuming that the Alternative S-NSSAI is any random slice is simply unreasonable as it implies that the operator is deliberately choosing a replacement slice that does not fulfil the SLA for the Original S-NSSAI. The latter is equivalent to acknowledge that the specifications should cater for cases of bad network configuration.
Observation1: An operator should select the Alternative S-NSSAI in a way that it can fulfil the KPI requirements of the Original S-NSSAI
On the basis of this principle, we conclude that there is no requirement on the RAN to steer a UE towards areas where the Original S-NSSAI is supported. Indeed, it is inappropriate to place a requirement on the RAN to force mobility to areas where the Original S-NSSAI is supported, when there would be no immediate need to do so and where reinstating the Original S-NSSAI could not even be pursued by the CN. Such an approach would have a negative impact on mobility, especially in intra-frequency because it would be counterproductive to force mobility towards a given cell against criteria based on radio signal levels, only to move the UE to an area where the Original S-NSSAI is supported.
Conclusion 6: There is no requirements at RAN to move the UE to areas where the Original S-NSSAI is supported
Conclusion 7: for intra frequency cases, mobility is always decided based on radio reasons. Any bias to this criteria e.g. influenced by the Original S-NSSAI availability in target cells, would majorly impact radio performance
Now that we have clarified that there is no requirement for the RAN to modify its mobility decision criteria, especially in intra frequency use cases, we can explain that all other use cases are already addressed by current specifications.
To resolve inter frequency use cases, two key points should be made:
1) When the UE is within an RA where a given Allowed NSSAI is valid, the NG-RAN is provided with an RFSP associated to the Allowed NSSAI. This RFSP includes policies that enable the NG-RAN to steer the UE towards cells where the Allowed NSSAI is supported. Hence the NG-RAN is able to keep the UE within the RA, if feasible.
2) If the UE moves out of the RA where the original S-NSSAI was replaced by the Alternative S-NSSAI and it goes into an RA where the original S-NSSAI is no longer supported, there should be no more requirement to restore the original S-NSSAI

Point 1 helps us addressing Mobility Use Case 1. Namely, an NG-RAN that follows the mobility policies provided by the RFSP associated to the Allowed NSSAI, is able to steer the UE to coverage areas where the Allowed NSSAI is supported. In such condition, it is always possible for the 5GC to restore the original S-NSSAI if it becomes available again.
Conclusion 8: The NG-RAN can use the RFSP associated to the Allowed NSSAI to maintain the UE within coverage areas where the Allowed NSSAI is supported. In such condition, it is always possible for the 5GC to restore the original S-NSSAI if it becomes available again.

Point 2 helps us resolving Mobility Use Case 2. Point 2 is obvious if one thinks that, once the UE moves to a new RA, the UE and the serving NG-RAN will be provided with a new Allowed NSSAI, excluding the original S-NSSAI. The NG-RAN will also be provided with a new RFSP that will steer UE mobility to coverage areas where the new Allowed NSSAI is supported. In such new serving RA there cannot be any longer a requirement for the NG-RAN to move the UE to areas where the restoring the original S-NSSAI takes place, as that requirement would contradict with the new RFSP policy received by the RAN together with the new Allowed NSSAI, which will attempt to maintain the UE within coverage areas where the new Allowed NSSAI is supported (and such new Allowed NSSAI excludes the original S-NSSAI). Therefore, if the UE moves to a new RA where the original S-NSSAI is no longer supported, it should not be assumed that the RAN shall be required to move the UE to an area where the original S-NSSAI can be restored. 
Moreover, if the UE requested the original S-NSSAI in the new RA, such request will result into a rejection, hence the 5GC could signal to the NG-RAN a Target NSSAI including the original S-NSSAI and a new RFSP. At this point, the NG-RAN can be guided to carry out mobility towards areas where the original S-NSSAI is supported. 
Conclusion 9: if the UE moves to a new RA where the original S-NSSAI is no longer supported, it should not be assumed that the RAN is required to move the UE to an area where the original S-NSSAI can be restored
As a consequence of the above, there is no functional reason to add original and alternative S-NSSAI in the NG: PDU Session Resource Setup Request, NG: PDU Session Resource Modification Request, nor to add these IEs to the handover signalling. 
Conclusion 10: There is no functional reason to add original and alternative S-NSSAI in the NG: PDU Session Resource Setup Request, NG: PDU Session Resource Modification Request, nor to add these IEs to the handover signalling. The existing S-NSSAI IE present in these messages is sufficient to fulfil support of Network Slice Service continuity.
It is worth noting that Conclusion 10 is in line with the text in TS23.501 agreed by SA2 within Rel18.
Conclusion
In this paper we described the status quo of Network slice Service Continuity and derived ways forward for this topic.
A list of observations and conclusions stemming from the discussion is below:
Observation1: An operator should select the Alternative S-NSSAI in a way that it can fulfil the KPI requirements of the Original S-NSSAI

Conclusion 1: Network Slice Service Continuity solutions apply to use cases where the original network slice cannot be served at the CN and where the original and alternative network slice are supported at target NG-RAN.
Conclusion 2: Replacement of the Original S-NSSAI for the Alternative S-NSSAI happens after mobility procedures completed. Namely, mobility procedures are not affected by Network Slice Service Continuity.
Conclusion 3: SA2 has completed their Rel18 normative work on slicing agreeing that only one S-NSSAI, i.e. the Alternative S-NSSAI, is signalled to the NG-RAN to support Network Slice Service Continuity
Conclusion 4: There is no need to introduce a new S-NSSAI IE in the NG: PDU Session Resource Modify message to address backwards compatibility problems because the criticality of the existing S-NSSAI IE is “Reject” and the receiver can generate an Error Indication for a logical error due to the procedure not being compatible with the state of the receiver.
Conclusion 5: Approach 4 is not viable because it distorts the concept of RRM Policy, which was introduced precisely to ensure resource separation between network slices belonging to different RRM Policy Member Lists. The issue Approach 4 tries to solve can be easily fixed by including both original and Alternative S-NSSAIs in (at least) one common RRM Policy Member List, which ensures that resources not used by the Original S-NSSAI can be used by the Alternative S-NSSAI.
Conclusion 6: There is no requirements at RAN to move the UE to areas where the Original S-NSSAI is supported
Conclusion 7: for intra frequency cases, mobility is always decided based on radio reasons. Any bias to this criteria e.g. influenced by the Original S-NSSAI availability in target cells, would majorly impact radio performance
Conclusion 8: The NG-RAN can use the RFSP associated to the Allowed NSSAI to maintain the UE within coverage areas where the Allowed NSSAI is supported. In such condition, it is always possible for the 5GC to restore the original S-NSSAI if it becomes available again.
Conclusion 9: if the UE moves to a new RA where the original S-NSSAI is no longer supported, it should not be assumed that the RAN is required to move the UE to an area where the original S-NSSAI can be restored.
Conclusion 10: There is no functional reason to add original and alternative S-NSSAI in the NG: PDU Session Resource Setup Request, NG: PDU Session Resource Modification Request, nor to add these IEs to the handover signalling. The existing S-NSSAI IE present in these messages is sufficient to fulfil support of Network Slice Service continuity.
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