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Introduction

SA2 has consulted RAN3 on the feasibility of the some solutions of key issue#3 from a RAN3 perspective.

This paper is a response to R3-225507 to show that:

· Most points of R3-225507 are out of RAN3 scope.

· R3-225507 additionally contains some erroneous statements on SA2 solutions.

2.1 Feedback on Q1

With the above in mind, we analyse the three questions asked in the LS in [1].

Q1.Whether NG-RAN can broadcast one or more Secondary TAIs (up to a number RAN2 agrees, we note that for NTN is already possible to broadcast TWO TACs) via an updated SIB or new SIB, and report them to the CN and between gNBs as per existing Tracking Area related information exchange procedures but with indication they are secondary. The additional TAIs are associated with specific S-NSSAI(s) like the existing TAs and will be treated by UEs supporting secondary TAs as a normal Tracking area from RM standpoint (as described in solution#9)

The solution in Q1 proposes additional secondary TAIs, which are  for the sole purpose of enabling the use of slices that don’t fully align with an existing TA. The secondary TAIs are to be broadcast over an existing and updated SIB or via a new SIB and, for that, they can be used by new UEs only. Namely, this solution does not work for legacy UEs. The latter means that if any slice is supported only in the secondary TAIs, such slice will not be accessible to a legacy UE, despite the user for the legacy UE might have subscribed to such slice. The latter is non-trivial given that a user may, for example, contract access to a slice deployed on a secondary TAI and move its SIM card to a legacy device not supporting secondary TAIs. Hence the user will be denied access to the contracted slice services.

We note that this solution has impacts on the whole network, namely:

· The solution impacts UEs, which need to support decoding the secondary TAIs in new SIB information and behaving accordingly

· The solution impacts the RAN, which has to broadcast the secondary TAIs via modified or new SIBs, signal them over common interfaces to CN and other NG-RAN nodes and adopt specific behaviours associated with them. 

· The solution impacts the CN, which needs to consider such secondary TAIs for processes such as network registration, paging, user location information etc.

· The solution impacts the OAM, which needs to configure the secondary TAIs on a per cell basis and the mapping between them and the supported slices.

Observation 1: The solution presented in Q1 has an impact on the whole 5G system and it  has a serious impact on legacy UEs in that slices deployed in the secondary TAs are not available to the UEs even if they have a subscription for those slices.

As hinted above, it is not clear what the UE should do when entering such secondary TAIs. If such TAIs are equivalent in functionalities to legacy TAIs, then the solution modifies mobility and paging procedures by introducing, for example, new, extra registration updates at secondary TAI change. This would incur in an increase of signalling over the air and over the RAN-CN interface, as well as changing well established mobility and paging functionalities. 

Observation 2: The solution in Q1 causes an increase of over the air and network signalling and changes well established mobility and paging functionalities

Whether the solution solves the issue raised by KI#3 is also questionable. If KI#3 is motivated by the fact that existing tracking areas are difficult to adapt to the area of service for a given slice, then why would the introduction of yet another type of TAI resolve the problem? Wouldn´t it be that secondary TAIs would also be difficult to modify in coverage once they are established? In this case, the area of service for new slices introduced after the secondary TAIs have been setup would probably not match the coverage of the secondary TAI. Would then the solution be to introduce yet another type of TAI? 
A clear conclusion is that this solution is not scalable or flexible to adapt to the area of service that slices deployed at different points in time would demand.

Observation 3: The solution in Q1 does not fulfil the objective of KI#3 due to lack of flexibility and scalability. This is due to the fixed coverage of secondary TAIs, which, like with normal TAIs, would not be easy to adapt to areas of service once it is configured.

One further aspect of the solution in Q1 is that some RAN behaviours would become ambiguous. For example, how should the RAN decide on mobility targets on the basis of the neighbour cells´ TAI Support List and Secondary TAI Support List? If a UE is allowed to access some slices in normal TAIs and some others in secondary TAIs, should the RAN steer mobility towards cells supporting “normal” TAIs, or should it choose cells supporting “secondary TAIs”?

Another example of how this solution distorts legacy behaviours concerns connected mode mobility, which is currently controlled by the Mobility Restriction List. Namely, a cell would support multiple TAs, legacy ones and secondary ones. What would happen if, e.g. a secondary TA is allowed and the legacy one is forbidden (or vice versa)? It is not clear if the UE is allowed to be handed over to the cell or not.

Observation 4: The solution in Q1 creates ambiguity in certain RAN behaviours such as connected mode mobility

In light of the observations above the following can be concluded

Conclusion 3: it can be concluded that the solution in Q1 is not feasible to solve KI#3 because:

· It has a high impact on the whole 5G system

· It does not work for legacy UEs and it prevents legacy UEs from using the slices available in Secondary TAIs

· It causes an increase of over the air and network interface signalling, while impacting some well established functions such as mobility and paging

· It does not fulfil the objective of KI#3 due to lack of flexibility and scalability

· It does create ambiguity in nodes behaviours, for example in case of connected mode mobility

Response:
1/ This paper makes an evaluation of solution 9 of SA2 TR which is not requested. The question to RAN3 is limited to whether it is feasible to send the additional TAIs over NG and Xn and therefore this paper is mostly out of scope. 
2/ Besides, this evaluation of solution 9, which was not requested to RAN3, presents several technical errors which can mislead the reader. For example:

· it says that there is impact to legacy UEs which is wrong. It is true that, as it is purposedly defined, the solution 9 only provides the new “non-TA homogeneous slice” for new UEs (UEs supporting the feature) like it is the case for any new feature: but there is no impact to legacy UEs which work as of today, in a full backwards compatible way. Solution 9 does assume that the network slice customer can control the UE population (please note this domain of applicability for this solution is well identified in SA2 TR 23.700-41). 
· It also says that “solution modifies mobility and paging procedures by introducing, for example, new, extra registration updates at secondary TAI change. This would incur in an increase of signalling over the air and over the RAN-CN interface, as well as changing well established mobility and paging functionalities” which is also wrong: in solution 9 the registration areas are built as of today for legacy UEs and includes the secondary TAIs for the enhanced UEs. Therefore, the solution has no change to registration updates and no extra registration updates. 
· It says that solution 9 leads to increase of signalling: 
· the signalling over NGAP is not changed: only some additional TAs are signalled in existing messages, but it is actually not more than the case where the operator would have configured the RAN already with the same granularity of TAs. In comparison, in solutions which avoids this NGAP signalling (like solution in question Q2b/) the system does not know precisely when UE enters or leaves the Area of Service (AoS) of a slice which makes the enforcement of max number of UEs or PDU sessions in the slice very problematic (applicability of NSAC impossible). 
· Signalling on air interface is not more than a network which would have configured with adequate TAs from the beginning. In comparison, solutions which don’t delimit precisely the Area of Service (AoS) within TAs (like solution in question Q2b/) lead to systematically uselessly page or perform useless MO requests in cells not offering slice resources.  
· Etc, etc…
3/ As the few examples above also illustrate, the evaluation presented in R3-225507 is all the more biased than it is not evaluating in comparison the drawbacks of the other solutions proposed in the SA2 TR 23.700-041, which is rather unfair. For example, solutions which don’t delimit precisely the AoS within TAs modifies much more “the well-established mobility and paging functionalities” because they lead to UE triggering MO request for slice not supported in their current cell and same for MT (paging) requests. In comparison, solution 9 des not modify the well-established mobility and paging functionalities because solution 9 keeps relying on the concept of TAs.
2.2 Feedback on Q2

In [1] Q2 is captured as follows:

Q2. Whether the NG-RAN can be configured with a slice availability on a per-cell basis and
a)  inform AMF and other gNBs in NGAP messages (as described in solution#11 and others)

b) Whether in Constrained Service Area the network slice is still supported but since no dedicated resources are allocated for the network slice the SLA of the network slice is not guaranteed.(as described in solution#45).
It is understood from Q2 that even though a slice is supported (e.g., over one or more TAs), it may be subject to different degrees of availability, namely it will be served with different policies, depending on the cell.

The solution in Q2 is based on the configuration at the RAN of a policy by which the RAN makes some network slices fully available (i.e. served according to fulfil their SLA) in some cells while leaving the availability of such slices in other cells up to an operator´s configured policy.

This approach allows fulfilment of SLAs within those cells configured with slice availability. For cells where the slice availability is not configured, the service may be served as best effort (reduced resources allocated to the slice), or it may not be served at all (no resources allocated to the slice).

Concerning question 2.a: we do not see the reason to communicate a list of cells with configured availability over NGAP and XnAP. Reasons for this are:

· The slice availability policy is configured and executed at the RAN for a subset of cells in the TA. Nevertheless, the concept of supported slices per TA remains unchanged, hence there seem to be no reason to signal a list of cells with slice availability to the AMF, given that the AMF is already aware of all supported slices per TA and this is all the AMF needs to know to run its processes

· It is already possible for RAN nodes to understand the availability of resources for a slice in a neighbour cell (via the Xn: Resource Status Reporting procedure), which is all it is needed to carry out connected mode moiblity. This is done via the Resource Status Reporting procedure over Xn. Hence, cells where slice availability is configured will show higher available resources, while cells where no slice availability has been configured will show low or no available resources.

Concerning question 2.b: the same observations as for question 2.a are valid. Additionally, we believe it is plausible that the policy on how to serve slices outside the slice availability area can be configured and it depends on operators´ choices. In one example, slices outside the slice availability area may be served as best effort. In another example, the operator may choose to configure the RAN not to allocate any resources to these slices in cells outside the slice availability area.  

Moreover, we note that the solution in Q2.b can be achieved by means of existing tools. Namely, the RRM policies specified in TS28.541 allow already to configure the RAN with per slice resources, hence enabling the concept of “Constrained Service Area”

In light of the above, the following can be concluded:

Conclusion 4: It is feasible to configure the NG-RAN with an additional per-cell availability for a supported slice, however

· There is no need to signal a list of cells configured with slice availability over RAN interfaces

· It is feasible to leave up to operators´ configuration and based on existing RRM policy configuration tools what resources a slice may access outside its slice availability area

Response: 
The solution in Q2b/ introduces a new concept where a slice is “supported” in a cell but “not available”… (it says: ”For cells where the slice availability is not configured”): this is distorting the well-established mobility and paging principles and will have strong impact on RAN behaviour. This is obviously also impacting charging function and NSAC function (enforcing max number of UEs and PDU sessions for the slice). 

This also is impacting system level functions such as MO requests, MT requests in cells where the slice is not available. All these system level aspects can only be evaluated by SA2.  For example, a valid question is to clarify what happens to bearers when UE moves out of the AoS where resources are configured as zero. If bearers are dropped, then MO failing counters and MT failing counters will become wrong. At the minimum counters need to be updated to screen those particular cases of failure to differentiate them from regular PDU session setup failure cases. 
From a RAN3 perspective, as per slicing principle, a RAN node is assumed to be able to ensure the slicing requirement of the SLA in all cells of the TA where it declares the slice as “supported”. Solution in Q2b/ contradicts basic slice principles.
2.3 Feedback on Q3

In [1] Q3 is captured as follows:

Q3.
The NG-RAN receives in solution 29 (but conceivably this would be needed for similar solutions) the partially allowed S-NSSAIs in addition to the Allowed NSSAI. Can the NG-RAN in principle trigger handover procedure to a supporting TAI of the partially allowed S-NSSAIs when it is possible to do so? this can happen while in connected mode or when the UE is engaged in transition from Idle to connected mode. The reason is to enable the support of the maximum number of S-NSSAIs in the Allowed and partly allowed S-NSSAIs lists. 
The solution in Q3 is based on the introduction of a partially allowed NSSAI, in addition to the Allowed NSSAI. The question asks if the NG/RAN can “in principle trigger handover procedure to a supporting TAI of the partially allowed S-NSSAIs when it is possible to do so”. Bringing this question in the context of SA2´s discussion, the use case from which the question is derived is one where a UE is handed over to a given cell on the basis of its partially allowed S-NSSAIs, without necessarily having any active user plane resources for the partially allowed S-NSSAIs.

Of course, if a UE has PDU sessions with an active user plane, which are associated to slices supported by the target cell of a TAI supporting the partially allowed S-NSSAIs, the RAN can trigger mobility towards that target cell, provided that the target cell fulfils the established radio requirements. However, this consists of legacy functionalities, and it is unclear why the introduction of partially allowed S-NSSAIs would be needed for that. 

If the use case is to trigger an handover towards a target cell, only because it supports the partially allowed S-NSSAIs and without the UE having any active UP connection for those S-NSSAIs, the situation is different. 

Handovers are normally performed to maximize the coverage and performance of existing active data bearers or to acquire needed service support once a UE requests a certain service. Triggering handovers for a UE to another frequency or cell, purely on the basis of partially supported S-NSSAIs at the target cell is, may have harmful effects on network performance and it should not be taken as a reference use case in 3GPP. 

One of the major concerns would be whether radio conditions at the target cell/frequency will degrade the coverage performance of the active data bearers. In addition, if handovers are triggered purely on the basis of whether the target supports partially available S-NSSAIs, it is likely to happen that, during mobility to different cells, the partially allowed S-NSSAIs becomes unavailable. In this case, the UE may need to be moved back to the original frequency/coverage layer. These back-and-forth handovers which are not motivated by actual active UP connections will lead to unnecessary increases in drop-call probabilities, signaling and processing load in the network.
Moreover, this solution is not compatible with legacy UEs, hence similar issues as described in the reply to Q1 would arise, i.e. the eventual impact on the RAN needed to change the RAN behaviour and to make the solution work would have a limited benefit because a very large portion of UEs would not be able to make use of this feature.

On the basis of the above, the following can be concluded:

Conclusion 5 Legacy mobility functions already allow the RAN to carry out handovers of UEs with active UP connections associated to specific slices to those cells that support some or all of such slices. 
Handing over a UE to a target cell/frequency, only because that mobility target supports the partially allowed S-NSSAIs (i.e. without any active UP connection for the partially allowed S-NSSAIs) may be harmful and should not be considered as a reference use case in 3GPP. 
Hence, it is not clear why partially allowed S-NSSAIs would be needed. 
The adoption of partially allowed S-NSSAIs triggers a considerable impact on functions like mobility, admission control and resource management, without full benefit due to the non backwards compatibility of the solution towards legacy UEs

Response:
The solution 29 in the SA2 TR23.700-041 foresees handover upon trigger of service request or PDU session request by the UE. The proposed behavior is similar to a target NSSAI comprised of the allowed NSSAIs and partially allowed NSSAI and of course the handover applies only to established or being established PDU sessions. In case of mobility the handover applies to DRBs that are in are in UE context in the RAN as usual. In all cases, the RAN decides the best strategy for handover.
3. Conclusion

This paper has shown that R3-225507 does an evaluation of certain solutions of SA2 TR 23.700-041 which should be in the remit of SA2, is missing the system level view of SA2 (system impacts of MO requests, MT requests and NSAC impact), is missing the perspective of comparison with the other solutions of TR 23.700-041 and additionally contains several technical errors and misunderstanding of the solutions of the SA2 TR 23.700-041. 

It is therefore proposed to not consider the conclusions of R3-225507 paper in RAN3 and that RAN3 simply concentrates on simply answering the RAN3 questions which SA2 asked in their incoming LS, like it is proposed in tdoc [4]. 
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