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1 Introduction

CB: # SONMDT3_LoadBalance
- Whether to introduce per-slice MSC?
- Check the details on per-SSB MSC
- Remove the Editor’s note, capture agreements and provide the TPs if agreeable
(Nok - moderator)

Summary of offline disc R3-222419
2 For the Chairman’s Notes

Propose the following after the 2nd round:
RAN3 confirms that per-beam MSC can work, if the best beam of the serving cell reported in the UE measurement is assumed to be the serving beam.

R3-222068 rev in R3-222873 – agreed
Regarding the reporting of the possible aggregated NR cells in EN-DC:

R3-221913 rev in R3-222622 rev in R3-222878– agreed
Regarding per-MIMO PRB reporting:

R3-222258 – agreed
R3-222259 – agreed
3 Discussion (2nd round)

3.1 Information about the serving beam

Question 8: At the online discussion, it was questioned if an gNB may be able to apply special HO criteria to a UE served in a selected (overloaded) beam, because the CU is not aware of a beam that its own UEs are served in. Please comment.

	Company
	Comment

	Nokia
	According to our understanding, the problem is here: an gNB can’t apply special HO handling to UEs from one beam only. In the measurement report, a UE reports measured beam (possible target), but not the own one.

	Deutsche Telekom
	Problem as mentioned by Nokia is acknowledged.

	CMCC
	We acknowledge the issue.

	Huawei
	Similar understanding as NOK

	ZTE
	Acknowledge this issue.

	Samsung
	We acknowledge this issue. Also, it is the target node to select the beam served for the UE in the target cell, not the source cell.

	CATT
	Acknowledge this issue, but the analysis provided by Nokia is not true.
In the measurement report, the SSB-Indexes of the source cell and the target cell—if applicable—are either both present or both absent. They are both controlled by the presence of one single set of IEs, namely reportQuantityRS-Indexes and maxNrofRS-IndexesToReport. These two IEs are present at most once per reportConfig.

A measurement report procedure is always triggered by one reportConfig. As the result, there are only two possible cases:

· The corresponding reportConfig does not include the reportQuantityRS-Indexes and maxNrofRS-IndexesToReport, and thus the “beam measurement information” is not included for the serving cell(s), nor is it for the neighbour cell(s).

· The corresponding reportConfig includes the reportQuantityRS-Indexes and maxNrofRS-IndexesToReport, and thus the “beam measurement information” is included for the serving cell(s), and so is it for the neighbour cell(s).

For more information, please see in the procedure text of Section 5.5.5.1 and the ASN.1 structure of ReportConfigNR and MeasResults in TS 38.331.

	BT
	Our understanding is the same as CATT, where it is possible for the measurement report to contain the beam measurement information for the serving cell.

	Ericsson
	Not sure to understand the issue. CU can get “serving” SSB via measurements:

MeasResultServingCell-r16 ::=        SEQUENCE {
    resultsSSB-Cell                      MeasQuantityResults,
    resultsSSB                           SEQUENCE{
        best-ssb-Index                       SSB-Index,
        best-ssb-Results                     MeasQuantityResults,
        numberOfGoodSSB                      INTEGER (1..maxNrofSSBs-r16)
    }                                                                        OPTIONAL


Question 9: If you acknowledge the issue, how do you prefer to resolve it: (a) remove per-beam MSC, or (b) enable providing serving beam information from the DU?

	Company
	Comment

	Nokia
	We are fine with either of the approaches.

What is not acceptable, is leaving the solution with negotiations of the target beam only – is the node initiating it can’t modify mobility for own UEs, modifying HO criteria at the neighbour gNBs will not help much, while may create huge HO discrepancy.

	Deutsche Telekom
	Preference would be option (b), but it may take some discussions to introduce it. May be too late for Rel-17. Therefore option (a) is also ok as fallback.

	CMCC
	We share view with DT.

	Huawei
	(a) would be OK

(b) adding this has too big implications. 

	ZTE
	No strong preference, could follow the majority.

	Samsung
	We prefer a). 

Then we can add a complete solution later.

	CATT
	(a) is acceptable for us.

(b) literally does not work.

As analysed in our feedback in Question 8, there are only two cases:

· The “beam measurement information” is included neither in the measResultServingMOList nor in the measResultNeighCells.

· The “beam measurement information” is included is included both in the measResultServingMOList and in the measResultNeighCells.

For the former case reporting the current beam index from the gNB-DU toward the gNB-CU is not enough as the gNB-CU is unaware of the beam index of neighbour cell either.

For the latter case reporting the current beam index from the gNB-DU toward the gNB-CU is not needed as the gNB-CU is already aware of the index of the best beam for this UE of the current serving cell(s).

	BT
	Preference would be to have a workable solution in R17, we should first confirm the conclusions of Q8.

	Ericsson
	It works without F1 impact


3.2 Per-MIMO PRB reporting

Question 10: Can TPs in [8] and [9] be agreed?

	Company
	Comment

	Nokia
	They are all right and match the XnAP TP agreed at RAN3 #114-bis.

However, perhaps the reporting can be enclosed in a separate block (like e.g. “PRB usage for MIMO”), which will then be included as a mandatory IE in the Radio Resource Status. This will help legibility of the standard.

	Deutsche Telekom
	No strong preference between the TPs in [8][9] and the proposed change by Nokia.

	CMCC
	We are the proposing company for TPs in [8] and [9]. The original intention is that, as Nokia points out, to match the XnAP TP agreed during last meeting. Recall that XnAP TP uses the way without enclosing the MIMO reporting in a separate block, we slightly prefer to keep TPs in [8] and [9] as they are to align with XnAP TP; otherwise we may also need to revise BLCR to XnAP.

	Huawei 
	OK

	ZTE
	OK to keep TPs in [8] and [9].

	Samsung
	OK 

	CATT
	Ok

	BT
	Ok

	Ericsson
	Both approaches are fine


3.3 Stop mechanism

Question 11: Please, indicate if you consider adding a stage-2 clarification for the ‘stop’ mechanism in NR. If yes, please, indicate what change and where could be added.

	Company
	Comment

	Nokia
	We do not think such clarification is needed at this meeting, but we are fine to have it, if majority prefers so.

	Deutsche Telekom
	We share Nokia’s view.

	CMCC
	We share view with Nokia and DT.

	Huawei
	The proposals so far has been to restrict requesting node to follow some rules (e.g. not request from a cell). We would prefer to give more control to the requesting node. Could be studied in rel18. 

	ZTE
	Share the view with Huawei.

	Samsung
	We have no strong view.  If stage 2, we need to check the actual text. 

	CATT
	No strong view. 

	BT
	No strong view.

	Ericsson
	Proposal is not to give control to the reporting node, but to clarify what is already possible today, and avoid bad interpretation and therefore inter-operability. The proposed sentence in stage-2 is:

The reporting node may report empty metrics (e.g. in case of overload), which should not be interpreted by the requesting node as a failure, and should not trigger unnecessary signaling from the requesting node to reconfigure the reporting of these metrics.


CATT: Based on the agreement in the first round: “The reporting of the CAC in cells that may be aggregated will be done as proposed in R3-221913, but with lower limit of cells.” A typo has been corrected in R3-222622: Neithbour ->Neighbour.  I uploaded it in the draft folder. Thanks companies for pointing this out.
4 Discussion (1st round)

4.1 Per-slice mobility setting change

Two companies propose to discuss further and enable per-slice MSC ([1],[2]). Other two comment that it shall not be considered ([6],[7]). This has not changed much since the last meeting. However, in [2], it is suggested that operators shall provide their view.

Question 1: A question to operators mainly: considering the limitations discussed in [2], is the per-slice MSC possibly valuable?

	Company
	Answer (Yes/No)
	If the answer is negative, please, explain why not.

	CMCC
	Yes, but
	As far as we know, the discussion on slice priority in RAN2 and SA2 is mainly focused on per UE priority, which means that different UEs may have different slice priority order list.

And per slice MSC in RAN3 is actually discussing on a per cell slice priority order list, for which in our opinion is of little use when different UEs have different slice priorities. So the discussion on per cell slice priority order list, including potential new requirement on OAM/CN is not needed from our understanding.

Moreover, since the HO is performed on a per UE basis, if NG-RAN node is able to obtain the slice priority for each UE, then the source node is able to perform HO request based on the per UE slice priority information; and under such condition, the negotiation of per slice HO trigger offset will be valuable.

However, considering this is the last meeting in R17, and we may have little chance to guarantee that the NG-RAN node has been able to obtain the slice priority for each UE (for which in our opinion is still under discussion in SA2) in the remaining time of R17, we would like to re-open the discussion in R18 when more progress in RAN2 and SA2 is achieved.

	Deutsche Telekom
	Tends to No
	For 1:1 mapping between slice and service/QoS flow, it may bring benefits, but we also note that service-related MSC wasn’t introduced in 3G/4G systems. 

For cases where slices acting as logical network for business customers support different services/QoS flow types we don’t see any benefits. 

Furthermore, if a UE is simultaneously connected to several slices, the need of slice prioritization is additionally required which requires clarification by SA2 and/or RAN2.

	BT
	Yes
	We believe it is beneficial to enable per-slice MSC.
Although the solution does not differentiate between services inside the slice, we believe it is still beneficial to enable a HO trigger on a slice level while still being able to maintain the hysteresis between cells.

Operators have some flexibility of which services will be included within the slice, and only a subset of the slices may need to be handled differently with MLB.


4.2 Per-beam mobility setting change

The solution has been agreed at the last meeting, but details remain still undecided. The first issue is the parameter to negotiate. In [2],[4] and [7], it is propose to change the current definition in the BL CR to the HO Trigger.

Question 2: Considering support, can RAN3 agree to use the HO Trigger for the per-beam MSC, instead of elected parameters currently listed in the BL CR?

	Company
	Answer (Yes/No)
	If the answer is negative, please, explain why not.

	Nokia
	Yes
	There may be an issue with the own HO Trigger change – please, see Q3 below.

	Ericsson
	Yes
	

	Qualcomm
	Yes
	

	Samsung
	Yes
	

	CMCC
	Yes
	

	Deutsche Telekom
	Yes
	

	CATT
	Yes
	

	Huawei
	Yes
	

	BT
	Yes
	

	ZTE
	Yes
	


In [4], there is a possible problem mentioned: in disaggregated CU-DU architecture, the CU is not aware of serving beam for own UEs. It can’t therefore apply a modified HO triggering to own UEs in the overloaded beam. To address this issue, the serving beam information is proposed in [5] to be added to F1. Alternatively, a beam may be switched off completely.

Question 3: Do you acknowledge the issue mentioned in [4]?

	Company
	Answer (Yes/No)
	If the answer is ‘yes’, do you agree for the solution proposed in [5], or do you prefer switching off the overloaded beam? If the answer is ‘no’, how the overloaded node can select UEs to be applied beam-specific HO trigger?

	Nokia
	Yes
	We propose both, the information on serving beam or the beam switching off. The latter is more “total” solution, so the information on serving beam, as proposed in [5], may be better.

	Ericsson
	No
	It is still unclear why per-SSB MSC needs to be connected to individual UEs. For beam-level MSC we should follow the same principle adopted for cell-specific MSC, that is the proposed SSB offset should not be associated to any specific UE but the changes negotiated among nodes should relate to RAN information (in this case SSB offset). Therefore, the negotiation of per SSB offsets should be disconnected from specific UEs served by the CU/DU. Our understanding is that the CU has enough knowledge and therefore has all the information it needs

	Qualcomm
	No
	Same view as Ericsson. 

	Samsung
	
	We don’t understand why a beam may be switch completely. 

	CMCC
	
	We are also not sure why we need additional per UE MSC on top of the existing per cell/per SSB MSC. The serving beam information itself may be useful, but it might not be in the scope of MSC.

	Deutsche Telekom
	No
	We share the same view as Ericsson and other companies.

	CATT
	No
	This can be covered (although not very precise maybe) by the measurement report from the UE.

Considering the “neighbour beam” used is also from the measurement report, making the “current beam” from it as well makes sense anyhow.

So no need for a separate indication as it is quite costly.

	Huawei
	No
	Same view as Ericsson. Alternatively, we can even simplify the negotiation to be between source cell and target cell/beams not considering source beams.

	BT
	No
	Same view as Ericsson.

	ZTE
	No
	Same view as Ericsson.


Also in [4], it is further proposed to enable a flag indicating that a beam is to be switched off. This can help to handle CHO UEs (but in [6], it is proposed not to consider CHO), but also to handle beam overload, if it is not known which UEs use the overloaded beam.

Question 4: Do you agree to enable a flag or value indicating that a beam is proposed to be switched off to address the issues listed above?

	Company
	Answer (Yes/No)
	If the answer is negative, please, explain why not.

	Nokia
	Yes
	It does not need to be used, while it offers bigger robustness and helps address CHO users. 

	Ericsson
	No
	Beam deactivation is not a way to balance load, but to save energy when a beam is not loaded, or to change beam shape when necessary for CCO. We do not see the link to use MOBILITY CHANGE REQUEST and MOBILITY CHANGE ACKNOLWEDGE to negotiate beam deactivation. This is part of CCO at best.

	Qualcomm
	No
	Same view as Ericsson

	Samsung
	No
	Same view as Ericsson

	CMCC
	
	Same view as Ericsson

	Deutsche Telekom
	No
	We don’t see the benefit for this indicator for a beam to be switched off. As already stated by Ericsson this may be a topic for CCO.

	CATT
	No
	Same view as Ericsson

	Huawei
	No
	Could be in CCO

	BT
	No
	Same view as Ericsson

	ZTE
	No
	Same view as Ericsson


4.3 Completion of the reporting of the load in cells that may be aggregated with the reporting cell

At RAN3 #114-bis, a solution for reporting load (CAC) in cells that may be aggregated with the reporting cell was agreed. Some details were still marked as “editor’s note”. At this meeting, there are proposals for removing it:

1) In [3] and [6], the note is removed. In [3], ale some other edits are made.

2) In [7], it is also proposed to enable indicating a minimum level of CAC for a cell to be included.

Question 5: Do you agree for the above changes that will enable completing the solution?

	Company
	Suported solution
	Comments, if any is not acceptable

	Nokia
	(1)
	Regarding (2), the thresholds do not seem cell-specific. Therefore, it seems more like something that an operator may set globally in its network – signalling is not needed.

	Ericsson
	(1) partially, (2)
	(1) In order to limit the signalling, the number of reported cells which can be aggregated should be limited. One possibility would be to lower the maximum number of items, which is actually too high in the TP

(2) This information will help the reporting node to select the PSCells/SCells which fulfil the load requirements from the requesting node. This is not static (e.g. depends on the requesting node load and overload requirements) and therefore cannot be configured by OAM

	Qualcomm
	(1) – OK

(2) – No strong view
	For (1), also please correct typo: Neithbour ( Neighbour
NOTE:    In order to avoid duplication, the eNB2 may include only one copy of NR Neithbour Cell Measurement Result Item per RESOURCE STATUS UPDATE messages per NR neighbour cell, even if this NR cell neighbours to multiple E-UTRA cell served by eNB2. The eNB1 should deduce which NR cell is capable of performing EN-DC with the corresponding served E-UTRA cell by using the NR Neighbour Information IE received during the X2 Setup procedure or the eNB Configuration Update procedure. The eNB2 should only include NR Neithbour Cell Measurement Result Item for NR cells that neighbour to at least one cell served by eNB1.

	Samsung
	
	For (2),  we share the same view as Nokia.

	CMCC
	(1)-OK, (2)-No strong view
	We share view with QC.

	Deutsche Telekom
	(1) Yes

(2) Yes, but …
	(1) QC’s comment to be considered.

(2) The proposal to have a measure to limit the overall number of PSCells/SCells to be exchanged is fine for us, but only one of the proposed approaches should be applied. Our preference would be a threshold to be given by the requesting node.

	CATT
	(1)-Agree, (2)-Not quite good
	We prefer the neighbour to report a CAC for multiple purposes rather than a Boolean of whether the cell is above or below a threshold.

When making the decision of handover, many inputs should be considered. A smart method is to use a smooth abstract function and compares the output of this function to a given abstract threshold. The input should be as smooth as possible to achieve the best performance so a 100-grade CAC is much better.

	Huawei
	(1)
	We share the opinions with Nokia.

	BT
	(1), (2) maybe
	For (2) agree that minimum level of CAC would not be static and dependent on the requesting node load. But question if this extra filtering would be required if the number reported cells was limited as per Ericsson's suggestion.

	ZTE
	(1)
	For (1), the editorial change by Qualcomm should be merged.
For (2), share the view with Nokia


4.4 Other proposals

There are some further proposals:

1) In [7], it is proposed to enable partial stop of resource reporting in NR.

2) In [8] and [9], it is proposed to add the per-MIMO PRB reporting to X2 and F1.

Question 6: Do you agree for the above proposals?

	Company
	Suported solution
	Comments, if any is not acceptable

	Nokia
	(2), possibly (1)
	We understand that (2) is just completion of the agreement made at RAN3 #114-bis.

Regarding (1), it is all right, as a copy of the LTE solution – but the TP in (1) does not seem to include the proposal – so how is it supposed to look like?

	Ericsson
	(1) and (2) partially
	(1) Solution is to add Cell Reporting Indicator IE into RESOURCE STATUS UPDATE message, at cell level. Please check the revised TP in R3-222508 in the inbox.

(2) Per-S-NSSAI PRB usage is optional in the Radio Resource Status IE. Shouldn’t be the case for all rel-17 PRB usage enhancement (e.g. PRB usage for MIMO)? Also, in order to clarify that the PRB usage for MIMO is per cell, we propose to change the name to “Cell DL GBR PRB usage” keeping the definition in the semantics description only

	Samsung
	In general ok for (1) and (2).
	Will check the detail of the TP



	CMCC
	Support (2);

No strong view on (1)
	To reply Ericsson’s comments on (2), we do not think the addition of per cell PRB usage is just an enhancement in R17. Please recall that the reason we only adopt per SSB PRB usage was because all of us thought at that time that the receiving node was able to calculate per cell PRB usage according to per SSB PRB usage, so it was not needed for the reporting node to additionally report per cell PRB usage.

However, as observed by us during last meeting, the receiving node is actually not able to calculate the exact per cell PRB usage merely by the received per SSB PRB usage, so it is necessary for the reporting node to report per cell PRB usage. In addition, in operators’ current network, per cell PRB usage is sometimes more important for making load balancing decisions at the receiving node than per SSB PRB usage. So the per cell PRB usage (i.e. PRB usage for MIMO) shall be reported mandatorily.

Moreover, since we’ve already enabled the measurements of PRB usage for MIMO for L2 measurement, meaning that the measurements has already been there for R17 base stations, then why not reporting these measurements also for load reporting, considering the fact that per cell PRB usage is deemed to be important for LB decision making.



	Deutsche Telekom
	(1) and (2)
	Both proposals are fine with us.

	Huawei
	(2) yes
(1) no - see comments
	(1) As stated before we prefer implicit method. But the problem with (1) is that this ties the reporting problem to cell resources. If we assume that the HW resources are more pooled in NG-RAN compared to LTE it could make sense to allow the requesting node to make a request not limited to removing cells but rather reduce the general scope (reduce the types of measurements or measurements in other cells handled by this node)

Also, when the requesting node sends the updated request, the reporting node will be able to reject if the requesting node does not adjust the measurement scope in a suitable way. So we prefer the implicit method without limitations.

Otherwise we have a system where the reporting node more or less decides what measurements should be done.

	BT
	(1) and (2)
	

	ZTE
	Only (2)
	For (1), share the view with Huawei. 


Since RAN3 is closing the discussion on Rel.17 MLB enhancement, is there anything else that requires attention at this meeting?

Question 7: Please, provide any comments, if there are any issues that require attention before the work on Rel.17 MLB enhancements is closed?

	Company
	Comment

	
	

	
	


5 Conclusion, Recommendations [if needed]

If needed
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