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1 Introduction

CB: # SONMDT3_LoadBalance
- Topics to discuss:

  - Per-SSB Mobility Settings Change over Xn and F1
  - Per-Slice Mobility Settings Change

  - NUL and SUL CAC
  - Per-SSB SUL PRB
  - MLB for PSCell and “Aggregated NR CAC”

  - load metric for UEs in RRC Inactive

  - MLB for resource aggregation
  - Mechanism of controlling load balancing
- Start with summary of offline, proceed to TPs if there are agreements
(Nok - moderator)

Summary of offline disc R3-215852
2 For the Chairman’s Notes

Agreements for the notes after the 2nd round:

R3-214813 revised in R3-216001, endorsed for the XnAP BL CR; 
R3-214957 revised in R3-216066, endorsed for the F1AP BL CR; 

WA: Per-beam MSC is to be supported. FFS if CHO shall be supported.
WA: Per-slice MSC is to be supported. FFS how to handle non-supported slices.
WA: The number of inactive UEs will be added. FFS if they shall be provided per cell or per node.

WA: The reporting node shall be allowed to stop reporting. FFS is an LTE-like mechanism is needed, or the reporting node may skip some reports.

3 Discussion (1st round)

3.1 Completion of the work on per-slice PRB reporting

Three papers propose how the “FFS” in the semantics of the per-slice PRB reporting can be clarified:

Options 1 proposed in [2] and [5]:

It is observed that the semantics in the existing IEs for not define the reference point either, while the beginning of the semantics define what is actually measured. Hence, a correction is proposed to both, the new and existing IEs to make the descriptions coherent.

Option 2 proposed in [11]:

The “FFS” is simply replaced with a description of the reference for the percentage calculation.

Question 1-1: Companies are requested to comment on the proposed two options to resolve the issue with the “FFS”. Please, indicate which is preferred and if there is any technical problem with any of proposed options?

	Company
	Preferred option
	Any technical problem? Please, indicate if you cannot accept one of the options and why.

	Nokia
	1
	Both options are technically all right. 

Preference is based on the fact that option 1 resolves some logical discrepancy in the semantics of the existing IEs (apparently relevant, because two companies noticed this independently).

	Deutsche Telekom
	1
	Both options are feasible, but Option 1 solves any ambiguity for both existing and new IEs.

	Ericsson
	Mix of 1 and 2
	For ng-eNB, there should be no ambiguity, therefore no need to clarify the semantics description. For gNB, ok to clarify SSB area semantics description as well.

Regarding option 2, the reference point should be identical for GBR and non-GBR

	Huawei
	1
	

	NEC
	1, 2
	Both options are acceptable. Option 1 makes TS clearer, so it is our first choice. Option 2 is our second choice.

	ZTE
	Mix of 1 and 2
	Share the view with Ericsson, the clarification on ng-eNB is not needed, and the GBR and non-GBR PRB usage should be differentiated.

	BT
	1
	Slight preference to option 1, both options are acceptable.

	CMCC
	1
	Both options are fine. And we are ready to support the flavor of the moderator.

	Samsung 
	Either 1 or not have clarification for ng-eNB is fine for us
	


Conclusion 1-1: Option 1 (clarification of the new and existing IEs) is adopted, but only for the gNB section. Relevant parts of [2] and [5] are merged into R3-21xxxx and endorsed.

3.2 Mobility Setting Change enhancements

At RAN3 #113, the support for beam-based MSC has been nearly agreed. At this meeting, the solution is proposed in [7], [8] and [11].

In [5], it is argued that per-beam MSC is not needed. Instead per-slice MSC is more beneficial. Also [7] supports per-slice MSC. This is commented to be unnecessary in [8] and [11].

Question 2-1: Companies are requested to comment on the proposed two enhancements for the Mobility Setting Change. 

	Company
	Shall RAN3 enable per-beam MSC? 
	Shall RAN3 enable per-slice MSC? 

	Nokia
	We consider it useful.

One question concerns CHO: how the per-beam MSC would work with CHO, if the triggering condition is not defined per-beam and the UE executes it on its own?
	We consider it possibly useful, but we’d like to have it once again explained briefly, how the nodes shall handle the MSC requests if the slice is not supported in the neighbour node?

	Deutsche Telekom
	We are fine with enabling per-beam MSC as it would allow more granular settings based on M-MIMO deployments.
	In principle, we see it useful at least for slices carrying services with homogenous characteristics. But there is the need to think about scenarios where slices may have services with different characteristics and where several slices are used by a UE in parallel.

	Ericsson
	Yes. This would enable better and more granular mobility decisions.
	No. Mobility Setting Change procedure impacts handover trigger point independently from service. “per service” mobility will result in sub-optimal mobility performances, and will lead to some mobility ambiguity (i.e. not compatible and competing mobility rules). Also, from last meeting comments, it seems that not all the slices would benefit from this enhancement, which makes this solution even less useful

	Huawei
	We are still not convinced here. 

The outcome of this is that even though UE sends a mobility report, this is disregarded in source due to an offset for one SSB.

The may have added a large offset, which would result in filtering a lot of UE reports. In order to resolve this situation where SSBs have different thresholds, we prefer to adjust by CCO.

It is also not clear to us what happens if the SSB threshold is moved in the other direction, i.e. allowing earlier handover to one SSB. Is this allowed and how is this interpreted?
	We think it would be beneficial to allow special handling for certain slices. But it is important that the solution is simple (e.g. not signalling all slice combinations). Please see our paper for a reasonable solution.

How to handle non-supported slices could be discussed. Since this is for Xn, we exchange the slice support so this is known. 

- One solution could be to only allow exchange of slices supported in both. We already have a cause value for slice not supported which could be used in MSC response.

- Another solution is to allow information about also non-supported slices in MSC procedure. The receving node (who does not support a slice) can still use this to understand what hysteresis to apply incoming HO from the sending node. 



	NEC
	We support to enable per-beam MSC.
	We support to enable per-slice MSC.

	ZTE
	Yes, agree with the per-SSB offset in MSC.
	No, for per-SSB offset, according to the TS 38.331, the per-SSB offset could be referred to the CIO in the MeasObjectNR IE. While, for the per-slice offset, there is no appropriate reference over Uu. 

Meanwhile, unlike the beam with the feature of direction, there is no direction for the specific slice. In this case, it is difficult for the gNB to make the decision for handover, even with the per-slice offset.

	BT
	We think this could be useful to have further granularity on mobility decisions. 
	We agree this could be useful for handling specific slicing with similar characteristics, competing mobility rules could be resolved via implementation.  

	CMCC
	We support to enable per-beam MSC.
	We support to enable per-slice MSC.

	Samsung
	We are also not convinced. The handover trigger is on a per cell basis. It is the target to decide which beam is used for the UE, not the source node. 
	From the exchanged load, one node can trigger a handover for load balancing purpose. Seems no need to negotiate the HO trigger based on services. The benefit is not clear.


Conclusion 2-1: Nearly all are interested in the per-beam MSC, so it is to be supported. FFS how it is to work in case of CHO and if “early” triggering for a selected beam will not cause problems (2nd round).

Conclusion 2-2: Many are interested in the per-slice MSC, so it is to be supported. FFS if the existing measurements ca support it (2nd round).

In addition, in [1], the need to provide the HO reference point per each beam is further explained. It is proposed either as a supplementary solution for the per-beam MSC, or its substitute in case per-beam MSC is not to be supported.

Question 2-2: Companies are requested to comment if they see any benefit (or technical problem) with the information exchange on the per-beam HO reference point?

	Company
	Shall RAN3 enable information on per-beam HO reference point on F1AP?

	Nokia
	We propose the solution and consider it useful. 

Especially, if the per-beam MSC is not accepted (there are numerous objections to enable it), the information on the per-beam triggering point from the DU can help.

	Ericsson
	No F1 impact is needed. The DU may be in charge of SSB configuration, but MSC is a mobility setting, which is under the responsibility of the CU. CU has enough knowledge on the serving and neighbours SSBs (from measurements) and therefore has all the information it needs to setup the right offset. 

	Huawei
	We think the impact is too big compared to the benefit. Always sending information across F1AP for SSB change does not motivate the gain. The question is also if this is in fact part of SNO WI or rather an enhancement to mobility handling.

	CMCC
	We think this approach is quite interesting that worth further discussion. Our understanding is that such approach could be beneficial for CHO when UE makes the decision on when to handover. The approach is different from the one we use in MSC since the offset we negotiate in MSC is on a per cell basis; while such approach is actually targeting on reconfiguring the conditional handover parameters on a per UE basis.

However, there’s still a bunch of open issues that should be investigated, we need to clearly understand on what events/conditions/measurement should be based on by the UE to perform beam-wise conditional handover, so cooperation with RAN2 may be needed.


Conclusion 2-3: In the 2nd round, the proponent of the signalling over F1 shall clarify if the solution is simple enough.

3.3 Information on other cells in the load reporting

There are two proposals related to reporting additional resources (of other cells):

1) In [6], reporting of possible SgNB’s CAC is proposed (when EN-DC could possibly be configured). Alternatively, an accumulated CAC is provided.

2) In [8], it is proposed to provide plain list of cells that can be configured with CA for the UE (“can be configured” means the CAC there is above configured threshold).

Question 3-1: Companies are requested to comment on the proposed two enhancements related to reporting additional resources of other cells.

	Company
	Shall RAN3 enable information on the possible SgNB cells? 
	Shall RAN3 enable information on the possible neighbour cells (for CA or DC)? 

	Nokia
	We’re fine to keep working on this.

The biggest problem is the selection of the cells to report: if full list of provided (which may be very long!), the overloaded MN will not know which ones may be relevant for the UE. The alternative, i.e. the aggregated CAC will be built including possibly irrelevant SgNB. Neither of the solutions, as proposed, seem to offer benefits, if there is not mechanism to select only the relevant possible SgNBs.
	We’re fine to keep working on this.

This is clearer mechanism. However, we’re somewhat surprised the mechanism offers only a list of possible cells instead of CAC value there. If only the list is offered, obvious question arises: how the threshold is configured?

	Deutsche Telekom
	We see it generally beneficial to have such information, but as Nokia pointed out the suitability of proposed solutions is still vague.
	Same view as for possible SgNB cells.

	Ericsson
	Agree with Nokia that this may lead to too much signalling. Also, a cell can be neighbour to multiple cells, which will lead to redundant CAC signalling.

However, if solutions to control/reduce the signalling is decided, this functionality could be useful.
	Yes. The threshold would limit the number of reported neighbour cells. CAC for each neighbour is not needed in the reporting. Otherwise, the requesting node may receive the CAC several times for the same cell (if this cell is neighbour to other cells, or if requesting nodes already independently requested CAC for this cell)

	Huawei
	We also see the problems. The list of all cells may be very large. The aggregated list would be difficult to interpret. It would pose a big task for the node to aggregate all this.

Even if this information is provided to the source, how can he take this into account? He does not know what configuration the UE will have in the target?
	Agree that adding a constraint would reduce the reporting.

How would this function be controlled: who decides whether the reporting node has to aggregate this information? How would the conditions be set? 

But why not just let reporting node respond with a list of cells which can be used for CA and then set up a measurement for these?

	ZTE
	Seems no, share the view with the majority, compared with the limited benefit, this solution introduces too much signalling.
	No strong view, but the details need to be clarified, such as the problems raised by Huawei.

	BT
	No strong view on this proposal, seems to have limited benefit.
	We see benefit to report information of the neighbour cells that can be configured with CA.

	CATT
	We agree with this.

We want to clarify that there is obvious no need to provide the full list.

Only the load info of the cells that neighbours to the receiving node is provided, and any duplicating of CAC is avoided (only the CGI is included for that entry).

As the result the signalling size is similar to the one in [8]
	Acceptable for us.

Frankly speaking this is almost identical to the method in [6], except that the CAC is replaced by an implicit Boolean value of whether that cell’s load is above the threshold or not.

	CMCC
	No strong view.
	No strong view.

	Samsung
	Share the view with the majority.

Furthermore, whether DC is needed after handover and which SN should be selected are decided by target MN. Even source node has the information, how is it used by source node to solve MLB issues?
	Need to think more on this proposal.


Conclusion 3-1: Information of CAC offered by possible PScells with different coverage (neighbour cells) is hard to interpret at the source MN – it does not know which may be relevant for the UE. 

Conclusion 3-2: RAN3 agrees to work on as light as possible solution for informing about cells that have the same coverage as the actual neighbour (and that can be configured as PSCell or SCell).

3.4 Additional metric

Further enhancements are proposed for the load metrics to be reported and the reporting mechanism:

1) In [8], it is proposed to add the information on stored contexts for inactive UEs.

2) In [5], separate reporting of SUL and NUL CAC is proposed (addition of NUL to the existing and agreed enhancements).

3) In [3], SUL part of the per-beam resource utilisation is proposed to be added.

Question 4-1: Companies are requested to comment on the information related to the stored contexts of inactive UE.

	Company
	Comment

	Nokia
	No, we do not think this brings any benefit.

Stored contexts have no impact on the radio resources. Also, it is unclear how to map UE contexts to cells, considering that memory is used at the CU. If it is to be the last cell that served the UE, it tells nothing about the “potential load”, because the UE may activate in another cell than the one where it was pushed to inactive.

	Deutsche Telekom
	Generally, we see it beneficial to have such information about potential inactive UEs that may require cell resources in near future, but we acknowledge that benefits may vary according to the underlying deployment scenario (e.g. more static UE locations or dynamic change of UEs between cells).

	Ericsson
	RRC inactive UEs does not consume the same resources as connected UEs. And some UEs may have a data consumption profile which will keep them inactive most of the time (e.g. V2X devices sending periodical metrics). Inactive UEs impact both memory, signalling processing (including RRC) and radio resources. Memory resources are impacted when a connected UE is sent to inactive. Impact is at node level, but the metric can refer to the cell where the UE was sent to inactive. Signalling processing and radio resources are impacted when the UE connection is resumed, most of the same time in the same cell. Statistical analysis of this metric will lead to a maximum number of inactive users a node can accept.

	Huawei
	No

This is only indicating a potential load and it is difficult to map this into actual load. As Nokia points out it only shows the last cell. In addition, the inactive UE context could be released by 5GC after a time period. So, we do not get the benefit of this load metric.

	ZTE
	No, in addition to the issues raised by Nokia and Huawei, in RRC Inactive mode, the UE is able to move freely in the RNA without the explicit signalling with gNB. And there could be thousands of inactive UEs in a certain RNA, in this case, the number of the inactive UEs is not accurate enough to represent the load status of the cell.

	BT
	We agree that a gNB may have a fundamental limit on the number of UEs that can be supported in RRC inactive due to storing the UE context.

This could also be a useful indication of potential load on the cell which could be important for e.g. stadiums where a sudden spike of traffic (RRC inactive-> RRC connected) could occur.

	CMCC
	Share the view on the usefulness of this metric depends on the scenario, and for those scenarios that UEs are probable to perform RRC state transitions, such metric will be beneficial. Anyway, the metrics are optionally exchanged, so we find no obstacle of introducing this.

	Samsung
	Agree the view of ZTE.


Conclusion 4-1: Considering support from operators, RAN3 will enable the information on the number of stored inactive UEs. FFS if this shall be reported per cell or per node.

Question 4-2: Companies are requested to comment on the separated reporting of SUL and NUL CAC (addition of NUL to the existing and agreed enhancements).

	Company
	Comment

	Nokia
	No, this is not necessary.

When the SUL was added, it was clarified that the legacy information addresses the whole cell, i.e. the SUL and NUL. If now NUL is considered separately, the existing CAC seem unnecessary.

	Deutsche Telekom
	If the calculation of UL CAC is a simple addition of SUL and NUL CACs, then the addition of NUL CAC is unnecessary. Otherwise, we are ok with that extension.

	Ericsson
	Agree with Nokia. This is not needed.

	Huawei
	We prefer to add a new IE for this (for BC reason). It is difficult to calculate the CAC of NUL from the two others and we think that reporting CAC of NUL is useful – e.g. when UE does not support SUL or when we know the UE is close to the target.

	NEC
	We proposed this in previous meetings, so we support it.

	ZTE
	Introducing a new IE for CAC NUL could be beneficial to make the structure more clear. However, if this IE is introduced, the semantics description “including both NUL and SUL (if available) ” in the IE Composite Available Capacity Uplink could be removed.

	CATT
	No need.

There is hardly any case where a UE can only use the NUL, whereas it is common that a UE can use only SUL or both NUL and SUL.

So reporting only the SUL and NUL+SUL is sufficient enough.

	CMCC
	Technically share the view with HW.


Conclusion 4-2: Considering doubts if the separate NUL CAC brings any benefit over the existing CAC reporting, and the fact that this topic was considered closed when SUL CAC was enabled, RAN3 will not enable separate NUL reporting at this meeting.

Question 4-3: Companies are requested to comment on adding the SUL resource utilisation to the per-beam resource reporting.

	Company
	Comment

	Nokia
	We leave it up to further discussion in RAN3. However, if enabled it creates quite a complication, because SUL is already enabled to be reported as CAC (not beam-specific). So the proposal would have to be reworked to align it with other agreed changes.

	 Deutsche Telekom
	No strong opinion. It makes sense to have a consistent representation of metrics, but the benefits for per-beam SUL are questionable due to typically lower frequency band usage. 

	Ericsson
	Not sure that this will add much benefit, because SUL is normally not beamed

	Huawei
	We are OK to add this.

	NEC
	We support this. We do not see any complication. It is the same as other resource utilization / load metrics in Radio Resource Status IE and in CAC, e.g., for slice, cell, etc.

	ZTE
	Not needed for the per-beam SUL reporting.

	CATT
	Slightly prefer yes.

	CMCC
	We are OK to add this.

	Samsung
	Share similar view with Nokia.


Conclusion 4-3: Considering doubts if the SUL is beamed, RAN3 will not enable separate NUL reporting at this meeting.

3.5 Reporting enhancements

In [8], a mechanism to enable stopping, pausing and resuming of the reporting from the reporting node side is proposed.

Question 5-1: Companies are requested to comment on enabling the proposed additional control (stopping of measurement, pausing or resuming it) from the reporting node’s side.

	Company
	Comment

	Nokia
	If I remember all right, in LTE, it was made possible that the reporting node could use the Resource Status Reporting Initiation procedure, with the known measurement IDs to stop given reporting session, couldn’t it? So ‘stop’ does not seem needed.

Pausing and resuming may be considered, if RAN3 acknowledges that resource status reporting may be a real burden for the reporting node. This is doubtful to us.

	Deutsche Telekom
	We are generally ok to introduce such mechanism but see still details that should be discussed. In e-mail discussion Huawei already raised the issue that also the measurement type, not only the number of cells could be a reason for overload. If the reporting is not fully stopped, which node makes the decision on cells and measurements to be continued on lower load level. Can there be any preference by the requesting node?

Will such approach only be used for cell resource status reporting or also for other reportings under discussion in parallel CBs? 

	Ericsson
	Should be added. The “stop” mechanism works as follow in LTE:

· Reporting node sends a RESOURCE STATUS UPDATE message with stop indicator

· Requesting node then initiates an new Resource Status Reporting Initiation procedure removing the cells

For “pause/resume”, overload is more likely than in LTE because of the additional reporting elements which have been agreed or may be agreed (e.g. AI). While the “stop” mechanism can be reused for NR, the “pause/resume” mechanism is more suitable for temporary stopping the reporting (e.g. overload) or for situations where the reporting might not be so relevant (e.g. no change in reported values, maintenance mode) 

	Huawei
	For periodic events, we think the simplest solution is if the reporting node just omits result. The requesting node can then decide whether the omitted results are important enough and has a long enough time duration to trigger a reconfiguration of the measurement. During the reconfiguration the reporting node can indicate limitations (if any).

In general, we prefer to keep the intelligence in one node, namely the requesting node. Adding multiple levels in the reporting node (which is implementation dependent) will not help the requesting node since he will not know what is considered "pause" and what is considered "stop". Further, the LTE solution has the drawback that it is the reporting node that "stops" reporting of certain cells and the requesting node have to comply. This moves the decision to the reporting node which we think is not good.

	ZTE
	This mechanism was introduced in LTE, however, for the MLB in NR, not all the legacy features or mechanisms need to be introduced, such as the partial failure. In current NR specification, the load reporting procedure could work well without this mechanism.

	CMCC
	Open to further discuss.

	Samsung
	Stopping as in LTE is ok for us. We don't see the benefit of pausing and resuming. 


Conclusion 5-1: The ‘stop’ mechanism is to be enabled. No need for “pause-resume” mechanism.

4 Discussion (2nd round)

4.1 Per-beam MSC

After the first round, this topic is supportable. However, the proponents are requested to provide explanation on following questions:

1) How can the per-beam MSC work with CHO?

2) Can the per-beam MSC use full scale of threshold changes (in particular earlier triggering of a HO/CHO)?

3) How often does the HO/CHO reference point need to be provided over F1AP?

Question 6-1: Proponents are requested to comment on above questions. Others, please, comment on the provided responses.

	Company
	Comment

	Nokia
	Answer to Q3: The reference point provided from the DU is a semi-static triggering point. It is not assumed to be changed frequently, but rather to provide a stable HO triggering on the beams supported in the given DU. There is, therefore, no issue with the frequency of signalling between the C and the DU.

	Ericsson
	Q1. It cannot. For CHO, other metrics can be used
Q3. We are still not convinced that reference point should come from the DU. This is a mobility setting, handle in the CU

	
	


Conclusion 6-1: Not much interest in the 2nd round in regards to the per-beam MSC. CHO is not supported in case of per-beam MSC (CHO has not been excluded from MLB framework).

4.2 Per-slice MSC

After the first round, this topic is supportable. However, the proponents are requested to provide explanation on following questions:

Are the existing measurements sufficient for per-slice MSC?

Question 7-1: Proponents are requested to comment on above question. Others, please, comment on the provided responses.

	Company
	Comment

	Huawei
	No additional measurements are needed. Remember MSC is used to maintain hysteresis in neighbour cells. Source cell is always free to choose what HO triggers to use (also without this enhancement), but the benefit of MSC is that we can inform the target so that he can apply corresponding adjustments to maintain the hysteresis.



	NEC
	We believe that no additional measurements will be needed.

	Samsung
	One node can already get the per slice load status of its neighbours. The node can have mobility actions based on the overall load status of its own and its neighbours. Negotiation of the handover trigger via MSC doesn’t bring more benefits.

	Ericsson
	We are still not seeing the benefits of per-slice MSC. Some fundamental questions are still unanswered e.g.:

· Slices can contain many services
· How should the target node handle HO with 2 different offsets for 2 different slices in a standardized way?

Also, during phase 1, some answers from proponents need further comments:

· “It is up to implementation how to handle 2 slices with different offset”. But this cannot work. MSC is used to get some kind of synchronization (at least some help) for mobility settings and mobility trigger point. If the interpretation is completely left to target implementation, there is no need to standardize anything. It will lead to incoherence. What if 2 implementations have 2 different priorities for the same slice?
· “non-supported slices for MSC should be signalled”. This makes the solution even more complicated


Conclusion 7-1: Further problems related to the per-slice MSC are identified related to non-supported slices. 

4.3 The number of inactive UEs

After the first round, this topic is supportable. However, the proponents are requested to provide explanation on following questions:

Shall the number of inactive UEs be provided per cell or per node?

Question 8-1: Proponents are requested to comment on above question. Others, please, comment on the provided responses.

	Company
	Comment

	Nokia
	We don’t quite understand the motivation to provide the information per-cell – a stored UE context takes absolutely no resources in a cell (i.e. in the DU), does it?

	Huawei
	Still not convinced why it is beneficial to provide this potential load.

	ZTE
	Same view as the first round, this metric should not be needed.

	Samsung
	RNA may span multiple nodes. The RAN cannot know the number of inactive UEs in one cell or one node. Furthermore, as Nokia indicated, it doesn’t take radio resource for inactive UEs.

	Ericsson
	Per-cell reporting allows statistical predication of signaling and radio resources for UEs resuming RRC connection. If we take a single UE, of course there is a chance that the resume will happen in another cell. But taking into account many UEs will give a good understanding of the potential load expected from inactive UEs.


Conclusion 8-1: Arguments for/against reporting inactive UEs are mainly repeated. 

4.4 The reporting node shall be allowed to stop reporting

After the first round, this topic is supportable. However, the proponents are requested to provide explanation on following questions:

Is a new flag needed?

Question 9-1: Proponents are requested to comment on above question. Others, please, comment on the provided responses.

	Company
	Comment

	Nokia
	Indeed, perhaps instead of a flag, it is enough to allow the reporting node to suspend some of the reporting, where overload forces that?

	Huawei
	We think stop is not needed. We can just omit measurements. The main reason is that we no longer have a strict relationship between cells/resources. It is better that the receiving node understands some measurements are missing and can ask for a reconfiguration to try to prioritize the scope of the measurements,

	ZTE
	We think the benefit is limited, maybe not needed.

	Samsung
	Stopping as in LTE is ok. But if majority view is “no needed”, it’s fine for us as well.

	Ericsson
	Not sure to understand Huawei’s comment. If reporting node omits measurements without informing the requesting node, it can lead to misinterpretation. The requesting node will not know if the reports were omitted due to overload or because no change occurred compared to last report. With the “stop” mechanism, the requesting node can always be in charge therefore this will not change the initial design of the feature.


Conclusion 9-1: Mainly argument against enabling stop mechanism are repeated. Possible re-creation of the LTE mechanism may be considered.

4.5 Clarification of the “FFS”

After the first round, this topic seemed supportable, but one company changed their view and objected it online. After some offline email checking with other companies, it is planned to be re-proposed.

Question 10-1: Companies are requested to comment on the legacy signalling in LTE: is the resource allocation (GBR/nonGBR) reported in reference to the total number of PRBs available in the cell (in UL or in DL)?

	Company
	Comment

	Nokia
	Our understanding is that the total DL/UL bandwidth (total number of PRBs available in DL/UL) has always been to reference for the percentage of allocated resources.

	Huwaei
	Agree with NOK

	CMCC
	Agree with Nokia. The intention to add the description of the reference point is to avoid ambiguity on interpretations, and setting the total number of PRBs allocated in the cell as the reference point is pretty clear which exactly reflects what we agreed last meeting The reference point for slice PRB usage is total PRBs available in the cell. And the semantics description for slice PRB usage should mention the selected reference point.

	NEC
	Agree with Nokia

	ZTE
	Indeed, we provided our concern about the GBR/non-GBR in the first round and tried to get some clarification on why the GBR/non-GBR resource allocation were not differentiated in the reference point. However, by some internal checking and some offline discussion with companies, we are fine with this proposal.

	Samsung
	Agree with Nokia

	Ericsson
	Agree with Nokia


Question 10-2: If there is a concern with the clarification to the semantics, as proposed in R3-216001, please provide you comment how the proposal in the TP shall be changed.

	Company
	Comment: support or proposal of changes

	Nokia
	We support the proposal in R3-216001.

Please note, the reference must be something known to the receiver. As far as we know, the “total (non)GBR PRB allocation” is not known, is it?

	Huawei
	Agree with NOK. We also provided a draft for F1AP in R3-216066

	NEC
	Agree with Nokia

	ZTE
	OK with 6001.

	Samsung
	R3-216001 is ok for us 


Conclusion 10-1: The clarification for the semantics is now acceptable as proposed in the 1st round.
5 Conclusions

5.1 After the 1st round

Conclusion 1-1: Option 1 (clarification of the new and existing IEs) is adopted, but only for the gNB section. Relevant parts of [2] and [5] are merged into R3-21xxxx and endorsed.

Conclusion 2-1: Nearly all are interested in the per-beam MSC, so it is to be supported. FFS how it is to work in case of CHO and if “early” triggering for a selected beam will not cause problems.

Conclusion 2-2: Many are interested in the per-slice MSC, so it is to be supported. FFS if the existing measurements ca support it.

Conclusion 2-3: The proponent of the signalling over F1 shall clarify if the solution is simple enough.

Conclusion 3-1: Information of CAC offered by possible PScells with different coverage (neighbour cells) is hard to interpret at the source MN – it does not know which may be relevant for the UE. 

Conclusion 3-2: RAN3 agrees to work on a solution as light as possible for informing about cells that have the same coverage as the reporting neighbour and that can be configured as PSCell or SCell for the UE.

Conclusion 4-1: Considering support from operators, RAN3 will enable the information on the number of stored inactive UEs. FFS if this shall be reported per cell or per node.

Conclusion 4-2: Considering doubts if the separate NUL CAC brings any benefit over the existing CAC reporting, and the fact that this topic was considered closed when SUL CAC was enabled, RAN3 will not enable separate NUL reporting at this meeting.

Conclusion 4-3: Considering doubts if the SUL is beamed, RAN3 will not enable separate NUL reporting.

Conclusion 5-1: The ‘stop’ mechanism is to be enabled. No need for “pause-resume” mechanism.

Agreements for the notes:

Regarding clarification of the semantics of the PRB per slice, RAN3 will clarify semantics in both, the new and the existing IEs, but for the part relevant for the gNB only. 

R3-214813 revised in R3-216001, endorsed for the BL CR; 

RAN3 agrees to work on a solution as light as possible for informing about cells that have the same coverage as the reporting neighbour and that can be configured as PSCell or SCell for the UE.

For the 2nd round:

WA: Per-beam MSC is to be supported. FFS on:

· How can the per-beam MSC work with CHO?

· Can the per-beam MSC use full scale of threshold changes (in particular earlier triggering of a HO/CHO)?

· How often does the HO/CHO reference point need to be provided over F1AP?

WA: Per-slice MSC is to be supported. FFS on:

· Are the existing measurements sufficient for per-slice MSC?

WA: The number of inactive UEs will be added. FFS on:

· Shall the number of inactive UEs be provided per cell or per node?

WA: The reporting node shall be allowed to stop reporting. FFS on:

· Is a new flag needed?

5.2 After the 2nd round

Conclusion 6-1: Not much interest in the 2nd round in regards to the per-beam MSC. CHO is not supported in case of per-beam MSC (CHO has not been excluded from MLB framework).

Conclusion 7-1: Further problems related to the per-slice MSC are identified related to non-supported slices. 

Conclusion 8-1: Arguments for/against reporting inactive UEs are mainly repeated. 

Conclusion 9-1: Mainly argument against enabling stop mechanism are repeated. Possible re-creation of the LTE mechanism may be considered.

Conclusion 10-1: The clarification for the semantics is now acceptable as proposed in the 1st round.
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