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1 Introduction

CB: # 1004_SONMDT_LoadBalancing

- PRBs utilization per slice?

- NUL and SUL reporting?

- Reporting of load information of potential target PSCell from other eNBs in EN-DC?

- Reporting of load of the initial BWP separately from the overall load?

- Information of RRM policy for slicing reporting?

- BWP load reporting?

- Slice specific offset in MSC exchange reporting?

- Per-SSB offset in Mobility Setting Change reporting?

- Reporting of per-cell list of cell identifiers of cells that can be used for resource aggregation

- For reporting over Xn, the lowest TNL Information value (in terms of available capacity) between F1 and NG interfaces is to be reported?

- Which interfaces are applicable when a gNB provides TNL Load Information over Xn and X2?

- May also discuss other issues based on papers submitted

- Try to reach high-level agreements in the first phase, proceed to TPs in the second phase of the email discussion

(Nok - moderator)

Summary of offline disc R3-210992
2 For the Chairman’s Notes

2.1 The second round of the discussion

R3-210149 – endorsed
R3-210288 – endorsed
R3-210319 rev in R3-211213 – endorsed
R3-210320 rev in R3-211214 – endorsed
2.2 The first round of the discussion

Agreements already in the notes:

The number of allocated (utilized % with respect to cell capacity) PRBs is reported per slice, split into GBR and nGBR. 

Further details of per-slice PRB allocation (shared and dedicated allocations) to be discussed later, if time allows.

RAN3 will enable support for SUL load information. FFS how this per-SUL load is to be provided.

The currently reported UL information convers “both normal UL and SUL”

TNL Load information is the minimum available TNL capacity between NG and F1

Open points for further discussion:

Per-slice mobility setting change: how UEs connected to multiple slices are to be handled?

Per-beam mobility setting change: how to avoid excessive amount of reporting from the UE and why CCO methods (e.g. beam management) are insufficient?

Option for DC and cell aggregation: how to avoid excessive amount of reporting from all possible PSCells and how the information on possible aggregation could help momentary MLB decisions?

How to avoid unnecessary HO rejections for UEs of limited capabilities that can be handled only in the initial BWP?
Propose the following:

R3-20xxxa, R3-20xxxc merged

R3-20xxxc rev [in xxxg] – agreed

R3-20xxxd rev [in xxxh] – agreed

R3-20xxxe rev [in xxxi] – agreed

R3-20xxxf rev [in xxxj] – endorsed

Propose to capture the following:

Agreement text…

Agreement text…

WA: carefully crafted text…

Issue 1: no consensus

Issue 2: issue is acknowledged; need to further check the impact on xxx. May be possible to address with a pure st2 change. To be continued…
3 Discussion (1st round)

3.1 Per-slice resource reporting

At the last meeting, it was agreed to report resource utilisation per slice – but details were left FFS. Now, companies propose a solution for reporting per-slice resource utilisation:

1) In a contribution co-signed by numerous companies, including 3 operators, it is proposed to report momentary PRB utilisation (GBR & nGBR) per slice [1-3]. 

2) An operator makes a similar proposal as in (1), but proposes to provide information on the slice policy (shared and dedicated PRBs) – in [16-18].

3) Alternatively, it is proposed to report PRB utilisation as percentage of the total available cell capacity, but without exposing the quota (RRM policy) – in [13-14].

Please, provide your comment on the proposal 1 above.

	Company
	Comment

	Nokia
	Yes, we support this solution (we co-authored the proposal).

	Ericsson
	We would prefer to provide the total available PRBs with respect to the cell total capacity. This is because in this way, it is clear to the sender how much resources are available at the target because the metric is given with respect to a maximum capacity. Option 1 does not specify the maximum capacity with respect to which the PRB utilisation is calculated and this may lead to interoperability issues.

	CMCC
	We prefer solution 2) (which is proposed by us). In our opinion, simply exchanging PRB utilisation per slice is not enough; there’s possibility that the node with higher reported utilisation percentage actually has more available free PRBs, because of different RRM policies configured to different nodes. Therefore, we support to additionally signal the RRM policy, so that the source node will know exactly how many free PRBs are available.

Solution 1) is feasible only when OAM configures the same RRM policies to all nodes at all times.

	CATT
	We support solution 2. The finer granularity can provides more detail and accurate PRB utilisation. RRM policy should be considered.

	Huawei
	We are open to compare solution 1 and 3. Option 1 builds on legacy reporting but relies on CAC. So why not just use CAC? 

	LG
	We slightly prefer this solution.

	Deutsche Telekom
	We support the solution 1. An extension to the solution in Proposal 2 may happen in a second step. 

	BT
	We support proposal 1 

	ZTE
	We support proposal 1, and the proposal 2 could be regarded as the enhancement of proposal 1. And the proposal 2 can be considered in the later phase.


Please, provide your comment on the proposal 2 above.

	Company
	Comment

	Nokia
	This may be interesting extension to proposal 1 above, but we’d rather gone for the simple solution as in proposal 1 and only later extend it.

	Ericsson
	We do not support the exchange of the radio resource partitioning policy at the RAN. This is limiting considering that it might change very dynamically, and such dynamic process would then have to be coordinated with MLB measurement reports. Also, we have a long standing agreement in RAN3 that RRM policies should not be propagated between RAN nodes. 

The comments provided for Proposal 1 also apply for Proposal 2

	CMCC
	Yes, we support this solution. Please see comments above.

We do not think transmitting RRM policy is an obstacle since OAM is responsible for configuration and the concern on exposing policy between nodes can be alleviated. In addition, as pointed out by E///, the resource partitioning policy can be changed dynamically, so in our opinion, this is also the reason why we would like to add rrm policy for load reporting in order to update the rrm policy related information in a comparatively dynamic manner.

	CATT
	Agree with CMCC. We should consider send RRM policies between nodes. This is not tricky based on RRM policy which is configured by OAM

	Huawei
	It is up to RRM to translate the policy from OAM into e.g. PRB assignment. Therefore, it will not really help to exchange the policy from OAM. 

	LG
	Share view with Nokia.

	Deutsche Telekom
	More complex than solution 1 (possible extension of it). We also see the drawback raised by Huawei, therefore some clarifications are needed.

	BT
	Prefer solution1 but open to discuss further on possible extension. 

	ZTE
	Share the view with Nokia.


Please, provide your comment on the alternative in proposal 3 above.

	Company
	Comment

	Nokia
	No, this will not help.

Percentage in case of nGBR traffic will likely be most of the time around 100%. Without the information on the RRM policy, this will offer no help. Explicit PRB utilisation, as proposed in 1 above, can help even without revealing RRM policy if used together with the available capacity and compared among all reported slices.

	Ericsson
	Yes, we prefer this option.

The proposal consists of representing the percentage of available PRBs, per slice, with respect to the total cell capacity. This value will be the exact inverse of the used PRBs with respect to cell capacity. The advantage is that we would not need to disclose the slice RRM policy and that still we can deduce the exact number of available PRBs by comparing the metric with the cell capacity.

	CMCC
	This solution can be feasible, on condition that the RRM policy can also be reported. Without the RRM policy, we cannot obtain the exact number of free PRBs for each resource category (including shared, prioritized and dedicated).

	Huawei
	We are open to compare solution 1 and 3. Option 3 propose a new kind of PRB reporting that can be used independently from CAC.  So we have a slight preference for this option

	LG
	This solution would be feasible. However, like Huawei, comparison of solution 1 and 3 is necessary.

	Deutsche Telekom
	Not useful without RRM policy reporting.

	BT
	Difficult to see how this solution would work without understanding the RRM policy.


Conclusions

In the discussion, it was clarified that solutions 1 and 3 provide actually the same information – the amount of allocated PRBs per slice, but without revealing the policy. The difference is that in solution 1, the PRBs are reported explicitly and split into GBR and nGBR, while in solution 3 they are reported as percentage of the cell capacity (i.e. total number of PRBs). Solution 2 is extension to solution 1, so requires it as the starting point. Considering this, it is proposed:

Proposal 1-1: The number of allocated PRBs is reported per slice, split into GBR and nGBR. FFS if this is to be done as percentage or explicit number of PRBs.

The extension in solution 2 at this moment has opponents, so it is still open.

Proposal 1-2: Further details of per-slice PRB allocation (shared and dedicated allocations) to be discussed later, if time allows.

3.2 NUL and SUL reporting

This was discussed already at the last meeting, but not decided. Several companies propose to support separate load information for SUL:

1) In [5-7,12,15], it is porposed to report separately load for SUL.

2) In [4], in addition to SUL, also separate load reporting for NUL is proposed.

Please, provide your comment on the proposal 1 above.

	Company
	Comment

	Nokia
	No, this is no needed.

As already discussed, SUL load has hardly any impact on load balancing.

	Ericsson
	Tend to agree with Nokia

	CMCC
	Yes, we support to report separate load for SUL, which is useful in the scenario where the load in SUL is high while the load for overall UL is medium/low.

	CATT
	Yes, it is beneficial in many cases:

For cells with high SUL load but low NUL load, we should offload only the UEs with high RSRP/RSRQ, in order to maximise the probability of successful outcome.

	Huawei
	We think this is important and very simple to add. The whole purpose of MLB is trying to filter out suitable UEs to move around for the purpose of load balancing and trying to avoid rejection in the process. 

If we know SUL load is high, the source can make an informed guess on which UEs are suitable to move based on radio measurements. Source can also learn the target behaviour.

	LG
	Share view with Huawei.
From load balancing point of view, the source node may have to decide whether to move the UE using SUL or NUL to neighbouring node. For this, the source node should know SUL load of neighbouring cell.

	Deutsche Telekom
	We see it as beneficial.

	ZTE
	Agree with Nokia.

	NEC
	SUL is a separate resource and it is beneficial to report SUL load for MLB purposes.


Please, provide your comment on the extension in proposal 2 above.

	Company
	Comment

	Nokia
	Not needed.

	Ericsson
	Tend to agree with Nokia

	CMCC
	In our opinion, Proposal 1 & 2 solves similar issue, either way is acceptable to us.

	CATT
	No. One SUL load metric together with a UL load metric is already enough to distinguish the case “high SUL load, low NUL load” from the case “medium SUL load, medium NUL load”. No need for a separate NUL metric.

	Deutsche Telekom
	Not needed.

	ZTE
	Not needed.

	NEC
	In [4] it is proposed to update Xn and F1 specifications to allow for separate reporting of NUL and SUL load/capacity values. This can be achieved, for example, by reporting NUL and SUL load values or by reporting UL load value and SUL load value. However, in the latter case there is a need to clearly specify relationship between total UL load, NUL load and SUL load.


Conclusions

Significant majority of companies, including operators, expressed interest in report load per SUL. However, some still have concerns and therefore it is unlikely details can be defined yet at this meeting. Support for NUL reporting was very limited. Therefore, it is proposed:

Proposal 2: RAN3 will enable support for SUL load information. FFS how this per-SUL load is to be provided.

3.3 Enhancements to the mobility setting change

Two companies propose amendments to the Mobility Setting Change procedure:

1) In [12], mobility setting change per slice is proposed.

2) In [13-14], mobility setting change per beam is proposed.

Please, provide your comment on the proposal 1 above:

	Company
	Comment

	Nokia
	Yes, we are interested to discuss it further.

This is another flavour of per-UE-group mobility setting negotiations. This topic was discussed long time ago and then decided to be unnecessary because the source node has enough information to set HO threshold per each UE type. Nonetheless, we could review if anything has changed since early LTE time in this respect.

	Ericsson
	We believe that the Mobility Setting Change is a non service based procedure, purely based on UE radio conditions. For mobility adjustments based on services the RAN can apply modificatinos on a per UE basis. Note that a slice may serve multiple services, hence setting an MCS policy for a whole slice may not be appropriate given the diversity of services the slice can entail.  

	CMCC
	We think it can be discussed further, especially to maintain low latency and high reliability for those URLLC slices.

	Huawei
	Yes, we think this can be further discussed.

The source node always has enough information and is anyway able to select when to execute the handover. The intention is to try to reduce possible impacts in the target when a differentiated mobility trigger is used. Note that this is probably most interesting to apply to a small subset of slices, it could for example be possible to use this to a slice that need optimal handover, i.e. where the HO trigger should remain even if the cell is trying to load balance and therefore modifying the general HO trigger. 

	Samsung
	Agree with Ericsson

	LG
	We think further discussion is needed.

	Deutsche Telekom
	Further discussion needed, as a UE may be connected to several slices at the same time and a slice as a logical network for a tenant (not as a service specific network) may support different service types.

	BT
	Yes, we agree this should be discussed further.

	ZTE
	Agree to discuss further on this issue.


Please, provide your comment on the proposal 2 above:

	Company
	Comment

	Nokia
	No sure if this will work. 

The UE may report the SSB in the measurement report, but the trigger is common for the whole target cell. So, the source has to schedule several reports from the UE to “catch” the one that may possibly lead to a HO. Also, the purpose is questionable: the node controlling the beams may internally manage the load so per-beam negotiations with neighbours will not be needed.

	Ericsson
	We support Proposal 2

The proposal provides a tool for the source to detect from UE measurements the strongest beam in range (SSB measurements can be configured at the UE) and to apply to the UE a per beam mobility threshold coordinated via MSC, that allows to steer the UE towards the optimal (least loaded) beam. Note that we refer MSC per SSB area. 

To reply to Nokia’s comments, internal load balancing between SSB areas is difficult to achieve unless SSB areas are changed, which is unlikely.  

	 CMCC
	We think it can be discussed further. We acknowledge the intention, and think it could be beneficial.

	Huawei
	Similar view as NOK. 

If we would like to modify a single SSB uptake area, it would probably be better to use CCO

Otherwise we will trigger a lot of unnecessary UE reports. The implications are that a neighbour node can, by adjusting the SSB parameters but not the cell parameters, create an imbalanced situation where the node need to discard many UE measurements 

	Samsung
	Agree Nokia and Huawei. 

	Deutsche Telekom
	We think the solution could be beneficial and support further discussion on that topic (same view as CMCC).

	BT
	Could be discussed further but should clarify why this is needed on top of CCO to steer users to a SSB

	ZTE
	Agree to discuss further on this issue.


Conclusions

Both amendments to the Mobility Setting Change procedure are questionable and trigger either negative reactions or questions concerning details. Therefore, it is proposed:

Proposal 3-1: Enabling per-slice mobility setting change to be discussed further; the proponents shall explain how the procedure is to work in case of UEs that are connected to more than one slice.

Proposal 3-2: Enabling per-slice mobility setting change to be discussed further; the proponents shall explain how to avoid excessive amount of reporting from the UE and why CCO methods (e.g. beam management) are insufficient.

3.4 Reporting the load of possible PSCell

One company proposes (continuation from the last meeting) that a node should be enabled to obtain load level at possible SNs (PSCells) connected to a neighbour node [5-7].

Please, provide your comment on the proposal above:

	Company
	Comment

	Nokia
	Not needed. 

This can be included in the composite available capacity. This is much simpler than including load of any possibly usable PSCell (DC operation is per UE, so there may be many possible SNs for each UE).

	Ericsson
	Agree with Nokia

	CMCC
	We have sympathy on this solution. We cannot just depend everything on CAC.

	CATT
	This issue is relative to Section 3.6.

To aggregate it into existing load metrics is not a good solution, as it cannot distinguish the case “high E-UTRA load, low NR load” with the case “medium E-UTRA load, medium NR load”. An overload eNB will be likely to offload an LTE-only UE toward a cell with high E-UTRA load and low NR load if the latter says that its load is medium.

If we wish to take ENDC into consideration for MLB, we have to define a separate load metric anyhow, rather than aggregate it into any existing metric.

We are open on how to define such metric, e.g. to introduce a simple “aggregation load” per cell is also acceptable for us.

	Huawei
	Not needed.

It is part of normal RRM to constantly offloading to SN in order to load balance. Therefore, the load reflects current status in the MN. 

It is difficult to predict whether MN will offload a specific UE to the SN. It is not only based on radio quality. 

	Samsung
	Not needed.

Agree the explanation from Nokia and Huawei.

	Deutsche Telekom
	Not needed (see explanations before).

	ZTE
	Not needed, no obvious benefit of introducing this metric.


Conclusions

Considering that majority does not consider the proposal beneficial (however, we acknowledge the interest from one operator), it is proposed:

Proposal 4: Information on the PSCell load to be discussed further, possibly together with the enhancement related to the cell aggregation. 

3.5 Separate load information on the initial BWP

One company proposes to continue the discussion on the load reporting per BWP [11]. This time, it is proposed to report load for the initial BWP only.

Please, provide your comment on the above proposal.

	Company
	Comment

	Nokia
	Yes, we proposed the solution.

This proposal is modified based on the comments at previous meetings. Indeed, for neighbour nodes, only the load at the initial BWP is relevant. This load, depending on the UEs, may be much higher than the overall load of the cell and thus MLB HOs may fail, even if there is capacity in other BWPs.

	Ericsson
	We do not think this is relevant.

Even if the initial BWP is loaded, the RAN may accept the UE and immediately move it on a different BWP. Namely, high load in the initial BWP does not imply HO failures. In general source is neither aware of the initial BWP for a UE nor it is aware of the BWP the target will select for the UE, hence load per BWP seems not very helpful to make decisions at the source

	CMCC
	We think thishelpful is helpful to those UEs which can only operate in the band of initial BWP.

	Huawei
	Agree with Ericsson

	Samsung
	Not needed.

We do not see the benefits.

	Deutsche Telekom
	Same view as Ericsson


Conclusions

Considering that majority does not consider the proposal beneficial (however, we acknowledge the interest from one operator), it is proposed:

Proposal 5: It is to be discussed further if the load information needs to be enhanced to avoid rejections of MLB HOs for UEs of limited capabilities (support for the initial BWP only).

3.6 Reporting opportunities for resource aggregation

One company proposes to extend the signalling so that neighbours could understand that certain cells may work in aggregated configuration thus allowing for aggregated capacity [13-14].

Please, provide your comment on the above proposal.

	Company
	Comment

	Nokia
	This is interesting, but the gain for load balancing is unclear: resource aggregation is RRM policy, so may not be static enough to allow for MLB actions, while static information on “possible” aggregation tell nothing about the situation when MLB is needed.

	Ericsson
	We support this proposal.

The idea is to provide information about the cells that from a radio point of view are highly likely to be used for resource aggregation. From an MLB point of view this helps source having an understanding of the aggregated capacity the UE could access at the target.

	CMCC
	We think this solution needs further discussion. In our opinion, this solution solves similar problem as in 3.4.

	CATT
	This issue is relative to Section 3.4.

As we pointed out there, to exchange only such aggregation load between RAN nodes will lead to wrong MLB-oriented handover of a UE without CA/DC capability toward a high-load cell with low-load aggregation neighbours.

Nevertheless, we think that to define such aggregation load as a new separate load metric can be really beneficial.

For example, with such enhancement one eNB can tell its neighbour eNB one E-UTRA cell is in high load status itself by a LTE legacy load metric, but it can work in EN-DC with some NR cells with low load in average by a newly-defined “aggregated” load metric. Its neighbour will then offload only EN-DC capable UE toward this cell.

	Huawei
	Not needed.

It is part of normal RRM to constantly offloading to SN in order to load balance. Therefore, the load reflects current status in the MN. 

It is difficult to predict whether MN will offload a specific UE to the SN. It is not only based on radio quality.

	Samsung
	Agree Nokia and Huawei

	Deutsche Telekom
	Same view as Nokia and Huawei.

	ZTE
	Not needed, agree with Nokia and Huawei.


Conclusions

Considering that majority has questions/doubts about this solution. Therefore, it is proposed:

Proposal 6: Information on the aggregation opportunities to be discussed further. In particular, the proponent is encouraged to explain how the information may support MLB decisions.

3.7 Further clarification of the TNL load information

One company proposes to clarify further that the TNL load information used on X2 and Xn is based on load reported over the NG and F1 interfaces, thus that E1 is rather irrelevant for the TNL load [8-10]. 

Please, provide your comment on the above proposal.

	Company
	Comment

	Nokia
	Yes, this could complete the discussion started at the past meetings.

	Ericsson
	We believe the text is already rather clear. We would like not to expose knowledge of RAN internal interfaces over Xn.

	Huawei
	No, we do not see the value of this clarification. 

	Samsung
	We think the clarification is beneficial. E1 is irrelevant for the TNL load. The clarification doesn’t expose the internal interfaces. It just clarifies what should be considered for the sending node.

	Deutsche Telekom
	Text extension would help to understand the meaning of the IE across Xn/X2, as it was already done for use in F1AP (here clarification is given in the IE description).

	ZTE
	Agree with the clarification.

One more thing about the TNL load information should be clarified (maybe the common understanding?): Whether “the lowest TNL capacity available” means the lowest product of TNL Offered Capacity and TNL Available Capacity over F1 or NG? (TNL Offered Capacity*TNL Available Capacity)


Conclusions

Slight majority, including an operator, sees the clarification as helpful. It is therefore proposed:

Proposal 7: E1 load shall not be considered in the TNL load information. FFS if and how this should be made clear in the standard.

4 Conclusion, Recommendations

4.1 First round of the discussion

Following the proposals in the chapters above, it is proposed:

Proposal 1-1: The number of allocated PRBs is reported per slice, split into GBR and nGBR. FFS if this is to be done as percentage or explicit number of PRBs.

Proposal 1-2: Further details of per-slice PRB allocation (shared and dedicated allocations) to be discussed later, if time allows.

Proposal 2: RAN3 will enable support for SUL load information. FFS how this per-SUL load is to be provided.

Proposal 3-1: Enabling per-slice mobility setting change to be discussed further; the proponents shall explain how the procedure is to work in case of UEs that are connected to more than one slice.

Proposal 3-2: Enabling per-slice mobility setting change to be discussed further; the proponents shall explain how to avoid excessive amount of reporting from the UE and why CCO methods (e.g. beam management) are insufficient.

Proposal 4: Information on the PSCell load to be discussed further, possibly together with the enhancement related to the cell aggregation. 

Proposal 5: It is to be discussed further if the load information needs to be enhanced to avoid rejections of MLB HOs for UEs of limited capabilities (support for the initial BWP only).

Proposal 6: Information on the aggregation opportunities to be discussed further. In particular, the proponent is encouraged to explain how the information may support MLB decisions.

Proposal 7: E1 load shall not be considered in the TNL load information. FFS if and how this should be made clear in the standard.
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