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1. Introduction

SA2 has sent an LS on Cell Configuration within TA/RA to Support Allowed NSSAI [1], which requests RAN3 to provide feedback on specific questions. This document examines the issues raised by the LS from a RAN3 point of view. A draft response LS is provided in a companion document.
2. Discussion
2.1 Recap of SA2 questions
2.2 Discussion

On question 1:

In NGAP, the gNB declares “supported S-NSSAI” on a per-TAI basis (i.e. “TAI Slice Support List”). The general logic is that the AMF is able to construct a TAI database, with associated attributes – one of these being the supported S-NSSAI for each TAI.
However, since S-NSSAI is not broadcast by a cell, there is no clear statement on whether every cell hosted by the gNB and broadcasting that TAI actually supports the same set (or has available resources corresponding to the full slice set). Looking also at XnAP, the structure is similar i.e., there is no per-cell signalling of S-NSSAI support. In F1AP, the TAI Slice Support List is associated to a specific TAI in a cell, but that in itself does not imply that either the TAI Slice Support List is the same or different for the same TAI in a different cell.
In addition, this signalling appears static on a per-TAI basis and does not indicate for example whether dynamically resources are available in any given cell for a certain slice.

TS 38.300 includes two relevant statements:

· It is assumed that the slice availability does not change within the UE's registration area.
· Admission or rejection of access to a slice may depend by factors such as support for the slice, availability of resources, support of the requested service by NG-RAN.

Based on the first statement, it can be concluded that slice availability is homogeneous within a tracking area. This has two possible interpretations:
A. Each cell broadcasting a given TAI supports all S-NSSAI in the TAI Slice Support List for that TAI.
B. 
Each cell broadcasting a given TAI can provide access for all S-NSSAI in the TAI Slice Support List for that TAI – but not necessarily using the user plane resources of the cell itself.

Interpretation B is feasible as it is transparent to the CN or neighbour RAN nodes – i.e. the responsibility for supporting the slice is fully devolved to the RAN node itself. This implies that the node can use resources appropriate to the slice, including potentially resources available via Carrier Aggregation or Dual Connectivity.
Then, based on the second statement, we note that in any case “support” does not imply “availability”, i.e. in general slice availability cannot be guaranteed regardless of configuration signalling. Generalizing, a possible model is that it is entirely up to the RAN node how (and whether) a particular slice is supported.
In conclusion, the following is proposed as the answer to Q1:

Clause 16.3.1 of TS 38.300 states that “it is assumed that the slice availability does not change within the UE’s registration area”, and it follows that the same assumption applies to a tracking area. Therefore, RAN3 believes that a cell broadcasting TAI X shall normally be able to provide appropriate slice resources for all slices associated with TAI X. Whether this implies that the resources must be owned by that cell requires further discussion since no specific normative statement exists to that effect. 

The same clause also states that “Admission or rejection of access to a slice may depend by factors such as support for the slice, availability of resources, support of the requested service by NG-RAN”. RAN3 thinks that, due to resource shortage, it is possible that a slice may not be available in a cell of TAI X even if declared in the list associated with TAI X by the respective RAN node.
On question 2a:
The scenario (“UE can only use a cell in the TA where not all S-NSSAIs are present in the Allowed NSSAI it received, and that the TA supports”) seems possible due to temporary resource shortage. This could in principle happen either during mobility or even at access.
Note that in the case of mobility, such scenario is slightly different from the scenario where the support (or lack of it) is known to a neighbour RAN node, or to the AMF, via configuration exchange. In this case, the statements in the rel-15 LS [2] from SA2 apply (i.e. source RAN is aware, and initiates NG handover, so CN removes the non-supported PDU sessions). However, it seems unlikely that a node would signal “lack of slice support” for a TAI based on a temporary condition in one of its cells; in other words, the information provided in configuration exchange is expected to be OAM-related i.e. static, and the solution in [2] does not apply.
If slice resources are temporarily not available in the RAN, several scenarios are possible:

A. Congestion not related to any changes in the UE’s context

B. 
Congestion leading to admission control failure in RAN for a new PDU Session

C. 
Congestion in target cell/node during mobility

Scenarios A and B are generic (i.e. not limited to slicing) where existing procedures are applicable with the addition of the appropriate cause, for example:
· For scenario A, it is possible to use the PDU Session Resource Notify procedure to indicate release of PDU sessions, release of QoS flows or indication that GBR QoS can no longer be fulfilled. Appropriate cause values exist, and the CN can react at NAS level.

· For scenario B, it is possible to indicate either PDU sessions or QoS flows that cannot be setup as part of the PDU SESSION RESOURCE SETUP RESPONSE or INITIAL CONTEXT SETUP RESPONSE messages. Appropriate cause values exist. In this case, the associated NAS PDUs are not delivered to the UE.

In scenario C, it will not be possible to follow the guidance of [2] because the source RAN is not aware of the resource shortage at the target. Hence the statement in step 4 of the flow in 9.2.3.2.1 of TS 38.300 applies:

Admission Control may be performed by the target gNB. Slice-aware admission control shall be performed if the slice information is sent to the target gNB. If the PDU sessions are associated with non-supported slices the target gNB shall reject such PDU Sessions.
It can be assumed that the CN is informed as part of the path switch request. The alternative would be for the source RAN to cancel the Xn handover and initiate NG handover. However, this cannot follow the recommendation in [2] (i.e. the slice removal is included in the handover preparation signaling by the CN) because the 5GC is not aware of the resource shortage. Hence a similar process will occur, i.e. the target RAN will perform admission control and respond e.g. with HANDOVER REQUEST ACKNOWLEDGE that includes information on QoS flows or PDU Sessions that have failed to be setup, with the appropriate causes.
In summary, the following answer is proposed:

Assuming that all RAN nodes involved are within the same tracking area, this could happen in rel15/16 due to e.g. resource shortage. Resource shortage can impact handover or context / session establishment as well as normal operation of a previously admitted PDU session. In RAN3’s view, for such cases generic messages for failure/rejection/release may be used with appropriate (slicing related) cause values. For example, a PDU Session or QoS flow(s) could be rejected with cause value “Resources not available for the slice(s)”. The same applies to handover procedures as well as notification.
On question 2b:

This scenario seems already covered by the above discussion with the exception that “support” is interpreted as either temporary (discussed above) or permanent (which should not happen within a TA/RA). The following answer is suggested:
From RAN3 point of view, the provisions are as described above i.e. there are slice-related cause values in XnAP and NGAP, which may be applied in existing failure/rejection/release procedures. However, RAN3 thinks that, except for the resource congestion scenario, the use case should not normally happen in rel15/16, since the slice support is TA-homogenous, and involved nodes exchange information on slice support via configuration exchange procedures. If support does change, the configuration should be updated.
Overall, the following is proposed:

Proposal 1: To respond to SA2 along the lines of the above discussion and suggestions.
The LS draft is provided in [3].

3. Conclusions

Overall, the following is proposed:

Proposal 1: To respond to SA2 along the lines of the above discussion and suggestions.
The LS draft is provided in [3].
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The design of the 5GS in SA2 has assumed that the UE obtains an Allowed NSSAI depending on the TA where the UE is under.  SA2’s assumption is that all S-NSSAIs in the Allowed NSSAI are supported within the TA and also in all TAs of the RA (the RA is constructed based on the TAs that support the Allowed NSSAI determined for the current TA). SA2 would like to consult with CT1, RAN2 and RAN3 colleagues with the following:


1) In Rel-15 and 16, is it expected that each cell in the tracking area supports the same S-NSSAI(s)? (or, said otherwise, do all cells advertising the same TAC support the same set of S-NSSAIs?). 


If the answer is "no":


2a) Can RAN WGs and CT1 explain if it can happen that a UE, e.g. due to local radio conditions, can only use a cell in the TA where not all S-NSSAIs are present in the Allowed NSSAI it received (and that the TA supports), and can RAN WGs and CT1 explain how it is handled today in rel-15/16?


2b) If an S-NSSAI can be rejected depending on which cell the UE camps on even though it is supported in the TA, for the reason that it is not supported in the cell, is there in rel-15/16 a CT1 error code to handle this case (i.e. can a S-NSSAI be rejected, with a suitable cause code, depending on which cell of the TA the UE camps on, even though this S-NSSAI is known to be supported in the TA, for the reason that this S-NSSAI is actually not supported in the cell of the TA)? Is there any provisions in the RAN or CT1 specifications to handle this case?








