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1 Introduction

CB: # 1005_SONMDT_LoadBalance

-  Topics to discuss:

  - CHO Preparation Trigger Change and CHO Execution Trigger Change

  - SSB ID

  - SUL 

  - Load of different BWP

  - Load information per slice

  - Slice level PRB/DRB usage

  - Load of potential target PSCell

  - TNL Capacity/Load 

  - Handover Trigger with a per SSB Area or group of SSB Area granularity

  - Xn, F1, and E1 impacts

- Any other topic based on contributions submitted

- If there are agreements, can proceed to CRs 

(CATT - moderator)

Summary of offline disc R3-205512
2 For the Chairman’s Notes

Propose the following to be agreed:

2-6. Agree to clarify the definition of TNL capacity Indicator.

 As to how to update, it could be discussed in the second round.
Propose to capture the following open issues:

1-1 (Whether to include CHO-related parameters into MSC): No consensus. To be continued.
1-2. (Whether to introduce SSB-area-level MSC): No consensus. To be continued
2-1 (whether to exchange SUL-related load): No consensus. To be continued.
2-2 (whether to exchange BWP-related load): No consensus. To be continued.
2-3（Whether/How to exchange per-slice PRB load ）: No consensus. To be continued.
2-4. (whether to exchange per-slice overload indicators): No consensus. To be continued.
2-5. (whether to exchange per-slice TNL load or per-slice DRB usage): No consensus. To be continued.
3-1 (whether to exchange the load of potential PSCell over X2AP): No consensus. To be continued.

3 Discussion
3.1 Mobility Setting Change

3.1.1 Parameters for CHO
The features introduced by the Rel-16 WI Mobility Enhancement are subject of Rel-17 SON, which includes the CHO feature. One company proposes to add some CHO-related parameters into the Mobility Settings Change procedure [1].

Companies are invited to provide their opinion over this issue, e.g. whether needed, what parameters to add.
	Company
	Comment

	Qualcomm
	Extending the Mobility Settings Change procedure to also include CHO related parameters (CHO Preparation Threshold, CHO Execution Threshold) is important for doing appropriate load balancing in a cell with mixed deployment of UEs, some doing legacy HO and some doing CHO.

We therefore support to include CHO parameters as well for finetuning both HO and CHO boundaries.

	ZTE
	Compare to other enhancements, CHO related MLB is not in the left issue of Rel-16.

	CMCC
	It is still unclear on how to perform load balancing by negotiating CHO preparation threshold and CHO execution threshold. So we think this topic needs more discussion.

	Samsung
	Agree with CMCC

	Huawei
	This is not needed. Mobility settings change is used to avoid ping-pong, when one node change the HO trigger. The thresholds for CHO preparation does not create ping pong, only the CHO execution threshold (which should be related to the HO trigger). 

	Deutsche Telekom
	Same view as Huawei

	LGE
	Same view as Huawei

	Nokia
	The Mobility Setting Change indicates the change of the moment a HO is executed for a UE. Therefore, logically, it applies to the CHO execution condition as well as for a classic HO. Then, load balancing by changing CHO configuration threshold is questionable in terms of effectiveness. So, special parameters for CHO should be justified better.

	Qualcomm
	While we agree with Nokia and Huawei that a single mobility setting change trigger can be applied for both legacy HO and CHO execution threshold, but this might not be optimal when we have configured different threshold values for legacy HO and CHO execution (which is very possible as we have different event triggers (condExecutionCond-r16 for CHO and EventTriggerConfig  for legacy HO). Configuration-wise as well, NW might choose to have relaxed CHO execution threshold in actual deployments to avoid too early HO as the CHO candidate cells are already prepared
Also even though tuning the CHO Preparation Threshold doesn’t directly affect optimizing the ping pong behaviour for load balancing purposes, fine tuning only the CHO Execution Threshold without changing the CHO Preparation Threshold will lead to less time for CHO preparation and can affect CHO performance. Therefore, it is useful to relax CHO prep threshold as well in tandem.
Regarding ZTE’s comment. Enhancements to Mobility Settings Change procedure is part of the scope of the WI (including SSB/slice level granularities or including other HO/reselection parameters). So, we propose to consider this optimization.

	Lenovo, Motorola Mobility
	Same view with Huawei. 


Moderator’s summary:

· Yes: 1 company;

· No:  5 companies;

· FFS: 3 companies.

Proposal 1-1: No agreement on whether to include CHO-related parameters into the Mobility Setting Change procedure.

3.1.2 SSB Index
In Rel-16 SON, we only introduced cell-level handover triggering parameters exchanged over interfaces. Now two companies propose to exchange SSB-area-level (or per group of SSB-area) handover triggering parameters in addition [1]

 REF _Ref48570914 \r \h [6]. How to optimise these per-SSB-area handover trigger parameters can be seen in [6].

Companies are invited to provide their opinion over this issue, e.g. whether needed.
	Company
	Comment

	Ericsson
	Achieving per SSB area mobility setting changes allows to move UEs in the SSB areas where capacity is available. If per SSB area mobility setting changes are not in place, wrong Mobility Load Balancing can be executed. For example, if in Cell x, SSB Area1 has 50% capacity available and SSB Area2 has 0% capacity available, a Mobility Setting Change triggering more Handovers towards Cell x will be appropriate for UEs moving to SSB Area 1 but not appropriate for UEs moving to SSB Area 2.  

	Qualcomm
	Agree to support SSB-area-level granularity in mobility settings change procedure for finer load balancing.

	CMCC
	Finer granularity seems beneficial.

	Samsung
	For handover, it is the target node to select which beam in the target cell will serve the UE. The source doesn’t know. To exchange the handover trigger per beam is not helpful for the neighbours. 

	HW
	We think enhancing MSC may be useful, but we rather prefer to add the slice level MSC. The reason for this is that we may want to have different HO trigger for different slice, depending on the requirements. This was discussed in the past but at that point there were no standardised groups of UEs. But with slicing we have the possibility to add this.

	CATT
	Agree to support.

	Deutsche Telekom
	Support of Ericsson’s view

	LGE
	Agree to support SSB-area-level

	Nokia
	All right to define mobility change per SSB area.

	Lenovo, Motorola Mobility
	Agree with Samsung’s concern. Further discussion is needed. 


Moderator’s summary:

· Yes: 8 company;

· No: 2 companies;

Proposal 1-2: No agreement on whether to change SSB-area-level (or per group of SSB-area) handover triggering parameters.

3.2 Load Metrics
3.2.1 SUL load
Three companies propose to add per-SUL load metrics into the RADIO RESOURCE UPDATE message [2]

 REF _Ref48570937 \r \h [7]

 REF _Ref48570939 \r \h [8], while one company oppose to add any [6].

Companies are invited to provide their opinion over this issue, e.g. whether needed, what metrics are needed, whether/how to clarify the definition of current per-UL load metrics.
	Company
	Comment

	Ericsson
	Providing SUL capacity may lead to wrong MLB actions. If a target Cell x signals to have 50% SUL capacity available, but 0% NUL capacity available, a source node may be inclined to handover the UE towards that cell based on the SUL capacity. However, the UE may not be served on SUL at target, making load condition in the system worse than before. It is extremely difficult for source RAN to guess what UL configuration the target will adopt. As an example, serving a UE on SUL depends on the target capabilities of efficiently performing UL beamforming.

It was already agreed in RAN3#106 that SUL capacity is taken into account in NUL capacity. We do not think SUL capacity signalling is needed.

	Qualcomm
	Seems very limited benefit to do SUL load metric-based load balancing. Prefer not to include it.

	ZTE
	Share the view with Ericsson and Qualcomm, as discussed in [6], it seems that there is limited benefit that per-SUL load is exchanged, because the source cell does not know whether the UE will be served on SUL at the target cell.

	CMCC
	Per SUL load reporting is beneficial when the source node makes the selection of a potential target node. At least SUL PRB usage can be considered.

	Huawei
	We think this makes sense. With this information we think the source cell can make a better guess on which UEs to propose for load balancing.

In addition, it may be better to report a separate PRB usage for the SUL and UL since otherwise there is no way to determine the free resources in SUL/UL L(i.e. if 20 resources are free, are they split in 5/15, 1/19 etc)

	CATT
	SUL tends to be used at cell edges, where many MLB-triggered HOs may take place.

In our opinion, as long as one cell has a high SUL load (e.g. 90% SUL PRB usage), its homogeneous neighbours should not trigger any MLB HOs toward this cell even if its total UL usage is e.g. only 50%.

And for the case mentioned by Ericsson, if a cell has a total UL usage at 85% (100% at NUL and 50% at SUL maybe), it is of course at a very high load status, and thus its neighbours typically should not trigger any MLB HOs toward this cell based on existing MLB mechanism. There is no wrong MLB actions.

That is to say, MLB-triggered HO should take place only if both of the following conditions are met:

· The UL load (NUL + SUL) of the target cell is lower enough than the current cell; and

The UE is well within the coverage of the target cell so that NUL must be used, or the SUL load of the target cell is low enough.

	Deutsche Telekom
	We see limited benefit and share same view as Ericsson, Qualcomm and ZTE.

	LGE
	It is beneficial to report SUL load when MLB based HO is triggered for the UE which is located at cell edge and is likely to use SUL frequency. If the source node does not know SUL load of target node, it may select the node with high SUL load as target.

	Nokia
	As several companies explained above, benefits of reporting SUL load are questionable. So FFS for the time being.

	Lenovo, Motorola Mobility
	We see some benefits. The SUL is a coverage complement of NUL. The UL coverage is split into NUL coverage area and SUL coverage area. Each area has its own load information. We support to have per-SUL load exchange. 


Moderator’s summary:

· Yes: 5 companies;

· No: 5 companies.

Proposal 2-1: No agreement on whether to include any SUL-related load metrics.

3.2.2 Per-BWP load
One company proposes to add per-BWP load metrics into the RADIO RESOURCE UPDATE message [4].

Companies are invited to provide their opinion over this issue, e.g. whether needed, how to define and encode per-BWP load metrics.
	Company
	Comment

	Ericsson
	BWPs are assigned dynamically to the UE. It is up to the serving node implementation to assign a BWP to the UE. It is therefore unclear how an HO decision can be made on the basis of the BWP capacity, given that the source RAN does not know on which BWP the target will serve the UE.

	Qualcomm
	Similar question as Ericsson

	ZTE
	Share the view with Ericsson and Qualcomm, and the per-BWP load is a kind of metric related to the UE, and it cannot represent the load status of gNB.

	CMCC
	See some benefits for reporting of initial BWP load, but needs more discussion.

	Samsung
	Share same view as Ericsson, Qualcomm and ZTE.

	CATT
	Ok with the motivation, but it is very hard to implement, as commented by Ericsson.

And, to complicate further the situation, please consider the following case:

BWP A: 3380–3420MHz
BWP F: 3300–3420MHz
BWP T: 3380–3500MHz
BWP Z: 3300–3500MHz

Should the PRB usage of BWP Z be included (which is de facto redundant), if the PRB usages of BWP A, F and T are already included?

	Deutsche Telekom
	Same view as Ericsson et al.

	Nokia
	As explained in [4], if resource status per-BWP is not reported, a Ue may be handed over to a cell which has resources available in BWPs that the UE can’t support. The HO will be rejected – which is exactly what is supposed to be avoided if the resources are reported. So, this should be optionally available to be signalled, if the originator supports it.

	Lenovo, Motorola Mobility
	NO. Using BWP is a scheduling issue. 


Moderator’s summary:

· Yes: 1 company;

· No: 6 companies;

· FFS: 2 companies.

Proposal 2-2: No agreement on whether to include any BWP-related load metrics.

3.2.3 Per-slice PRB usage
Three companies propose to add per-slice PRB usages as new load metrics into the RADIO RESOURCE UPDATE message [5]

 REF _Ref48570980 \r \h [9]

 REF _Ref48570981 \r \h [10]. Possible methods to define per-slice PRB usages when different slices share a part of radio resources can be seen in [9]

 REF _Ref48570981 \r \h [10].

Companies are invited to provide their opinion over this issue, e.g. whether needed, how to define.
	Company
	Comment

	Ericsson
	When an agreement on introduction of per slice CAC was achieved in Rel16, the proposals on adding per slice PRB usage was also discussed. At that time it was decided that adopting per slice PRB utilisation was not feasible. It is in fact not possible to provide a PRB utilisation per slice that allows to deduce how much resources are available in a cell for that slice. We therefore believe that per slice CAC is sufficient and that it allows a node to understand the available capacity in the target cell for the slice.

	ZTE
	As already defined in SA5,  the slice level PRB usage should be introduced in R-17, including the DL/UL (non-) GRB PRB usage. And the scenario of shared slice should be considered.

	CMCC
	TS 28.541 has specified the Network Resource Model (NRM) on RRMPolicy, where PRB usage for each RRMPolicy Member has been clearly defined in terms of PLMN and S-NSSAI, which means that slice-related PRB resource allocated to RAN through management interface has been supported.
In addition, TS 28.541 also defines a set of ratios to distinguish dedicated, prioritized and shared resources. In our opinion, all definitions mentioned in TS 28.541 can give a clear definition on PRB resource allocation per slice. Although details may need more discussion, it is now possible to give a clear definition on per slice PRB usage as a potential load metric.
On the other hand, from our understanding, per slice CAC is not enough since there’s no unified way to calculate the slice available capacity. So it is needed to introduce a unified way or a new load metric to offset inter-operability issue.

	Huawei
	We think it is an important principle that we should not exchange slice related policies between gNB.

Therefore, if we add this, we must not add this as “used PRB” (as we have done so far) but rather “available” and this new definition of PRB deserves further evaluation.

	Deutsche Telekom
	We share CMCC’s view. The metric finally to be used, i.e. “available” or “used” can be further discussed.

	LGE
	Share the view with CMCC.

	Nokia
	Yes, this should be supported.

The discussion of Rel.16 has been extended exactly to enable adding features that were not agreeable in Rel.16. This is one of them – and benefits are quite obvious, e.g. if separate physical resources are dedicated to slices.

	
	


Moderator’s summary:

· Yes: 5 companies;

· No: 1 company;

· FFS: 1 company.

Proposal 2-3: No agreement on whether/how to exchange per-slice PRB load metrics.

3.2.4 Per-slice overload indicator
One company proposes to add per-slice overload indicator into F1AP (GNB-DU STATUS INDICATION) and E1AP (GNB-CU-UP STATUS INDICATION) [5].

Companies are invited to provide their opinion over this issue, e.g. whether needed.
	Company
	Comment

	Ericsson
	The overload indication was introduced as a temporary remedy, in absence of the Load Information introduced in Rel16 as part of the Mobility Load Balancing function. There seem to be no reason to extend this feature now that the CAC per slice is available

	Huawei
	Same view as Ericsson

	Deutsche Telekom
	Same view as Ericsson and Huawei

	Nokia
	CAC alone does not allow to detect overload. Therefore, either resource status, or overload indicator per slice are needed – or, preferably, both.

	
	

	
	

	
	


Moderator’s summary: General opinion on this issue is negative.

Proposal 2-4: No agreement on whether to include Per-slice overload indicator.

3.2.5 Other per-slice load metrics
Other per-slice load metrics mentioned in the submitted TDocs include:

· Per-slice TNL load (mentioned by one company) [5];
· Per-slice DRB usage (mentioned by one company) [9].

Companies are invited to provide their opinion over whether we may also change other slice-related load metrics, and what to exchange.
	Company
	Comment

	Ericsson
	We believe we do not need any more per slice metrics

	ZTE
	In addition to the per-slice PRB usage, the per-slice DRB usage has also been defined in SA5. In detail, the number of DRB and the DRB composite available capacity can be considered to exchange.

	Huawei
	We currently do not see the motivation for DRB reporting

	CATT
	Similar view as Ericsson

	Deutsche Telekom
	No need to add further per-slice information.

	Nokia
	If slices have dedicated resources, per-slice TNL load information on E1 and F1 is needed. This deployment shall be supported, too.

	
	


Moderator’s summary:

· 1 company propose to include per-slice TNL load;

· 1 company propose to include per-slice DRB usage;

· 4 companies disagree with both proposals.

Proposal 2-5: No agreement on whether to exchange per-slice TNL load or per-slice DRB usage.

3.2.6 TNL load: fronthaul and backhaul
Different companies have different view on what the current “TNL capacity indicator” refers to.

· One company thinks that the current definition of “TNL capacity indicator” is ambiguous for disaggregated gNBs [3], and thus proposes to clarify that: “The received TNL Capacity Indicator IE represents the lowest TNL capacity available for the cell, including, if applicable, the TNL capacity available in the NG, E1 and F1 relevant for the cell.”
· One company thinks that the S1-U/NG-U TNL load and F1-U TNL load should be reported separately, i.e. as separate IEs within the RESOURCE STATUS UPDATE message [9].

Companies are invited to provide their opinion over these two proposals.
	Company
	Comment

	Ericsson
	There is no value in reporting per interface TNL capacity. What would a source node do if it knows that the NG-U has available capacity of 50% but the F1-U has available capacity of 30%? All the source node needs to know is ultimately hom many bits per second are available on the transport that will serve the UE.  Also, there are multiple CU-UPs per gNB. How can one express the F1-U and NG-U capacity of each CU-UP? And how can the source node know which CU-UP will be assigned to a given UE? 

Note: the problem of toggling between TNL capacity values highlighted in [3] is easily solved if the TNL Maximum Offered Capacity is set as the same value for all involved interfaces.

We could accept a clarification as per following text:

““The received TNL Capacity Indicator IE represents the lowest TNL capacity available for the cell,”

	ZTE
	In the split architecture of gNB, the TNL load per node (backhaul TNL load) should also be considered. Otherwise, a handover to a target NG-RAN node with low fronthaul TNL load and high backhaul TNL load may lead to the bad user experience.

Therefore, both the S1-U/NG-U TNL load (backhaul TNL load) and F1-U TNL load (fronthaul TNL load) should be reported separately over X2 and Xn.

	Samsung
	Clarification seems beneficial.

	Huawei
	Same view as Ericsson

	CATT
	A simple clarification provided in [3] is ok for us.

	Deutsche Telekom
	Clarification seems beneficial. The Ericsson’s proposal can be accepted to keep it short.

To Ericsson: Using the same maximum offered capacity value for all interfaces could be misleading as the considered interfaces have usually different capacities.

	Nokia
	We propose to agree the clarification as proposed in the CRs related to [3].

	Lenovo, Motorola Mobility
	Same view with Ericsson and Huawei.


Moderator’s summary:

· 7 companies prefer to make some clarification on TNL capacity Indicator;

· 1 company prefer to deliver S1-U/NG-U TNL load and F1-U TNL load separately.

Proposal 2-6: Try to agree to clarify the definition of TNL capacity Indicator
3.3 Others

3.3.1 Load of potential target PSCell

One company proposes that, in EN-DC scenario, the load status of potential target EN-DC PSCell should be exchanged between eNBs by including it into the X2AP RESOURCE STATUS UPDATE message, so that eNB1 can get aware of the load status of en-gNB2 which only has X2 interface with eNB2 [7].

Companies are invited to provide their opinion over this proposal, e.g. whether needed.
	Company
	Comment

	Ericsson
	We believe this optimisation is not needed and it might lead to erroneous mobility load balancing decisions because source does not know if the UE will be configured with DC using one of the potentially available PSCells, once the UE is moved to the target. As a matter of implementation, the potential capacity derived from possible DC configurations could be taken into account as part of the CAC signalled per cell.

	ZTE
	Not needed, the scope of MLB in EN-DC scenario should focus on the load reporting between the eNB and en-gNB.

	Huawei
	We do not see the advantage of this.

	CATT
	It can be beneficial.

We don’t think take possible NR PSCells into the consideration of CACs of E-UTRA Cells is a good idea. There are two technical problems:

· It affects conventional MLB function between eNBs. E.g. if E-UTRA cell A says that its CAC is at 80%, E-UTRA cell B may HO some E-UTRA-only UEs (very common anyhow) toward it, but in fact E-UTRA cell A is already serving many E-UTRA-only UEs and the load is very heavy but its related NR cells are almost free. Or vice versa, an E-UTRA cell says that its CAC is at 20% but infact the load is all over the NR side and it can still accept many E-UTRA-only UEs.

· If each E-UTRA cell covers more than one NR cell, such CAC cannot reflect the difference among the NR cells. E.g. if E-UTRA cell A says that its CAC is at 50%, E-UTRA cell B may HO some EN-DC capable UEs toward it, but in fact E-UTRA cell A covers two NR cells: C with CAC=0%, and D with CAC=100%, and unfortunately these UEs are only covered by NR cell C.

Delivering the load of potential NR PSCells, on the other hand, can solve the two abovementioned problems.

	Nokia
	The principle of separating MN’s and SN’s load may be benefitial. But the way it is done should be FFS, because currently it is unclear how the source would know if the UE can use the SN on the target’s side.

	Lenovo, Motorola Mobility
	Not needed

	
	


Moderator’s summary:

· Yes: 2 company;

· No: 4 companies;

Proposal 3-1: No agreement on whether to exchange the load of potential PSCell over X2AP.
3.3.2 Any other issue
If companies have any views on any other Rel-16 left-over topic w.r.t. MLB, please provide it here.
	Company
	Comment

	
	

	
	

	
	

	
	

	
	

	
	

	
	


4 Conclusion, Recommendations [if needed] 

	Open issues
	Summary of views
	Proposal
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