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1.  Introduction
[bookmark: _Hlk510791267]The NGAP paging filtering was discussed for the 3rd time at the RAN3#101bis meeting. The offline session was held under suspicious circumstances and without the presence of the main opponent of the proposal. However, the summary of offline discussion R3-186113 did not provide any new arguments in favour of the controversial approach. The only delta with respect to the previous discussions is that the alleged use case was changed (yet another time). Looking back at the RAN3#101 held in August 2018, the Chairman notes read as follows:
# 47_SlicingInfo_Paging
-  clarify scenario
- Is this about UP or CP overload? (CP overload, it seems)
Meanwhile, the ‘new’ use case declared during the RAN3#101bis offline is the overload in any type of NG-RAN resources. This ‘moving target’ strategy is most likely motivated by the lack of arguments in favour of this controversial approach. Nevertheless, even the change of use case does not add any additional value to the proposal. 
This paper analyses the shortcomings of slicing-based paging filtering. In addition to this paper, the paper R3-186766 discusses how the NG-RAN overload can be prevented or reduced by using existing mechanisms, while the accompanying draft LS reply is given in R3-186767.
2.  Discussion
The drawbacks of slicing-based NGAP Paging message filtering can be divided into:
· The lack of use case;
· The questionable benefits;
· The negative implications;
· The fact that there already exists a comprehensive set of mechanism to tackle the overload in RAN.
These points are discussed below in more detail.
1. The lack of use case
Normally, to avoid overload, the RAN acts preemptively by starting to throttle the mobile-originated traffic before the overload kicks in. Preemptive measures are typically triggered after a certain load threshold is surpassed. If various preemptive measures do not fight off the overload, more radical measures can be applied. The claimed use case is therefore questionable, for two reasons. First, the RAN will hardly find itself in a situation where paging filtering would be beneficial because the RAN can tackle low and moderate levels of overload with preemptive mechanisms, while extreme levels of overload require radical measures, such as the UAC. Second, it should be noted that the majority of traffic is mobile-originated, while the paging filtering approach targets the mobile-terminated traffic. In other words, any contribution to load reduction would be insignificant. In fact, as explained below, paging filtering may cause an increase in traffic load, because the AMF will keep paging the UE across the Registration area.
Conclusion 1: The claimed benefits of paging filtering are questionable. First, it is unclear how the overload situation where paging filtering is beneficial would occur, having in mind the measures that the RAN has at its disposal. Second, the concept targets the mobile-terminated traffic, which is not a major contributor to the traffic load.
2. The existing mechanisms to combat the NG-RAN overload
Already today there exist the tools to efficiently tackle the NG-RAN overload. On the other hand, Paging message discarding based on slicing information, even if it was not conceptually incorrect, would be yet another method to solve an issue that is solvable with the tools that are already available today. It follows that the only extra that the slicing-based Paging message filtering is the extra complexity. For a detailed discussion on the existing tools to tackle the NG-RAN overload, please see the accompanying paper R3-186766.
Conclusion 2: The proposal to tackle the NG-RAN overload by NGAP Paging message slicing-based filtering is not only redundant and harmful, but it is also based on an assumption that is, at least from the specification point of view, controversial. This redundant approach comes at the price of additional complexity.
3. Complexifying paging by introducing slicing information
Paging is essentially a simple, connectionless and best-effort mechanism. On one paging occasion, the UE is paged in all the cells in its tracking area (TA). Having in mind that the UE may be reached in only one out of potentially many cells in its TA, it follows that the overhead of paging is substantially high, since paging transmissions in all cells, except the cell where the UE is found, are transmitted unnecessarily and are resource-wasteful. Furthermore, if the UE is not reached, there exist mechanisms for the core network to retransmit the Paging messages, which further increases the paging resource wastage. It is therefore obvious why simplicity is the main design requirement of the paging mechanism, and why the paging approach fulfills its purpose only if it is kept simple.
On the other hand, by introducing slicing information in Paging messages, significant (and unnecessary) complexity is introduced into the paging mechanism. Namely, for every Paging message, for every cell in the UE’s TA, the NG-RAN node would have to extract the slicing information, cross-check it with the  availability of resources, take the decision about discarding and finally apply the decision. Executing these functionalities, in all the cells in the UE’s TA, all the time (even when there is no overload in the NG-RAN), is a waste of resources, except in that one cell where the paged UE is located, and only in the situation when the NG-RAN is overloaded.
It should also be kept in mind that the use case in question is not the one of paging congestion – in fact, the issue is an overload in NG-RAN resources. However, in case that the paging load is high, the above mechanism will have to be executed for every NGAP Paging message, which would further increase resource wastage due to slicing information processing.
Conclusion 3: Introduction of slicing information in Paging messages would significantly complexify the paging mechanism. This would also increase the resource wastage, having in mind that additional slicing information processing would need to be executed in every cell of the paged UEs TA, where the probability of the UE being in an individual cell is low.

4. The ambiguity in Paging message handling
The clause 5.2.33 of TS 23.501 reads:
Inclusion of the "Paging Priority" in the N2 "Paging" message triggers priority handling of paging in times of congestion at the (R)AN as specified in clause 4.2.3.3 of TS 23.502
In turn, the clause 4.2.3.3 of TS 23.502 states that the Paging Priority IE is to be included only in case the Paging message is associated with priority services, e.g. MPS and MCS, as configured by the operator.
In that sense, the inclusion of slicing information would be included in Paging message, would create ambiguity in how this message would be handled by the NG-RAN. Namely, it is unclear how the NG-RAN would treat a Paging message containing a high Paging Priority IE value, but also containing an S-NSSAI corresponding to an overloaded slice.
Conclusion 4: The inclusion of slicing information in Paging message would create an ambiguity in how this message would be handled by the NG-RAN. For example, it is unclear how the NG-RAN would treat a Paging message containing a high Paging Priority IE value, but also containing an S-NSSAI corresponding to an overloaded slice.

5. The negative impact on the core network
Another principle that would be breached by slicing-based NGAP Paging message filtering at the NG-RAN is the one stating that the core network decides about paging the UE, and the role of the NG-RAN is purely to execute it, without any NG-RAN intelligence involved. Therefore, empowering the NG-RAN to discard NGAP Paging messages based on slicing information (i.e. as a feature), instead of discarding Paging messages only when paging resources are overloaded, may impact the core network in a negative way. Namely, the core network will be unaware of the fact that a Paging message has purposefully discarded (instead of being forced to discard) and may therefore unnecessarily activate NGAP Paging message retransmissions in a wider area and other ‘smart’ paging features. These features are to be activated only when the UE has not been reached in the previous paging attempt. This would lead to an even larger waste of resources, since the entire slice-based paging filtering procedure would need to be executed yet again, unnecessarily and in a large number of nodes.
Conclusion 5: The NG-RAN should discard NGAP Paging messages only in the case of paging resource overload, because, otherwise, the core network will be unaware of slicing-based paging filtering at the NG-RAN, leading the core network to unnecessarily activate NGAP Paging message retransmission in a wider area, ultimately increasing the resource use, instead of reducing it, therefore defeating its purpose. 

6. The CP resources are slice-agnostic, at least from the specification point of view 
The ‘old’ problem statement (CP overload in NG-RAN) is also present (as a part of) the ‘new’ problem statement (CP in all resources in NG-RAN). At the RAN3#101 meeting some companies argued that slicing-based Paging message filtering would be beneficial for tackling CP overload in the NG-RAN. However, by including slicing information in Paging messages, paging resources would implicitly be made slice-specific i.e. divided between slices. This is a controversial assumption, at least from the specification point of view, where the CP resources are regarded as slice-agnostic (confirmed by SA2, as well). Namely, the NG-RAN does not divide CP or paging resources between slices, e.g. there are no paging resources for a particular slice. Furthermore, signaling connections are used to carry RRC and NAS, which are service-agnostic protocols, meaning that they carry information about multiple services, and these connections are by no means per slice (grouping of multiple services saves resources). 
On the other hand, the proponents of including slicing information in NG Paging fail to provide the answer to the following question: which of the CP resources that would be subject to filtering are slice-specific? 
There are numerous examples that confirm the fact that CP resources are slice-agnostic, three of which are given below.
Example 1: it is undisputable that the CP resources for a multi-slice UE affiliated to a gNB-CU-CP will be common for all slices used by the UE. In other words, when a UE instantiates a CP (e.g. in the cloud), no matter how many slices are used by the UE, there shall exist only a single UE context and there shall exist one and only one instance of the CP for that UE, common for all slices.
Example 2: the scenario where the CP resources are overloaded due to too intensive handover-related signaling traffic. Here it is also impossible to map the CP resources to different slices, since a handover is done for the entire UE, and not for individual slices.
Example 3: the case of CP overload caused by frequent transmission of UE measurements, due to bad coverage. In this situation, the entire UE is in bad coverage, not only certain slices. The UE then uses CP resources to report that, and this holds for all the slices used by the UE.
From the above it follows that it is by no means justified to specify the shaping of QoS characteristics for signaling connections, and especially shaping these connections based on slicing information. Any solutions that allocate signaling resources to individual slices should be up to implementation and do not belong in 3GPP technical specifications.
Conclusion 6: Shaping QoS characteristics for signaling connections based on slicing information is controversial, at least from the specification point of view. Any solutions that allocate signaling resources to individual slices should be up to implementation and do not belong in 3GPP technical specifications.
Based on the above conclusions, the following is proposed:
Proposal: RAN3 to send LS reply to SA2 stating that the RAN would not benefit from receiving the Allowed NSSAI or S-NSSAI in NGAP Paging messages (draft LS reply is presented in R3-186767).
3. Conclusion
This paper shows the drawbacks of introducing slicing information into Paging messages and discusses the consequences therein. The following conclusions are drawn:
Conclusion 1: The claimed benefits of paging filtering are questionable. First, it is unclear how the overload situation where paging filtering is beneficial would occur, having in mind the measures that the RAN has at its disposal. Second, the concept targets the mobile-terminated traffic, which is not a major contributor to the traffic load.
Conclusion 2: The proposal to tackle the NG-RAN overload by NGAP Paging message slicing-based filtering is not only redundant and harmful, but it is also based on an assumption that is, at least from the specification point of view, controversial. This redundant approach comes at the price of additional complexity.
Conclusion 3: Introduction of slicing information in Paging messages would significantly complexify the paging mechanism. This would also increase the resource wastage, having in mind that additional slicing information processing would need to be executed in every cell of the paged UEs TA, where the probability of the UE being in an individual cell is low.
Conclusion 4: The inclusion of slicing information in Paging message would create an ambiguity in how this message would be handled by the NG-RAN. For example, it is unclear how the NG-RAN would treat a Paging message containing a high Paging Priority IE value, but also containing an S-NSSAI corresponding to an overloaded slice.
Conclusion 5: The NG-RAN should discard NGAP Paging messages only in the case of paging resource overload, because, otherwise, the core network will be unaware of slicing-based paging filtering at the NG-RAN, leading the core network to unnecessarily activate NGAP Paging message retransmission in a wider area, ultimately increasing the resource use, instead of reducing it, therefore defeating its purpose. 
Conclusion 6: Shaping QoS characteristics for signaling connections based on slicing information is controversial, at least from the specification point of view. Any solutions that allocate signaling resources to individual slices should be up to implementation and do not belong in 3GPP technical specifications.
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Proposal: RAN3 to send LS reply to SA2 stating that the RAN would not benefit from receiving the Allowed NSSAI or S-NSSAI in NGAP Paging messages (draft LS reply is presented in R3-186767).
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