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1 Introduction

A multi-channel stop-and-wait (SAW) approach has been proposed as the scheme to implement HARQ. Its advantages include simplicity from a protocol standpoint and low signalling overhead with the choice of the right stop-and -wait scheme. However, it has been pointed out that one of the issues with multi-channel SAW is the potential to cause out-of-order delivery. In case of UM mode, this causes a problem with the way the RLC protocol is defined in R99 and also has an impact on ciphering.

2. 
Potential Solutions

As is well known, HARQ operation requires soft-memory to store intermediate turbo-decoder states between attempted transmissions of a HARQ block.  The soft-memory requires that approximately 4 to 6 bits be stored for every encoded bit.  Once the HARQ attempt has been successfully decoded, the received PDU may then be stored in hard memory (1x encoded bits).  In order to remedy the out-of-order delivery problem, it is proposed that a hard-memory re-ordering buffer be used to store out of order packets for in-order release to the higher layers.  
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Figure 1 Re-ordering Buffer

Figure 1 depicts the configuration of the TX buffer, N-channel HARQ buffer and re-ordering buffer.  The re-ordering buffer stores blocks released from HARQ until all preceding blocks have been successfully received. Re-ordering at the receiver requires that sequencing information is present to the re-ordering mechanism.   Therefore, the re-ordering mechanism must take advantage of existing sequence numbering in RLC layer (UM mode data PDUs do carry sequence numbers) or add additional sequence information at the MAC layer.   

Three architecture options exist for the re-ordering scheme -

1. MAC-hs can perform the re-ordering. This would require the use of additional sequence numbers since the MAC protocol does not itself require sequence numbers. 

Three further options are possible in case the MAC-hs do the re-ordering

· Method A: A sequence number is sent on the shared control channel to facilitate this re-ordering by the MAC-hs.  However, this information is only used after the HARQ attempt that has been successfully decoded.  Therefore, it is unnecessary to repeat this information with each HARQ retransmission attempt. Furthermore, it is imperative to keep the overhead on the signalling channels to a minimum in order to maximize the remaining power and OVSF code space available for data transmission.

· Method B: Adding a sequence number to each MAC PDU would solve the problem of reordering the successful transmissions at the receiver MAC-hs. However, this would add considerable overhead and is a waste especially since the sequence number is already present in the MAC payload in the form of the RLC sequence number. (With this in mind, perhaps the reordering should be performed by the RLC layer)

· Method C: Another option would then be to add a sequence number to the transmission over a TTI per UE, i.e. a MAC TSN - transmission sequence number is added on the HS-DSCH. A MAC transmission over a TTI can be seen to consist of multiple PDUs depending on the choice of modulation and coding by the scheduler. All these PDUs are identified by a single header sequence number. The MAC-hs at the receiver in turn will release the successfully received RLC PDUs contained within a MAC transmission in order. The MAC-hs receiver would need to keep track of the next expected MAC TSN.

Method C above has the benefits of being applicable to all three RLC modes without any modification to the R99 RLC specification. This method has the additional benefit of HARQ as the MAC TSN is added on the HS-DSCH.

2. MAC-hs can perform the re-ordering but is allowed to use the RLC sequence number. This obviously violates the layering rules and is therefore considered inappropriate.

3. RLC performs the re-ordering. In this scheme, a re-ordering buffer in the RLC re-orders the PDUs, performs the reassembly and them sends them to the upper layers. This ensures that the PDUs received so far belonging to an SDU are not discarded as soon as a PDU is received out of order.  (This would require the addition of sequence numbers on RLC control PDUs)

Proposal:  Either option 1C or 3 are preferred - option 2 is seen to be a non-starter. Option 1C has a little more overhead compared to option 3. However, if there is a reluctance to modify the RLC specification then option 1C. method 3 would provide the necessary mechanisms for the re-ordering function.

4. Issues that need to be addressed

While the addition of a re-ordering functionality to the receiver is a simple solution to the problem of SDU discard on out-of-order PDU reception, it is important to address the sizing of this receive buffer and the rules that enable its functionality. This is necessary to ensure that the re-ordering buffer is of a finite and practical size. Note that the re-ordering buffer is not envisioned to be a separate physical buffer - it is merely a logical entity.

There are three types of procedures that would be required for robust re-ordering operation -

1. Receiver Procedures: Rules can be defined regarding when a re-ordering mechanism drops old block.   Whenever a new block is received that exceeds the reordering window, the oldest missing blocks are assumed to have been lost and re-ordering window is advanced.  Blocks that precede the reordering window are discarded. The dropped blocks then cause an increment to the residual error rate.  Provided that the re-ordering buffer is large enough such that the bearer traffic’s residual error-rate requirement is met, no further mechanisms need be defined.

2. Transmitter Procedures: The transmitter could also delay transmission of new blocks based on outstanding retransmission attempts.  In this case, the transmitter would forgo a new transmission attempt on a HARQ block if the difference between this new block and the oldest outstanding block exceeds the capacity of the UE’s reordering buffer. This assumes that the re-ordering buffer size is fixed or is a UE capability and therefore known to the transmitter. 

3. Signalling Procedures: Explicit flow control mechanism can be defined between the transmitter and receiver to avoid any re-ordering buffer overrun. 

The combination of option 1 and option 2 would insure robust operation of the re-ordering operation.

5. Conclusions

This contribution has proposed that a hard-memory re-ordering buffer be used to store out of order packets for in-order release to the higher layers.  Two viable alternatives have been identified placing the re-ordering mechanism in the MAC-hs or in the RLC.  The preferred MAC-hs based alternative requires a MAC TSN be added to each HARQ attempt to enable re-ordering at the receiver.  Finally, a robust re-ordering operation may be achieved through a combination of well-defined receiver discard procedures and transmitter procedures that prevent re-ordering overrun.
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