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Background
In RAN1 #86bis meeting, bandwidth adaptation facilitating DL control information monitoring over a narrower bandwidth was agreed [2]. The motivation was primarily driven by UE power saving. In the same meeting, support for cross-slot scheduling for DL was also agreed.
The term “bandwidth-part” (BWP) was introduced to refer to the portion of the bandwidth within which the UE operates. In RAN1 NR Ad-Hoc#2, the following agreement was made on bandwidth-part configuration [8]:
At least one of configured DL BWPs includes one CORESET with common search space at least in primary component carrier
Each configured DL BWP includes at least one CORESET with UE-specific search space for the case of single active BWP at a given time
In case of single active BWP at a given time, if active DL BWP does not include common search space, then UE is not required to monitor the common search space

In RAN1 #90, the following agreement was made on BWP operation [9]:
· There is an initial active DL/UL bandwidth part pair to be valid for a UE until the UE is explicitly (re)configured with bandwidth part(s) during or after RRC connection is established
· The initial active DL/UL bandwidth part is confined within the UE minimum bandwidth for the given frequency band
· FFS: details of initial active DL/UL bandwidth part are discussed in initial access agenda
· Support activation/deactivation of DL bandwidth part by means of timer for a UE to switch its active DL bandwidth part to a default DL bandwidth part
· The default DL bandwidth part can be the initial active DL bandwidth part defined above 
· FFS: The default DL bandwidth part can be reconfigured by the network
· FFS: detailed mechanism of timer-based solution (e.g. introducing a new timer or reusing DRX timer)
· FFS: other conditions to switch to default DL bandwidth part

In RAN1 NR AH#3, further agreements were made [10]:
· In Rel-15, for a UE, there is at most one active DL BWP and at most one active UL BWP at a given time for a serving cell

· For each UE-specific serving cell, one or more DL BWPs and one or more UL BWPs can be configured by dedicated RRC for a UE
· FFS association of DL BWP and UL BWP
· FFS definition of an active cell in relation to DL BWP and UL BWP, whether or not there are cross-cell/cross-BWP interactions

· NR supports the case that a single scheduling DCI can switch the UE’s active BWP from one to another (of the same link direction) within a given serving cell
· FFS whether & how for active BWP switching only without scheduling (including the case of UL scheduling without UL-SCH)
Introduction
Active state generally refers to the state of RRC-connected UE which is actively monitoring the DL control channel and is ready to receive DL data or transmit UL control or data. Within the framework of C-DRX (Connected mode DRX), it includes the ON duration and the time when the inactivity timer and/or the retransmission timer is running. For typical MBB (mobile broadband) applications, it has been shown that UE could spend a significant percentage of energy monitoring PDCCH without receiving any data, even when C-DRX is configured [1]. It is expected that NR not only should be more efficient in serving similar applications, NR will need to support new applications, and one of these new applications could be virtual reality (VR). For example, interactive VR has extremely stringent latency requirements, and it is envisioned that the UE would need to stay in active state for majority of the time supporting such application. Hence, for NR, enabling power saving during active state is an important aspect for improving the overall energy efficiency of the UE. 
In RAN1, there have been agreements to reduce UE power consumption for PDCCH monitoring. Various power saving techniques that can be applied during UE’s active state have been proposed and discussed, and those which are promising or already accepted are summarized in [7]. These techniques include: microsleep, cross-slot scheduling, PDCCH monitoring periodicity, and bandwidth adaptation. These techniques can work together to improve power efficiency for the active state, and can be further incorporated into the C-DRX framework which may have RAN2 impact. The purpose of this contribution is to provide a summary of the progress made in RAN1, and help jump start discussion in RAN2.

Discussion
Power Saving Techniques
Time Domain Techniques
Microsleep
Microsleep is a technique to put some of the modem’s hardware into sleep mode for the data portion of a slot (or subframe in LTE), if no DL grant has been decoded for the slot. However, the extent of power saving that can be achieved with microsleep for LTE is fairly limited. First, due to short time scale of the sleep, only a limited number of hardware blocks (e.g. RF circuitry) can be put into sleep mode. Second, there is dependency on the same slot grant, which is not decoded until at least several symbols after the last DL control symbols. For NR, DL control channel decoding complexity is likely to be improved from LTE; However, given that the main use case for subcarrier spacing is likely to be 30kHz or higher, the slot duration is also going to be reduced to half of the subframe duration or even less. This poses challenges for the extent of power saving that microsleep can achieve.
In the next section, ideas for improving the efficiency of microsleep is proposed.

Cross-Slot Scheduling 
If the grant can be transmitted at least one slot in advance, i.e. data assignment being cross-slot scheduled, DL control channel processing would not be in the critical timeline for microsleep decision. Suppose in Slot n, UE knows from decoding the PDCCH that there is no grant for the Slot n+1; During Slot n+1, it only needs to buffer up first few symbols containing the PDCCH, and can immediately go into microsleep for the rest of the slot. During microsleep in Slot n+1, the modem can still operate in low power mode and process the PDCCH based on the captured Rx samples. Overall, the duration achievable for microsleep would be close to the entire data portion of the slot.
In the following, the left figure illustrates microsleep with same-slot scheduling, and the right figure illustrates cross-slot scheduling. The shaded portion of the slot represents achievable microsleep duration. On both figures, the first slot can be ignored for microsleep comparison; The comparison should be for Slot n+1 and n+2.
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Figure 1. Cross-slot scheduling maximizes the time duration for microsleep.
In RAN1#86bis, agreement has been made to support k0 > 0, where k0 is the latency from the time slot containing the grant to the time slot containing the associated data [2]. For LTE, k0=0. For NR, we propose that for power saving during active state, k0 can be set to at least 1. It has been agreed that k0 can be semi-statically configured via higher layer signalling. It has been further agreed that k0 can also be dynamically signalled out of a set of values which are signalled via higher layer. 
Alternatively, advanced grant indication, which signals to the UE whether a grant will be transmitted in a subsequent slot, can be used with actual grant being transmitted in the same slot as the data. Because UE can know in advance that no grant will be scheduled, the same benefits in terms of maximizing microsleep can be attained. Advanced grant indication is discussed more details in [6]. 
Observation 1: Cross-slot scheduling (based on the k0 parameter) helps maximize microsleep power saving.

PDCCH Monitoring Periodicity
Monitoring PDCCH in every slot facilitates the smallest scheduling latency. Generally, there is a tradeoff between latency and power consumption. The PDCCH monitoring periodicity should be configurable to a multiple of slots to allow this tradeoff. Especially for very short slot duration (e.g. for 120kHz SCS, slot duration is only 0.125 milliseconds), gNB and UE can agree that PDCCH should be monitored only at certain slot periodicity, even during active state, in order to save power. One drawback is that some slots may not be schedulable.
Observation 2: Larger PDCCH monitoring periodicity reduces power consumption due to reduced duty cycle.

Latency and Power Consumption Trade-off
Cross-slot scheduling, especially when extended to cross-multiple-slots, and configuration of sparser PDCCH monitoring periodicity tend to increase scheduling latency. On the other hand, such techniques tend to allow further power consumption reduction. It should be obvious why sparser PDCCH monitoring periodicity could improve power consumption; The saving is mainly due to duty-cycle reduction. In addition to better microsleep, cross-slot/cross-multiple-slot scheduling opens up opportunities for additional power saving if UE implementation takes advantage of it.
To understand why additional power saving can be attained with cross-slot/cross-multiple-slot scheduling, it is important to be aware of an VLSI technique called DVFS (dynamic voltage frequency scaling). With DVFS, the voltage and clock frequency of a digital circuit can be dynamically adapted to fit the tasks at hand, and significant power saving ensues compared to always running the voltage and clock frequency at the peak settings. However, there is a physical constraint for how fast the adaptation can happen.
In a grossly simplified view, the modem could be considered the “circuit” under DVFS operation. The workload for different modem tasks, such as PDCCH monitoring, and/or PDSCH reception, can be very different. As a result, the ideal operating point for DVFS can be different corresponding to different modem tasks. However, the modem implementation may not support instantaneous adaptation of DVFS operating point that is perfectly aligned to the modem task at hand. The modem may have to operate at a “worst case” DVFS operating point (i.e. that consumes more power than ideal) in anticipation of the possible modem tasks that may come within the adaptation time scale.
As a directly relevantan example, with same-slot scheduling (k0=0), UE may be getting a grant during PDCCH monitoring at the beginning of a slot, and would need to be prepared to start processing PDSCH in the same slot. The DVFS operating point may need to be set to the worst case of decoding a grant and processing PDSCH, which would be higher than simply monitoring PDCCH alone.


[bookmark: _Ref494324379]Figure 2. Scheduling latency vs. power consumption tradeoff (1): Cross-slot scheduling facilitating better microsleep and DVFS

With cross-multiple-slot scheduling, additional power saving could be larger due to the extent of DVFS that becomes feasible. Moreover, if the modem tasks during certain time duration can be limited, modem architecture can be designed in such a way that the limited functionality could operate on a highly optimized block. For example, if k0 is sufficiently large, there would be scenarios where the modem is not expected to do anything except PDCCH monitoring (because PDSCH, even if scheduled, would not arrive until k0 slots away). A highly power-optimized PDCCH processing block can be implemented and further reduce PDCCH monitoring power consumption. When a DL grant is decoded, the modem still has enough time to “warm-up” and get ready for PDSCH reception and HARQ-ACK feedback.


[bookmark: _Ref494324383]Figure 3. Scheduling latency vs. power consumption tradeoff (2): Cross-multiple-slot scheduling with sparse PDCCH monitoring periodicity.

It can be seen in Figure 2 and Figure 3 that the scheduling latency can become larger as more power saving is attained with larger k0 and PDCCH periodicity.
If k0 can be dynamically selected via DCI, it is important that the set of selectable values, which are semi-statically configured, should not be smaller than a threshold required for modem “warm-up”. UE implementation can take advantage of the fact that even the smallest k0 which is dynamically selected would be large enough for modem “warm-up” for full functionality, so that PDCCH monitoring can operate with limited functionality and at the lowest power level possible.
Observation 3: Sufficiently large k0 value allows UE modem to monitor for PDCCH with highly optimized mode or hardware, and potentially operate at fraction of the power level compared to the k0=0 case.

Note that in Figure 3, some amount of power is consumed in between PDCCH monitoring because the extent of sleep achievable within typical PDCCH periodicity is likely not deep enough to be considered consuming zero power. It is not illustrated for simplicity. This does not alter the general tradeoff that the larger the PDCCH periodicity, the more power saving. Also, the bottom diagram illustrates k0 and PDCCH periodicity are both set to the same value of 4. In general, there are two other cases to consider: (i) k0 > PDCCH periodicity, (ii) k0 < PDCCH periodicity. For (i), scheduling overlap may result, but it is still a valid mode of operation. For (ii), there could be extra “wake-ups” of the UE to receive PDSCH during sleep mode in between PDCCH monitoring occasions. 
For brevity, the discussion of k1 (time delay in units of slots between PDSCH reception and HARQ-ARQ feedback) has been left out. Similarly, discussion of UL grant and PUSCH transmission, and k2 (time delay in units of slots between UL grant and PUSCH transmission), has been left out. Generally, because PDSCH/PUSCH is involved, the potential power saving due to more larger relaxed k1 and k2 may be much more dependent on other factors instead.
If the application permits larger scheduling latency, it may be a good opportunity for UE power saving if the network can configure larger k0 values and/or larger PDCCH periodicity. However, if the application requires very low latency, UE power saving can be given up by configuring small k0 values with small PDCCH periodicity. Likewise, k1 and k2 configuration can be considered.

Proposal 1: Semi-static configuration of k0 values and/or PDCCH monitoring periodicity should be supported per UE for achieving different tradeoff between scheduling latency and power saving, depending on application requirements. Similarly, k1 and k2 configuration should also be considered.

Configuration of k0 and/or PDCCH monitoring periodicity can also change according to the traffic condition. For example, large latency settings can be used when there is no or very little traffic. When large amount of traffic arrives, low latency setting can be configured to handle the burst of traffic quickly.


Figure 4. Reconfiguration of k0 and PDCCH periodicity depending on traffic condition

However, one potential limitation with k0 and PDCCH monitoring periodicity reconfiguration is that it is done via RRC signalling, which could be slow and incur higher overhead. Therefore, it is envisioned that reconfiguration should be infrequent; Whether and how reconfiguration can be dependent on traffic condition needs to be further considered.


Proposal 2: Reconfiguration of k0 and PDCCH periodicity depending on traffic condition should be further considered. Similarly, k1 and k2 reconfiguration should also be further considered.

Proposal 3: RAN2 should consider scheduler impact for configuration/reconfiguration of k0/1/2 values and/or PDCCH monitoring periodicity.

Frequency Domain Techniques
Bandwidth Adaptation via BWP
In [1], the idea of using narrower bandwidth for control channel monitoring, and wider bandwidth for data reception, was introduced. In RAN1#86bis, the idea of receiving in a smaller RF bandwidth for DL control information was agreed [2]. There has been an agreement that at least for Rel 15, from a UE perspective, at most only a single DL BWP and UL BWP can be active at any time (for a serving cell). Therefore, activation of a new BWP implicitly deactivates the old BWP, and it is clearer to refer to BWP switching instead of activation/deactivation. Based on the progress in RAN1 so far, the following is the signalling scheme for BWP configuration and switching:
1. For each UE-specific serving cell, one or more DL BWPs and one or more UL BWPs can be configured by dedicated RRC for a UE [8]
2. A single scheduling DCI can switch the UE’s active BWP from one to another (of the same link direction) [10]
3. (To recover from error condition in case gNB and UE go out of sync) Support activation/deactivation of DL bandwidth part by means of timer for a UE to switch its active DL bandwidth part to a default DL bandwidth part [9]

Typically, bandwidth and frequency configuration needs more latency for RF SW preparation and programming, but once that is done, switching between different configurations can be quick with little SW overhead. This is another motivation to partition between configuration and switching in the above manner. 
RAN4 has determined RF transition time of 50~200 microseconds for BWP activation within the same band [3]. Assuming the SW overhead to execute the switching is small, the latency is in the order of a slot’s duration (for 30kHz SCS as the reference), up to several slots for wider SCS. At least for the reference SCS, a cross-slot grant (or advanced grant indication) can serve as a trigger for bandwidth switching from narrower BW to wider BW. In the following figure, the cross-slot grant received in Slot n+1 triggers bandwidth to expand to the wider BW. Once RF bandwidth is transitioned to wider BW for data reception, scheduling can stay with cross-slot or switch to same slot (not shown in figure). Returning back to the narrower BW can be triggered by either scheduling inactivity (i.e. based on a timer) or dedicated DCI signalling (FFS). 
[image: ]
Figure 5. An illustration of dynamic BWP switching
If the RF transition latency spans multiple slots (for the case of very wide SCS, e.g. 120kHz, and/or mini-slots), cross-slot scheduling (or advanced grant indication) may need to be advanced enough to accommodate RF transition latency.
If the narrower BWP is dedicated for control channel monitoring only and wider BWP for scheduled data reception only, there needs to be an attribute associated with the narrower BWP that data cannot be scheduled on the BWP. This has some scheduler impact that RAN2 should consider.
An enhancement is to allow small data to be scheduled in the narrower BWP without triggering BWP switching. One useful application is to allow PDSCH carrying MAC CE to be scheduled in the narrower BWP. Similarly, this would have some scheduler impact.
Proposal 41: RAN2 should considers scheduler impact for BWP switching motivated by UE power saving. In particular, the following BWP switching use cases should be considered:
(i) Narrower BWP for DL control monitoring only and wider BWP for scheduled data;
(ii) Same as (i) but with small data allowed in narrower BWP without triggering switching.

Integrated Framework
The time-domain techniques based on semi-static configuration of k0 and PDCCH monitoring periodicity can be integrated with the BWP framework. RAN1 has already agreed that at least one CORESET is configured per BWP. PDCCH monitoring periodicity is an attribute of CORESET configuration. Therefore it is already implied that PDCCH monitoring periodicity configuration can be BWP-specific, and it can be configured as part of BWP configuration.
Although Iit is not yet agreed that k0 configuration is BWP-specific., Tthe motivation and benefits are clear: Given that k0>=1 is good for power saving, it makes sense to configure that along with the BWP which is intended for low power operation. For example, in the case with a narrower BWP for DL control monitoring and a wider BWP for scheduled data reception, cross-slot scheduling (i.e. k0>=1) could be configured for the narrower BWP, and same-slot scheduling (i.e. k0=0) could be configured for the wider BWP.
Observation 4: Semi-static configuration of k0 should be BWP-specific, and it can be configured as part of BWP configuration.
[image: ]
Figure 65. An example of BWP configuration with PDCCH monitoring periodicity and k0

[image: ]
Figure 76. An example of UE monitoring PDCCH in BWP1 and switching to BWP2 due to a scheduling DCI

Incorporation to C-DRX Framework
The power saving techniques described are most effective when they are triggered based on dynamic signaling. This is due to the ability to take advantage of scheduling dynamics.
It is well known that there already exists a framework to take advantage of traffic pattern and scheduling dynamics for power saving – Connected mode DRX. It would be consequential to enhance the C-DRX framework with support for the power saving techniques, targeting to optimize active state power consumption. Because DRX procedure and design is a RAN2 matter, it is worthwhile for RAN2 to start considering the potential impact and benefits. Specifically with respect to bandwidth adaptation, multiple companies share the view that it should be an integral part of DRX [4][5].
Regular DRX operates in terms of DRX cycle which is typically tens of milliseconds to hundreds of milliseconds. DRX basically specifies when UE can skip monitoring PDCCH (and go to sleep).
LTE (legacy) DRX scheme currently supports essentially two modes of operation, ON and OFF, for the UE. These modes of operation can also be referred to as “power states” as the UE’s power levels and capabilities would be different between these states. NR DRX should facilitate intermediate operating points between ON and OFF mode, where power and latency can be traded off. For the active state (considered to include both the ON duration and inactivity timer duration), a new mode of operation employing above power saving techniques can be introduced, and it can be referred to as PDCCH monitoring mode. In this mode, UE may operate with reduced bandwidth, cross-slot scheduling, and/or with sparser PDCCH monitoring periodicity, in order to save power.
The inactivity timer is typically configured to be relatively long to ensure low latency when data arrive in bursts (e.g. HTTP GET objects during webpage loading). The default mode during inactivity timer could be PDCCH monitoring mode, and when a data burst arrives, UE can switch to the data optimized mode for efficient reception of data. Such data optimized mode may support same slot scheduling, wider BW for data reception. 

Proposal 52: NR should supports the following two power saving modes in the active state of C-DRX: PDCCH monitoring mode for low data activity and data optimized mode for high data activity. 
[bookmark: _GoBack]Proposal 3: Switching between the modes can be dynamic, based on DCI signaling and/or timers.


Conclusions
Based on the discussions above, we recommend RAN2 discuss the following observations and proposals:
Observation 1: Cross-slot scheduling (based on the k0 parameter) helps maximize microsleep power saving.

Observation 2: Larger PDCCH monitoring periodicity reduces power consumption due to reduced duty cycle.

Observation 3: Sufficiently large k0 value allows UE modem to monitor for PDCCH with highly optimized mode or hardware, and potentially operate at fraction of the power level compared to the k0=0 case.
Observation 4: Semi-static configuration of k0 should be BWP-specific, and it can be configured as part of BWP configuration.
Proposal 1: Semi-static configuration of k0 values and/or PDCCH monitoring periodicity should be supported per UE for achieving different tradeoff between scheduling latency and power saving, depending on application requirements. Similarly, k1 and k2 configuration should also be considered.

Proposal 2: Reconfiguration of k0 and PDCCH periodicity depending on traffic condition should be further considered. Similarly, k1 and k2 reconfiguration should also be further considered.
Proposal 3: RAN2 should consider scheduler impact for configuration/reconfiguration of k0/1/2 values and/or PDCCH monitoring periodicity.

Proposal 41: RAN2 should considers scheduler impact by BWP switching motivated by UE power saving. In particular, the following BWP switching use cases should be considered:
(i) Narrower BWP for DL control monitoring only and wider BWP for scheduled data;
(ii) Same as (i) but with small data allowed in narrower BWP without triggering switching.

Proposal 52: NR should supports the following two power saving modes in the active state of C-DRX: PDCCH monitoring mode for low data activity and data optimized mode for high data activity. 
Proposal 3: Switching between the two power saving modes can be dynamic, based on DCI signaling and/or timers.


Observation 1: Cross-slot scheduling helps maximize microsleep power saving.

Observation 2: Larger PDCCH monitoring periodicity reduces power consumption due to reduced duty cycle.

Observation 3: Sufficiently large k0 value allows UE modem to monitor for PDCCH with highly optimized mode or hardware, and potentially operate at fraction of the power level compared to the k0=0 case.
Observation 4: Semi-static configuration of k0 should be BWP-specific, and it can be configured as part of BWP configuration.
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