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1 Introduction

In RAN2 NR Ad Hoc meeting in June, the following agreements were made [1]:

Agreements

1.
RLC UM without SN for the complete SDU is selected.   FFS which options is selected 

2.
SI field is included in RLC UM header to differentiate complete RLC SDU, the first SDU segment, the middle SDU segment, and the last SDU segment. 

 -
The header of unsegmented SDU contains only SI field. 

-
The header of first segment contains only SI field and SN. 

-
The header of middle and last segment contains SI field, SN, and SO.  

The remaining issue is the receiver side operation to be selected. This contribution discusses the remaining issue for receiver side operation.
2 Discussion

As discussed in the last meeting, there were three options for RLC UM without SN for complete SDU identified [2]:
a. Option 2-1 with window mechanism 

b. Option 2-2 with one T-reassembly timer

c. Option 2-3 with multiple T-reassembly timer

The key question of this topic is how the unreassembled segments are discarded, and how quickly the discard happens. Based on the email discussion for RLC UM [2], we believe the three options can be more precisely interpreted as the following:

Option 2-1: the unreassembled segments are discarded when window moves past the SN of the segment. The procedure looks similar to LTE except there is no timer defined. The design principle can be summarized as:

· A pull-based reassembly window is maintained similar to in LTE.

· If a PDU without SN is received, the SDU is delivered to upper layer immediately.

· If a PDU (SDU segment) with SN is received, the PDU is buffered for reassembly.

· As soon as a SDU is reassembled, the SDU is delivered to upper layer immediately.

· Remaining segments are discarded when the reassembly window moves past the SN of the segments.
Option 2-2: the unreassembled segments are discarded when (1) t-reassembly timer expires, and (2) a window moves past the SN of the segments. The procedure is similar to LTE’s, i.e. the following principle applies:
· If a PDU without SN is received, the SDU is delivered to upper layer immediately. 

· If a PDU (SDU segment) with SN is received, the PDU is buffered for reassembly.

· As soon as a SDU is reassembled, the SDU is delivered to upper layer immediately.

· A pull-based reassembly window is maintained similar to window only solution. Remaining segments are discarded when the reassembly window moves past the SN of the segments, similar to in LTE and in option 2-1.

· The principle of triggering t-reassembly is when a gap is detected, similar to in LTE.

The advantage of option 2-2 compared to option 2-1 is that the segments can be discarded more quickly, based on a network configured timer. 
To better illustrate the principle of triggering t-reassembly when a gap is detected, we can use the examples in Figure 1. 
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Figure 1. Examples of t-reassembly timer triggering

In figure 1, five cases are illustrated:

In case 1, a segment is received and is in order, i.e. there is no gap detected. In this case, the reassembly timer should not be started. 

In case 2, out of order segments are received for the same SN x, a gap is detected, therefore the reassembly timer should be started if not yet started, when the byte segment 301-1500 is received. 

In case 3, multiple missing segments exist in the buffer. Only one reassembly timer should be started, which should be started when the first gap is detected, and the following segment should not affect reassembly timer. 

In case 4, the segment is received in order, but a PDU without SN (a complete SDU) is received afterwards. This implies a gap exists and therefore reassembly timer should be started if it is not currently running.

In case 5, the segment of SN x is received in order, and afterwards another segment of SN x + 1 is received. This implies a gap exists and therefore reassembly timer should be started if it is not currently running.

We provide a text proposal in Annex “Text Proposal A”. The procedure is essentially similar to LTE’s. In the procedure, three state variables are defined.

(1) VR(UH): The state variable holds the value of the next expected SN to be received. It can be considered as the the highest SN of SDU that is expected to be reassembled.

(2) VR(UR): the state variable holds the first SN within the reassembly window that has not been reassembled.
(3) VR(UX): the state variable holds the SN triggers reassembly.

The idea of 1 t-reassembly operation can be summarized as follows (which are essentially similar to LTE):

· t-reassembly is started when a gap is detected (when case 2-5 above are detected) and VR(UX) is associated with the highest unreassembled segment at the time t-reassembly is started.
· t-reassembly is stopped when all SDUs with SN <= VR(UX) are reassembled. When t-reassembly is stopped, segments before VR(UX) are discarded. If the updated status of buffer still contains gaps, t-reassembly is restarted and VR(UX) is set to the largest unassembled SN.
· Since option 2-2 also considers the packet discard trigger “window pasts the SN” as option 2-1, additionally, t-reassembly timer is stopped when reassembly window moves past VR(UX) if it is pending and may be restarted if further gaps are detected. Note that this is also similar to LTE. 

Option 2-3: segments are discarded when the timer associated with the SN expire. The principle is the following:

· Each SN is associated with a reassembly timer.

· Reassembly timer start trigger: there were two suboptions identified – 

· Option 2-3-1: timer is triggered when a gap is detected. Similar cases described in figure 1 can be used with the difference that each SN has a reassembly timer started separately.
· Option 2-3-2: timer is triggered when segment is received. The drawback of this approach is the timer can be started for in-order segment, which may be earlier than the next segment is scheduled, and the likelihood of discarding segments too early is higher.
· The reassembly timer for a SN is stopped when the SDU associated with the SN is fully reassembled.

· When timer expires, all segments of the SN are discarded.

Analyzing the three options at high level, the advantages and disadvantages are the following:

a. Option 2-1 is simple to specify. However, without network configured reassembly timer, the UE may not be able to discard segments quickly and memory usage could be high.

b. Option 2-2 is similar to LTE. It has the reassembly timer configured by network to reduce memory usage compared to option 2-1, and simpler to specify compared to option 2-3-1. The behaviour is more optimized than option 2-3-2.
c. Option 2-3 has the potential to ensure uniform discard time. However, multiple timers need to be maintained and the uniform discard time does not seem necessary. 

Proposal 1: If t-reassembly timer is used, the t-reassembly timer should be triggered by detected gap as in LTE.
Proposal 2: RAN2 agrees the one t-reassembly timer solution.

Proposal 3: If Proposal 2 is not acceptable, RAN2 agrees the window only solution.
3 Summary
Proposal 1: If t-reassembly timer is used, the t-reassembly timer should be triggered by detected gap as in LTE.
Proposal 2: RAN2 agrees the one t-reassembly timer solution.

Proposal 3: If Proposal 2 is not acceptable, RAN2 agrees the window only solution.
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5 Annex: Text Proposal A, One t-reassembly timer solution 
Each transmitting UM RLC entity shall maintain the following state variables:

a) VR(UR) – UM receive state variable

This state variable holds the value of the earliest SN that is still considered for reassembly. It is initially set to 0. 
b) VR(UX) – UM t-Reassembly state variable

This state variable holds the value of the SN which triggered t-Reassembly.

c) VR(UH) – UM highest received state variable

The state variable holds the value of the next expected SN to be received. It serves as the higher edge of the reassembly window. It is initially set to 0. 

Editor’s Notes: The variable names are subject to change to align with TS 38.322.
======================Text proposal begins=========================
5.1.2.2
Receive operations

5.1.2.2.1
General

The receiving UM RLC entity shall maintain a reassembly window according to state variable VR(UH) as follows:

-
a SN falls within the reassembly window if (VR(UH) – UM_Window_Size) <= SN < VR(UH);

-
a SN falls outside of the reassembly window otherwise.

When receiving an UMD PDU from lower layer, the receiving UM RLC entity shall:

   -  update state variables, reassemble and deliver RLC SDUs to upper layer as needed (see sub clause 5.1.2.2.2);

When t-Reassembly expires, the receiving UM RLC entity shall:

-
update state variables, discard RLC SDU segments and start t-Reassembly as needed (see sub clause 5.1.2.2.3).

5.1.2.2.2
Actions when an UMD PDU is received from lower layer

When an UMD PDU without SN is received from lower layer, the receiving UM RLC entity shall:

· deliver the RLC SDU to upper layer

· if t-Reassembly is not running:

- if there is at least one SDU segment waiting for reassembly:


-
start t-Reassembly;
-
set VR(UX) to VR(UH).
When an UMD PDU with SN = x is received from lower layer, the receiving UM RLC entity shall:

-
if all byte segments with SN = x are received:
-
reassemble the RLC SDU from all in-sequence byte segments with SN = x, remove RLC headers when doing so and deliver the reassembled RLC SDU to upper layer.
-
if x = VR(UH):


-
update VR(UH) to x + 1;

-
else if x falls outside of the reassembly window:

-
update VR(UH) to x;
-
discard any UMD PDUs with SN that falls outside of the reassembly window;

-
if VR(UR) falls outside of the reassembly window:

-
set VR(UR) to (VR(UH) – UM_Window_Size);
-  if x = VR(UR):

-
update VR(UR) to the SN of the first SN > current VR(UR) that has not been reassembled and delivered to upper layer;

-
if t-Reassembly is running:

-
if VR(UX) < VR(UR); or
-
if VR(UX) falls outside of the reassembly window and VR(UX) is not equal to VR(UH):
-
stop and reset t-Reassembly;
-
if t-Reassembly is not running (includes the case when t-Reassembly is stopped due to actions above):

-
if VR(UH) > VR(UR); or

-
if VR(UH) = VR(UR) and the first byte of SDU segment associated with SN x has not been received; or 
-
if VR(UH) = VR(UR) and there are missing byte segments between the already received segments of SDU associated with SN x:
-
start t-Reassembly;
-
set VR(UX) to VR(UH).
5.1.2.2.3
Actions when t-Reassembly expires

When t-Reassembly expires, the receiving UM RLC entity shall:

-
update VR(UR) to the SN of the SN >= VR(UX) that has not been reassembled;

-
discard all segments with SN < updated VR(UR);

-
if VR(UH) > VR(UR); or

-
if VR(UH) = VR(UR) and the first byte of SDU segment associated with SN x has not been received; or 

-
if VR(UH) = VR(UR) and there are missing byte segments between the already received segments of SDU associated with SN x:
-
start t-Reassembly;
-
set VR(UX) to VR(UH).
======================Text proposal ends=========================
6 Annex: Text Proposal B, Window only solution
Each transmitting UM RLC entity shall maintain the following state variables:

a) VR(UH) – UM highest received state variable

This state variable holds the value of the SN following the SN of the UMD PDU with the highest SN among received UMD PDUs, and it serves as the higher edge of the reassembly window. It is initially set to 0. 

Editor’s Notes: The variable names are subject to change to align with TS 38.322.
======================Text proposal begins=========================
5.1.2.2
Receive operations

5.1.2.2.1
General



The receiving UM RLC entity shall maintain a reassembly window according to state variable VR(UH) as follows:

-
a SN falls within the reassembly window if (VR(UH) – UM_Window_Size) <= SN < VR(UH);

-
a SN falls outside of the reassembly window otherwise.
When receiving an UMD PDU from lower layer, the receiving UM RLC entity shall:

   - update state variables, reassemble and deliver RLC SDUs to upper layer as needed (see sub clause 5.1.2.2.2);

5.1.2.2.2
Actions when an UMD PDU is received from lower layer

When an UMD PDU without SN is received from lower layer, the receiving UM RLC entity shall:

· deliver the RLC SDU to upper layer
When an UMD PDU with SN = x is received from lower layer, the receiving UM RLC entity shall:
-
if all byte segments with SN = x are received:
-
reassemble the RLC SDU from all in-sequence byte segments with SN = x, remove RLC headers when doing so and deliver the reassembled RLC SDU to upper layer.
-
if x falls outside of the reassembly window:

-
update VR(UH) to x + 1;
-
discard any UMD PDUs with SN that falls outside of the reassembly window based on the updated VR(UH)
======================Text proposal ends=========================
