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1   Introduction and context
In NR, the radio network will need to support very different types of services: in NR Phase-I simultaneous support is guaranteed for eMBB and URLLC. Based on recent RAN2 discussions it is reasonable to assume that URLLC and eMBB can be deployed using different numerologies. Following the relevant email discussion ([97#62]) between the Athens (RAN2#97) and Spokane (RAN2#97-bis) meetings, the following was agreed by RAN2 in Spokane on the topic of SR design for NR:

The SR should at least distinguish the “numerology/TTI type” of the logical channel that triggered the SR (how this is done is FFS).

The motivation for this agreement stems (at least partly) from the desire to ensure that the uplink grant can be allocated with appropriate size and physical layer numerology based on underlying QoS requirement, allowing UP latency improvement because of the knowledge of different underlying TTI values. This reasoning is in turn based on the RAN1 working assumption that the UL grant will be per numerology – in other words, each numerology will have a separate TB.
In our most recent contribution on this topic [1], we argued that RAN2-based solutions for SR enhancements for multiple numerology should be considered only after careful analysis of the LTE baseline. Now that it has been agreed that additional SR enhancements are required to support multiple numerologies (according to the boxed agreement above), in this submission we outline some of the remaining design issues for any such enhancements.
More specifically, in this tdoc we review the most recent RAN1 agreements which impact RAN2 work on SR. We then focus on extending the LTE baseline to the multi-numerology scenarios by allowing a UE to have multiple SR configurations depending on the services that the UE is using (for instance, having different SR periodicity per service), as the most straightforward. We highlight the use-cases where this solution is helpful (and those where LTE baseline will do an equally good job) and put forward two proposals to guide future work on this topic.
2   Relevant RAN1 agreements and potential impact on SR design in NR
In the meetings in Spokane (RAN1-NR#1) and Athens (RAN1#88), RAN1 has made important agreements which will help reduce latency and (as we argued in [1]) may help minimize the RAN2 standardization effort and changes to the SR mechanism required for NR compared to the LTE baseline. Crucially, on the topic of configuration of SR resources, RAN1 have agreed that “time interval between SR resources configured for a UE can be smaller than a slot”. What this means in practice is an agreement by RAN1 to support “shorter periodicities” for SR transmission; this can be assumed to mean a mini-slot which can be as short as 1-2 symbols. 
Additionally, RAN1 has agreed to support grant-free, SPS-like, PUSCH transmissions. More specifically, an UL transmission scheme without a grant shall be supported, with “at least semi-static resource (re-)configuration supported […] higher-layer signalling could be similar to Rel-8 LTE SPS”. Nothing prevents a UE to convey BSR, together with any other information it may have, in a grant-free PUSCH transmission.

Observation 1: Recent RAN1 agreement to support short-periodicity SR can be used to help meet the UL scheduling latency requirements of URLLC. Additional recent RAN1 agreements such as that to support grant-free, SPS-like, PUSCH transmissions can be used to reduce the scheduling latency further by e.g. conveying the BSR together with data.
At the most recent RAN1 meeting in Spokane (RAN1#88-bis) little further progress has been made on the topic of SR itself. While it was agreed that the “SR-triggered uplink grant-based data transmission design should consider all applicable reliability and latency requirements including URLLC when assessing different design proposals”, the actual SR details are FFS.
3   Key use-cases and resulting solution guidelines
On the surface it would appear that, if a UE supports both URLLC and eMBB, the shorter of periodicities should suffice – i.e. what is the motivation for configuring an additional periodicity for eMBB and another one for URLLC – when a single SR periodicity, determined by the most latency demanding of the services (in this case, URLLC) a UE may support, could be used for all services?
We therefore first illustrate the motivation for the SR design which distinguishes between numerologies (as we see it), on top of the just described case of LTE baseline (single SR configuration). In a scenario where, after a period where we had (among others) some URLLC traffic, we now have only eMBB data in the buffer, if we were to use the single short periodicity SR then this would erroneously indicate to the gNB that the latency requirement is more stringent than it really is. Therefore we would ideally like to use another SR setting (configuration). The benefit here is an early indication to the network of the type of data. Put another way, the network initially configures one short SR periodicity to accommodate the most stringent service type (in this case URLLC), then subsequently detects an SR that is actually for eMBB but unaware of this fact schedules PUSCH with high reliability (e.g. BLER of 1e-5) and in a mini-slot. However, other parameters could have been preferable (e.g. BLER of 10% and PUSCH over a regular slot).
To generalize the problem, let us assume that the gNB knows that the traffic from a UE can be, say, Type-A or Type-B. Based on the SR, the first PUSCH transmission is scheduled according to some structure (e.g. mini-slot, or low BLER, etc.). If NR only supported one SR configuration (say linked to Type-A traffic), this first PUSCH transmission parameters may be a mismatch if the data to be transmitted is of Type-B. After this first transmission, the UE can be configured to be scheduled as needed (to match Type-B traffic) without any changes required.
There may exist another potential scenario where having multiple SR configurations could prove useful. In the case of a logical channel (LCH) mapped to two different numerologies, if the priorities are allowed to be different for the two numerologies, having multiple SR configurations could prove helpful. However, this scenario (multiple priorities per LCH) is less likely given the recent RAN2 agreement which states that: 

Logical channel priority is configured per UE as a baseline.  FFS is anything needs to be done to done to treat logical channels differently
Therefore the following can be concluded:

Observation 2: The sole benefit of multiple SR configurations appears to be an early indication of the type of traffic, enabling a closer match of transmission parameters for the first PUSCH transmission.
The gains of standardizing multiple configurations will depend on how often the UE actually transmits SR and on the number of resources allocated to different SR periodicities. For example, if actual SR transmission is not ‘often’, the PUSCH scheduling with potentially unnecessary parameters is not ‘often’, and it may be better to have a single SR instead of increasing SR overhead. The converse can be argued if actual SR transmission happens ‘often’. Then, a single SR configuration may be limiting, not allowing the network to optimize the scheduling process.

Observation 3: In cases where we would frequently have PUSCH scheduling with mismatched parameters (as in the cases where UL grants are very small, e.g. no room for padding BSR, and/or very infrequent), it makes sense to have SR configured per numerology (such as the design where each PUCCH transmission carries only 1 bit for SR, and different numerologies are mapped onto designated SR resources).
Given that this is a relatively minor optimization of the system, it is essential to ensure that the additional overhead from having additional SR configuration will not cancel out potential scheduling benefits. Given that it is estimated that comparatively few UEs will need to support both URLLC and eMBB, events where multiple SR configurations bring about substantial benefit would typically not be frequent. Based on the reasoning above we outline two guidelines for SR work:
Proposal 1: Impact of various proposals should be taken into account on UE (if any) and the network. More specifically, the trade-offs between the additional overhead arising from having additional SR configuration(s), and potential resulting scheduling benefits, should be analysed.
Proposal 2: Solutions which minimise network impact (such as those which allow certain network operators to configure multiple SR while allowing others to choose not to do so) should be prioritised in NR Phase-I.
4   Conclusion
We kicked off this tdoc with a review of the most recent RAN1 agreements which impact RAN2 work on SR, and drew the following observation:

Observation 1: Recent RAN1 agreement to support short-periodicity SR can be used to help meet the UL scheduling latency requirements of URLLC. Additional recent RAN1 agreements such as that to support grant-free, SPS-like, PUSCH transmissions can be used to reduce the scheduling latency further by e.g. conveying the BSR together with data.
We then analysed the various cases of transmission parameter mismatch for the first PUSCH transmission (and gave a qualitative analysis of its “severity”) which led us to observe the following:

Observation 2: The sole benefit of multiple SR configurations appears to be an early indication of the type of traffic, enabling a closer match of transmission parameters for the first PUSCH transmission.

Observation 3: In cases where we would frequently have PUSCH scheduling with mismatched parameters (as in the cases where UL grants are very small, e.g. no room for padding BSR, and/or very infrequent), it makes sense to have SR configured per numerology (such as the design where each PUCCH transmission carries only 1 bit for SR, and different numerologies are mapped onto designated SR resources).
Given that this is a relatively minor optimization of the system, it is essential to ensure that the additional overhead from having additional SR configuration will not cancel out potential scheduling benefits. Since it is estimated that comparatively few UEs will need to support both URLLC and eMBB, events where multiple SR configurations bring about substantial benefit would typically not be frequent. Based on the reasoning above we outlined two guidelines for SR work that we put to RAN2 in the form of proposals:
Proposal 1: Impact of various proposals should be taken into account on UE (if any) and the network. More specifically, the trade-offs between the additional overhead arising from having additional SR configuration(s), and potential resulting scheduling benefits, should be analysed.

Proposal 2: Solutions which minimise network impact (such as those which allow certain network operators to configure multiple SR while allowing others to choose not to do so) should be prioritised in NR Phase-I.
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