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1 Introduction
During the NR SI phase, RAN2 has made good progress on stage 2 issues related to reflective QoS. During the WI phase, it is expected that the stage 3 issues will be tackled. There remain a number of outstanding issues that need to be resolved as follows.

Issue #1: What is the precedence between RRC and reflective mapping?
Issue #2: How is reflective QoS configured/activated/deactivated?
Issue #3: When do the eNB and UE add the QoS flow ID in the new AS layer header?
Issue #4: How to manage packet loss and out-of-order delivery when reflective mapping changes dynamically?
Issue #5: What should be the structure of the header for the new AS layer?
Issue #6: What are the UE timing requirements for applying reflective QoS mapping? 	

In this document, we provide our view on the above issues. Note that we refer to the layer responsible for reflective QoS as the “new AS layer” since terminology has not been determined yet.
2 Discussion
2.1 Issue #1: Precedence between RRC and reflective mapping
RAN2 has agreed to specify two mechanisms to map QoS flows to DRBs as follows.
1. RRC configured mapping: gNB explicitly assigns QoS flows to particular DRB(s) by RRC signalling.
2. Reflective QoS: gNB implicitly assigns QoS flows to particular DRB(s) by tagging downlink packets by QoS flow ID.

We observe that with either of the options above, ultimately it is the gNB that decides which QoS flows get mapped to which DRBs.  
Observation 1: The gNB can easily ensure that there is no conflict between RRC configured mapping and reflective QoS.
The question of deciding precedence between RRC configured mapping and reflective QoS only arises if for some reason, the gNB assigns a particular QoS flow to a particular DRB, and then tags some other DRB with the same QoS flow identity. Based on observation 1, it appears that a reasonable gNB implementation will, in fact, not allow such a situation to arise. 
Observation 2: The issue of precedence between RRC configured mapping and reflective QoS can be adequately dealt with by gNB implementation.
With the above understanding, there seems no need for an explicit resolution of precedence between RRC and reflective mapping, as for example, by the use of an “override” bit as proposed in [1]. Instead, the UE can be expected to apply the most recent mapping obtained either via RRC signalling or the reflective mechanism, as also proposed in [2].
Proposal 1: The UE will apply the most recent mapping between QoS flow and uplink DRB, determined either via RRC signalling or the reflective mechanism.
We note that in [4], the problem of a race condition between RRC and reflective mapping has been raised because “it may not be fully predictable whether the UE received a DL data packet or the RRCConnectionReconfiguration first”. In our view, the gNB can easily ensure that such race conditions do not happen, e.g., by sufficiently delaying the transmission of RRC signalling or downlink packet.
2.2 Issue #2: Configuration of reflective QoS mapping
The question of whether the gNB needs to explicitly indicate the activation of reflective QoS is still open. There seem to be two possible approaches to configure reflective mapping as follows.
Approach 1 (Explicit): The gNB explicitly configures, on a UE, PDU session, or DRB level, the activation and/or deactivation of reflective mapping.
Approach 2 (Implicit): The configuration of reflective mapping is managed implicitly, e.g., by presence or lack of the QoS flow identity field in the new AS layer header.
From a UE implementation perspective, there seems to be little gain in employing Approach 1. Since one of the stated advantages of reflective mapping is to minimize control signalling, Approach 2 appears to be the natural approach.
Proposal 2: The configuration of reflective mapping is managed implicitly, e.g., by presence or lack of the QoS flow identity field in the new AS layer header.
2.3 Issue #3: Adding the QoS flow identity
Here we discuss when the eNB and UE need to include the QoS flow identity in the new AS layer header in the downlink and uplink, respectively.
[bookmark: _Ref469931260]2.3.1 Addition of QoS flow identity in the new AS layer header (Downlink case)
As discussed above, for implicit configuration (to enable reflective mapping), the gNB needs to include the QoS flow identity. Once reflective mapping has been enabled/activated, it is no longer necessary for the gNB to add the QoS flow identity. If the QoS flow has to be mapped to a different bearer, then again the QoS flow identity needs to be added for the appropriate downlink DRB.
Proposal 3: The QoS flow identity field needs to be added in the downlink whenever reflective mapping needs to be enabled (configured for the first time for a QoS flow) or modified (QoS flow mapped to a different DRB).
Note that with the assumption of implicit configuration (Proposal 2), the UE always need to update the mapping table in the new AS layer to perform the QoS flow to DRB mapping. For this reason, it seems somewhat wasteful to include the QoS flow identity when no such mapping needs to be done. Note however, that for purposes of reliability, the gNB may decide to add the QoS flow identity to multiple downlink packets.
Proposal 4: The eNB does not need to include the QoS flow identity in all DL packets. In particular, if no UE action to update the QoS flow to DRB mapping is needed, then the eNB may omit the QoS flow identity field.
We also note that there may be occasions when the gNB desires to deactivate reflective mapping for a particular QoS flow. In order to achieve deactivation, while still not requiring any explicit configuration, a straightforward mechanism would be for the gNB to add the QoS flow identity to the default (downlink) bearer of the PDU session to the QoS flow belongs. 
Proposal 5: To deactivate reflective mapping for a particular QoS flow, the gNB adds the identity of the QoS flow to the corresponding default bearer of the PDU session to which the QoS flow belongs.
2.3.2 Addition of QoS flow identity in the new AS layer header (Uplink case)
The uplink case is different from the downlink in the sense that it does not trigger any “mapping” action at the gNB. However, it has been agreed that in the uplink, “the UE marks uplink packets over Uu with the QoS flow ID for the purposes of marking forwarded packets to the CN” [3]. In other words the gNB needs to determine the QoS flow ID for each packet that is sent further upstream over the NG3 interface. 
A possible solution would be to have the UE tag each uplink packet with the QoS flow identity. In this case, the gNB simply needs to copy this field to the NG3 header. When multiple QoS flows are mapped to the same (uplink) bearer, then it seems necessary that the UE should add the QoS flow ID for packets sent on that bearer.
Proposal 6: For an uplink bearer that carries packets belonging to two or more QoS flows, the UE always adds the QoS flow ID.
There may be some special situations where such information is not needed; for example, when the uplink DRB carries packets for a single QoS flow in which case the gNB can generate the appropriate QoS flow ID on its own. For such cases, the UE may be configured to not add the QoS flow ID. In [4] , it was suggested that RRC configuration be used by the gNB to configure whether or not the UE shall include the QoS flow ID. An alternate mechanism (in-band signalling) would be add a bit to the new AS layer downlink header structure. When the bit is set, the UE does not add the QoS flow ID on the corresponding uplink bearer. 
Proposal 7: RAN2 to decide on which mechanisms (RRC, in-band signalling) can be used to indicate to the UE whether or not to include the QoS flow identity in the uplink.
2.4 Issue #4: Packet loss and out-of-order delivery
In previous contributions, several companies have expressed views about potential loss and out-of-order delivery caused by QoS flow relocation/remapping [4] [5] [6]. Several solutions have been proposed in [6] such as the use of a SN at the new AS layer and end markers, while it is argued in [4] that additional UE functionality should not be introduced since a clever gNB implementation can take care of these problems.  
When a QoS flow is relocated from one DRB to another DRB, the packets belonging to the QoS flow get mapped to two different PDCP entities. Since the relocation itself does not cause any loss of packets, we see no need to account for potential loss of packets due to QoS flow relocation. Not that if the DRBs are mapped to RLC AM, then (assuming LTE baseline), we expect the transfer to be completely lossless.
Proposal 8: There is no need to introduce any additional mechanism for loss prevention during QoS flow relocation.
However, there is a possibility for packets to get reordered during QoS relocation. In some instances, the receipt of out-of-order packets can lead to undesirable performance (e.g., when TCP treats multiple out-of-order packets as an indication of packet loss and throttles down throughput). For this reason, we believe that this problem needs to be addressed. 
Proposal 9: RAN2 is requested to develop mechanisms to prevent out-of-order delivery during QoS flow relocation.
We can think of several mechanisms that can be used for ensuring in-order delivery as follows.
UE implementation:  One approach would be to have the UE implementation handle this problem. The UE can ensure that packets belonging to the remapped QoS flow that are processed by the new PDCP entity are transmitted only after transmission of packets of the QoS flow processed by the old PDCP entity. This mechanism requires no additional specification but increases UE complexity because the UE will now need to keep track of when PDCP PDUs have been transmitted. 
PDCP “status” report: In this approach the new AS layer at the transmitter will send a report to the receiving AS layer indicating the PDCP SN of the last packet sent on the old PDCP entity. The disadvantage of this scheme is that the new AS layer will now need to understand PDCP SN numbers, a violation of strict layering.
End marker based solution: Another mechanism that has been proposed to solve the out-or-order issue [6] is the use of end markers. In this approach, the new AS layer at the transmitter adds an end marker to indicate the end of packet flow from the previous PDCP entity. At the transmitter, the new AS layer delays submission of PDCP PDUs of the packet flow from the new PDCP entity until the end marker has been received and all packets belonging to the packet flow sent over the previous PDCP entity have been submitted. One disadvantage of this approach is that packets belonging to the new PDCP entity are unnecessarily delayed at the transmitter. Another disadvantage is that in some cases, there may no PDCP packet remaining in the old PDCP entity to add the end-marker. A slightly modified scheme that addresses both issues would be to include a “start’ marker for packets belonging to the new PDCP entity. At the receiver, when the new AS layer receives a packet marked with the start marker, it will not wait to receive a packet marked with the end marker from the previous PDCP entity. Note that only 1 bit is required for indicating end and start markers because the gNB can figure out the intent by the context (i.e., which PDCP entity it was received from).
In our view, the end/start marker solution is simpler and less complex than other proposals. Accordingly we propose:
Proposal 10: An end and start marker scheme be used to address the issue of out-of-order delivery during QoS flow relocation.
2.5 Issue #5: Structure of the new AS layer header
In the downlink, the new AS layer header needs to contain the following fields.
1. A bit field indicating whether the QoS flow ID is added
2.  (Optional) X bits for the QoS flow ID

Note that if RAN2 agrees to use in-band signalling to indicate whether or not the UE should include the QoS flow ID in the corresponding uplink bearer, then a separate (optional) bit field would be needed.
In the uplink, the new AS layer needs the following field.
1. (Optional) X bits for the QoS flow ID
2. (Optional) An end/start marker flag to support QoS flow relocation

Note that, in theory, since the eNB controls whether or not the UE inserts the QoS flow ID, there is no need to explicitly indicate the presence/absence of this field in the uplink.
Proposal 11: In the downlink, the new AS layer header should contain a bit field indicating whether the QoS flow ID is added, and optionally the QoS flow ID. 
Proposal 12: In the uplink, the new AS layer header should contain optionally the QoS flow ID. 
The size of the QoS flow ID should be chosen based on the size of the QoS flow ID used in NG3 signalling, which will be decided by CT1.
Proposal 13: RAN2 shall wait for CT1 decision on the size of the QoS flow ID before finalizing the new AS layer header structure.
2.6 Issue #6: UE timing requirements
When the gNB configures or modifies reflective mapping by sending downlink packets tagged with the QoS flow identity, there is an expectation that the UE will, as soon as possible, use the indication to direct uplink QoS flows to the designated bearer. Depending on implementation, the UE may already have decided to send some packets belonging to the QoS flow on the default (configuration) or some other (modification) bearer. Such packets are likely to have also been processed by the corresponding PDCP entity (e.g., encrypted and header compressed). In some cases, it may be reasonable for the UE to continue sending these packets over the old PDCP entity, while in some other cases, the UE may need to immediately start using the new PDCP entity. Some discussion is warranted to understand if some kind of timing requirement needs to be specified.
Proposal 14: RAN2 should study if UE timing requirements for applying reflective mapping need to be specified.
If RAN2 agrees that UE timing requirements are required, then the details of how such requirements can be specified, e.g., whether it is QoS flow specific or UE specific, and enhancement of UE capability, will need further examination.
3 Conclusions
In this contribution, we have discussed some remaining issues with reflective QoS. Our observations and proposals are summarized below.

Observation 1: The gNB can easily ensure that there is no conflict between RRC configured mapping and reflective QoS.
Observation 2: The issue of precedence between RRC configured mapping and reflective QoS can be adequately dealt with by gNB implementation.
Proposal 1: The UE will apply the most recent mapping between QoS flow and uplink DRB, determined either via RRC signalling or the reflective mechanism.
Proposal 2: The configuration of reflective mapping is managed implicitly, e.g., by presence or lack of the QoS flow identity field in the new AS layer header.
Proposal 3: The QoS flow identity field needs to be added in the downlink whenever reflective mapping needs to be enabled (configured for the first time for a QoS flow) or modified (QoS flow mapped to a different DRB).
Proposal 4: The eNB does not need to include the QoS flow identity in all DL packets. In particular, if no UE action to update the QoS flow to DRB mapping is needed, then the eNB may omit the QoS flow identity field.
Proposal 5: To deactivate reflective mapping for a particular QoS flow, the gNB adds the identity of the QoS flow to the corresponding default bearer of the PDU session to which the QoS flow belongs.
Proposal 6: For an uplink bearer that carries packets belonging to two or more QoS flows, the UE always adds the QoS flow ID.
Proposal 7: RAN2 to decide on which mechanisms (RRC, in-band signalling) can be used to indicate to the UE whether or not to include the QoS flow identity in the uplink.
Proposal 8: There is no need to introduce any additional mechanism for loss prevention during QoS flow relocation.
Proposal 9: RAN2 is requested to develop mechanisms to prevent out-of-order delivery during QoS flow relocation.
Proposal 10: An end and start marker scheme be used to address the issue of out-of-order delivery during QoS flow relocation.
Proposal 11: In the downlink, the new AS layer header should contain a bit field indicating whether the QoS flow ID is added, and optionally the QoS flow ID. 
Proposal 12: In the uplink, the new AS layer header should contain optionally the QoS flow ID. 
Proposal 13: RAN2 shall wait for CT1 decision on the size of the QoS flow ID before finalizing the new AS layer header structure.
Proposal 14: RAN2 should study if UE timing requirements for applying reflective mapping need to be specified.
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