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Introduction

At the RAN2 #67b meeting in Miyazaki, the following agreements (see [5]) were made concerning E-TFC selection procedure for DC-HSUPA operations:

· Dual cell E-TFC selection is performed consecutively for each carrier after power allocation is performed

· MAC-d priorities and multiplexing list are determined per carrier consecutively

· If UE has more than one Activated Uplink Frequency, power is pre-allocated for non-empty non-scheduled flows before power split

· SI have an implicit non-scheduled grant and can be transmitted regardless of the power budget

· Power splitting criteria is only proportional to SG on each carrier

In this contribution, we will discuss the remaining issues in E-TFC selection in DC HSUPA, including the details of pre-allocating power for non-scheduled grants and SI, order of data allocation and minimum E-TFC set. 
The text changes to 25.321 and a pseudo-code for the algorithm are presented in the Appendix.

2
Non-scheduled transmission and handling SI
2.1 
Pre-allocating power for non-scheduled transmissions
Current working assumption of non-scheduled flows being limited to Primary Uplink Frequency only, alongwith the agreed power split procedure based on serving grant only, necessitates special attention for non-scheduled flows. 

 As part of this, it has been decided to pre-allocate power for the non-scheduled transmissions on the Primary Uplink Frequency before the power split, although the amount of power pre-allocated is left FFS. Two alternatives can be considered:

1.   The amount of power pre-allocated for a non-empty non-scheduled flow shall be the minimum among the following three power levels: the remaining power, the power necessary to transmit data up to the non-serving grant for this flow, and the power necessary to transmit all the data in the queue for this flow.
2.   The amount of power pre-allocated for a non-empty non-scheduled flow shall be minimum among the following two power levels: the remaining power, the power necessary to transmit data up to the non-serving grant for this flow.
The second alternative does not consider the queue length of the non-scheduled flow for power pre-allocation, only that the flow is non-empty. This alternative may over reserve power for the non-scheduled transmission if the amount of data is less than the non-scheduled grant. 
Such over allocation of power can lead to deviation from the principle of filling the serving grant to equal proportion for scheduled flows. Since power pre-allocated for non-scheduled flows is made available to scheduled flows during data-filling, it is possible that the scheduled flows end up using much more power than should be allocated to them based on proportional scaling of serving grants. This is another undesirable effect of pre-allocating power for non-scheduled flow based solely on their non-scheduled grants and ignoring buffer status. 

Computing exact buffer size of non-scheduled flows is not a difficult task for the UE. Such accounting is already done across multiple scheduled flows, for Scheduling Information and Happy Bit reporting, when the UE is working on a much tighter timeline, typically post E-TFC selection. UE can use similar computation to account for buffer sizes of non-scheduled flows as should already be in place for scheduled flows in any Rel-6 capable UE.
Proposal 1 The following procedure shall be used to calculate the total power pre-allocated for non-scheduled transmissions on the Primary Uplink Frequency. 
· Transmit power shall be pre-allocated for all the non-scheduled MAC-d flows with data. 

· The power shall be pre-allocated sequentially according to the priority among these flows.

· The amount of power pre-allocated for a non-empty non-scheduled flow shall be the minimum among the following three power levels: the UE remaining power, the power necessary to transmit data up to the non-serving grant for this flow, and the power necessary to transmit all the data in the queue for this flow. 
· In calculating the latter two power levels, the power offset for transmission is one from the HARQ profile of the MAC-d flow with highest-priority on Primary Uplink Frequency amongst all MAC-d flows with data.

2.2
Handling of SI

In single-carrier HSUPA operation, when Scheduling Information is triggered, the E-TFC selection and data-allocation process assumes that a non-scheduled grant is available for its transmission and that Scheduling Information has a priority higher then any other logical channel.

Following this principle, it is necessary to ensure Scheduling Information can be transmitted efficiently when triggered in DC-HSUPA operation as well. One approach to do so is to pre-allocate power for SI in similar fashion as non-scheduled flows. Ofcourse, in this case, power for SI may need to be pre-allocated on either or both carriers, depending on where SI is triggered. 

Power pre-allocation for SI is critical in situations where the UE is so severly power-limited that the scaled version of grant does not even support transmission of smallest E-TFCI on the carrier which triggered the SI. Here, if the UE is utilizing its power for transmission on the other carrier, then transmission of SI through minimum E-TFC may result in invoking of max-power scaling procedure which may in turn lead to higher number of retransmissions.
Proposal 2 Transmit power shall be pre-allocated for SI sequentially, on each of the Activated Uplink Frequencies where SI is triggered, starting from the Primary Uplink Frequency. 
· In calculating the power pre-allocated for SI, the power offset for transmission is one from the HARQ profile of the highest priority non-empty MAC-d among all flows that are allowed to be transmitted on that carrier. If no such MAC-d flow exists, the Scheduling Information power offset shall be used.
3
Data allocation 

It is reasonable to assume that the data allocation follows the MAC-d priorities as in the legacy single-carrier E-TFC selection. The remaining question is from which carrier the data allocation starts when E-TFC selection procedure is invoked by more than one Activated Uplink Frequency. Example 2 below shows the need to specify this order: data allocation should start from the secondary carrier. Conceptually, this is to empty out the queues for the scheduled flows as much as possible before the non-scheduled and scheduled transmissions are mixed together. 
Example 2 There are three MAC-d flows with data in their queues. 

· Flow 1 has a non-scheduled grant of 500 bits. 

· Flow 2 and 3 are scheduled. 

· The priority of Flow 1 is lower than Flow 2 but higher than Flow 3. 

· The queue length is 500 bits for Flow 1, 200 bits for Flow 2 and 2000 bits for Flow 3. 

· . Suppose the DPCCH transmit power is the same across the two carriers and the UE has only enough power to transmit 600 bits on either of the carriers. 

· The Serving Grant is equivalent to 300 bits on the primary and 600 bits on the secondary carrier. 

Hence, UE is power limited. 
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If we pre-allocate power for the non-scheduled flow as in Proposal 1, 500 bits are pre-allocated to the primary carrier. The parallel split will allocate the remaining 100 bits in such a way that the primary gets 33 bits and secondary carrier gets 67 bits, proportional to the two Serving Grants. On the primary carrier, the power pre-allocated for the non-scheduled transmission and the power allocated by the parallel split is combined and made available to all the flows in the data allocation. Therefore, there are total of 533 bits on the primary and 67 bits on the secondary uplink carrier. If the data allocation starts from primary uplink carrier, Flow 2 will transmit 200 bits and Flow 1 will transmit 333 bits on the primary uplink carrier while Flow 3 will transmit 67 bits on the secondary uplink carrier. Flow 1 does not reach the non-scheduled grant but Flow 3 transmits. This is not desirable. On the other hand, if the data allocation starts from the secondary uplink carrier, Flow 2 will transmit 67 bits on the secondary, Flow 2 will transmit the other 133 bits in its queue on the primary, Flow 1 will use the rest of 400 bits on the primary Uplink carrier. In this way, the data in the formed packets follow the priority.

The above example highlights the necessity of starting data allocation from the secondary uplink carrier first after parallel split, in order to fully repect the priority of flows.

Proposal 3 When E-TFC selection procedure is invoked by more than one Activated Uplink Frequency, legacy single-carrier E-TFC selection algorithm is applied to the Secondary Uplink Frequency first and then to the Primary Uplink Frequency after power split.

4

Minimum E-TFC set

Another open issue is related to the minimum set of E-TFC. The minimum set of E-TFC is always considered as supported by UE in the E-TFC restriction procedure. Consistent with RAN 2 agreement that UE behavior will be similar to Rel-8 when there is one retransmission on one of the carriers, we propose to configure and allow minimum set of E-TFC per carrier. In addition, we refer to [6] for additional benefits of a per carrier minimum E-TFC set.
Proposal 4 The minimum set of E-TFC should be configured and applied per Activated Uplink Frequency.

5
Summary of the proposals

Proposal [1,2] If the UE has more than one Activated Uplink Frequency, power shall be pre-allocated for Scheduling Information (if triggered) and all non-empty non-scheduled flows before power split; data allocation starts from the Secondary Uplink Frequency and follows flow priority on each Activated Uplink Frequency. 

In more detail, the following procedure shall be used to calculate the maximum power allowed for UE transmission on each Activated Uplink Frequency. 

· Transmit power shall be pre-allocated SI transmission sequentially, on each of the Activated Uplink Frequencies where SI is triggered, starting from the Primary Uplink Frequency.
· In calculating the power pre-allocated for SI, the power offset for SI transmission is one from the HARQ profile of the highest priority non-empty MAC-d among all flows that are allowed to be transmitted on that frequency. If no such MAC-d flow exists, the power offset for SI transmission will be set to Scheduling Information power offset

· Transmit power shall be pre-allocated on the Primary Uplink Frequency for all non-scheduled MAC-d flows with data. 

· The power shall be pre-allocated sequentially according to the priority among these flows. 

· The amount of power pre-allocated for a non-empty non-scheduled flow shall be the minimum among the following three power levels: the remaining power, the power necessary to transmit data up to the non-serving grant for this flow, and the power necessary to transmit all the data in the queue for this flow. 

· In calculating the latter two power levels, the power offset for transmission is the one from the HARQ profile of the MAC-d flow with the highest-priority on the Primary Uplink Frequency among all MAC-d flows with data. 
· After power pre-allocation for each non-empty non-scheduled flow and possibly SI, remaining power shall be updated.

· Th remaining power is then split among all the Activated Uplink Frequencies. The allocated power, Pi , on carrier i is equal to (Premaining/∑PSG,j) PSG,i , where PSG,j  represents the power that would be required by the serving grant on uplink frequency j, and Premaining represents the remaining transmit power of the UE. 
If E-TFC selection is invoked by only one Activated Uplink Frequency, say frequency i, if Premaining/∑PSG,j<1 or Pj (power allocated for the other frequency) is lower than the power required for HARQ retransmission on that frequency, then Pj is increased to the power used by the HARQ retransmission and rest of remaining power is allocated to frequency i. Furthermore, all pre-allocated power for Scheduling Information and non-scheduled flows are reset to zero in this case. 

· For Primary Uplink Frequency, the maximum power allowed for UE transmission is the sum of the following: the total power pre-allocated for all the non-empty non-scheduled MAC-d flows, power pre-allocated for SI on Primary Uplink Frequency and the power allocated to the Primary Uplink Frequency by the power split. For Secondary Uplink frequency, the maximum power allowed for UE transmission is the sum of power pre-allocated for SI on Secondary Uplink Frequency and power allocated to the Secondary Uplink Frequency by the power split. 

Proposal 3
When E-TFC selection is invoked by more than one Activated Uplink Frequency, legacy single-carrier E-TFC selection algorithm is applied to the Secondary Uplink Frequency first and then to the Primary Uplink Frequency after power split.

Proposal 4 The minimum set of E-TFC is configured and applied per Activated Uplink Frequency.
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Appendix
11.8.1.4
E-TFC Selection

In FDD mode, the rules for E-TFC selection provided below shall apply to UEs in CELL_DCH state, CELL_FACH state and Idle Mode with an E-DCH transport channel configured. These UEs shall apply the E-TFC selection procedure when invoked by the HARQ entity (see subclause 11.8.1.1.1). In the case where a 2ms TTI is configured, E-TFC selection shall not be performed for TTIs that overlap with an uplink compressed mode gap. The E-TFC restriction procedure described in [12] shall always be applied before the E-TFC selection process below. When the UE has more than one Activated Uplink Frequency, the E-TFC restriction procedure described in [12] shall always be applied after the power split procedure. E-TFCs which (according to calculations in [16]) require channelisation codes which are not allowed by the value given by the Maximum channelisation codes for E-DPDCH or are not supported by the UE capability shall be considered as blocked. Furthermore, for UEs that are also configured with a DCH transport channel on uplink, the TFC selection procedure shall be applied before either of these.

For each MAC-d flow, RRC configures MAC with a HARQ profile and a multiplexing list. Additionally, RRC configures MAC with a power offset for "Control-only" transmissions. This power offset and a maximum number of HARQ transmissions of 8 will be used to define a HARQ profile for "Control-only" transmissions which will be used, in case the Scheduling Information needs to be transmitted without any higher-layer data. The HARQ profile includes the power offset and maximum number of HARQ transmissions to use for this MAC-d flow. The multiplexing list identifies for each MAC-d flow(s), the other MAC-d flows from which data can be multiplexed in a transmission that uses the power offset included in its HARQ profile.

RRC can control the scheduling of uplink data by giving each logical channel a priority between 1 and 8, where 1 is the highest priority and 8 the lowest. E-TFC selection in the UE shall be done in accordance with the priorities indicated by RRC. Logical channels have absolute priority, i.e. the UE shall maximise the transmission of higher priority data.

RRC can allocate non-scheduled transmission grants to individual MAC-d flows in order to reduce the transmission delays. When the Secondary Uplink Frequency is activated, non-scheduled transmissions are only allowed on the Primary Uplink Frequency. When a 2ms TTI is configured each non-scheduled grant is applicable to the specific set of HARQ processes indicated by RRC. The applicability of scheduled grants can be also restricted to a specific set of HARQ processes when a 2ms TTI is configured. HARQ process restriction and reservation is under the control of the serving cell Node B and indicated to the UE by RRC.
When the UE has more than one Activated Uplink Frequency, the following power split procedure shall be used to calculate the maximum power allowed for UE transmission on each Activated Uplink Frequency. 
· Step 1: Transmit power shall be pre-allocated for all the non-scheduled MAC-d flows with data. The power shall be pre-allocated sequentially according to the priority among all the non-empty non-scheduled MAC-d flows. The amount of power pre-allocated for a non-empty non-scheduled flow shall be the minimum among the following three power levels: the remaining power, the power necessary to transmit data up to the non-scheduled grant for this flow, and the power necessary to transmit all the data in the queue for this flow. In calculating the latter two power levels, the power offset for the transmission is the one from the HARQ profile of the MAC-d flow with the highest-priority on Primary Uplink Frequency among all non-empty MAC-d flows. 
Transmit power is pre-allocated sequentially for Scheduling Information on each of the frequencies where SI is triggered, starting from the Primary Uplink Frequency, before pre-allocating power for non-scheduled flows. In calculating the power pre-allocated for SI, the power offset for transmission is one from the HARQ profile of the highest priority non-empty MAC-d among all flows that are allowed to be transmitted on that frequency. If no such MAC-d flow exists, the Scheduling Information power offset shall be used.
After power is pre-allocated for each non-empty non-scheduled flow and Scheduling Information, the remaining power shall be updated.
· Step 2: Based on the remaining power after power pre-allocaton for SI and all the non-empty non-scheduled flows, apply the parallel approach in allocating remaining power between the two frequencies such that the two Serving Grants are filled to the same proportion, according to [12].
When there is one retransmission and one new transmission for the TTI, and UE is power limited according to the power split based on the Serving Grants or the power allocated to carrier under going retransmission is less than actual power required for retransmission, power split procedure shall allocate the same power as required by the retransmission to that frequency. The frequency with new transmission is allocated the remaining power (prior to pre-allocation in Step 1 above) minus retransmission power. Furthermore, all pre-allocated powers, including Scheduling Information and non-scheduled flows are reset to zero for this case. 
· Step 3: For the Primary Uplink Frequency, the maximum power allowed for UE transmission is the sum of the total power pre-allocated in Step 1 and the power allocated to the Primary Uplink Frequency in Step 2. For the Secondary Uplink Frequency, the maximum power allowed for UE transmission is the sum of the power pre-allocated in Step 1 and the power allocated to the Secondary Uplink Frequency in Step 2. 
· Step 4: The E-TFC restriction procedure described in [12] shall be applied on each frequency based on the maximum power allowed for UE transmission on that frequency.

For each configured MAC-d flow, a given E-TFC can be in any of the following states on each of the Activated Uplink Frequency:
-
Supported state;

-
Blocked state.

When the UE has only one Activated Uplink Frequency, at each TTI boundary, UEs in CELL_DCH state, CELL_FACH state and Idle mode with an E-DCH transport channel configured shall determine the state of each E-TFC for every MAC-d flow, configured based on its required transmit power versus the maximum UE transmit power (see [7] and [12]). The UE shall consider that E-TFCs included in the minimum set of E-TFCs are always in supported state (see [7]).
When the UE has more than one Activated Uplink Frequency, at each TTI boundary, UEs shall determine the state of each E-TFC for every MAC-d flow configured on each uplink frequency, based on its required transmit power versus the maximum power allowed for UE transmission on that frequency (see [7] and [12]). The UE shall consider that E-TFCs included in the minimum set of E-TFCs are always in supported state (see [7]).
At every TTI boundary for which one or more  new transmission is requested by the HARQ entity (see subclause 11.8.1.1.1), the UE shall perform the operations described below. UEs configured both with DCH and E-DCH transport channels shall perform TFC selection before performing E-TFC selection.

When the UE has more than one Activated Uplink Frequency and E-TFC selection is invoked by one HARQ entity, the following E-TFC selection procedure is applied to the uplink frequency where E-TFC selection is invoked. 

When the UE has more than one Activated Uplink Frequency and E-TFC selection is invoked by more than one HARQ entity, the following E-TFC selection procedure is first applied to the Secondary Uplink Frequency and then to Primary Uplink Frequency. 
The Serving Grant Update function provides the E-TFC selection function with the maximum E-DPDCH to DPCCH power ratio that the UE is allowed to allocate for the upcoming transmission for scheduled data (held in the Serving Grant state variable – see subclause 11.8.1.3). This power ratio shall be used to determine a maximum number of bits of scheduled data with a 1 bit granularity for the upcoming transmission, calculated from number of bits corresponding to the reference E-TFCs (E-TFCref,m), and that the highest value is lower or equal to:
If E-DPDCH power extrapolation formula is configured:
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This maximum number of bits shall be lower than 
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Else if E-DPDCH power interpolation formula is configured:
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This maximum number of bits shall be lower than 
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The HARQ process ID for the upcoming transmission on each Activated Uplink Frequency is determined using the following formulae:

-
For 2ms TTI:

CURRENT_HARQ_PROCESS_ID = [5*CFN + subframe number] mod HARQ_RTT

-
For 10ms TTI:
CURRENT_HARQ_PROCESS_ID = [CFN] mod HARQ_RTT

Based on this current HARQ process ID and the RRC configuration, the UE shall determine whether to take the scheduled and non-scheduled grants into account in the upcoming transmission. If they are not supposed to be taken into account, then the corresponding grant shall be assumed to not exist. If the variable Serving_Grant has the value "Zero_Grant" after the Serving Grant Update, then the Serving Grant shall not be taken into account in the upcoming transmission.

When Scheduling Information is triggered per subclause 11.8.1.6, the E-TFC selection and data-allocation process shall assume that a non-scheduled grant is available for its transmission and that Scheduling Information has a priority higher then any other logical channel. Furthermore the HARQ process used for the upcoming transmission shall be assumed to be active and not L3 restricted for the transmission of the Scheduling Information, i.e. transmission of Scheduling Information can take place on this process.
The transmission format and data allocation shall follow the requirements below:

-
Only E-TFCs from the configured E-TFCS shall be considered for the transmission;

-
For all logical channels, if the logical channel belongs to a non-scheduled MAC-d flow, its data shall be considered as available up to the corresponding non-scheduled grant, if the logical channel does not belong to a non-scheduled MAC-d flow, its data shall be considered as available up to the Serving Grant;

-
The power offset for the transmission is the one from the HARQ profile of the MAC-d flow that allows highest-priority data to be transmitted. If more than one MAC-d flow allows data of the same highest priority to be transmitted, it is left to implementation to select which MAC-d flow to prefer);

-
In case the variable Serving_Grant has the value "Zero_Grant" after the Serving Grant Update function and there is no data available for MAC-d flows for which non-scheduled grants were configured and the transmission of Scheduling Information has been triggered, the “Control-only” HARQ profile configured by the higher layers shall be used.

-
The Nominal Power Offset shall be set to the power offset included in the transmission HARQ profile;

-
The UE shall not use the following E-TFCIs;

-
If the UE is configured with E-TFCI table 0 (see [7]) and 2ms TTI, it shall not use E-TFCI 120 in the mapping defined in Annex B.1

-
If the UE is configured with E-TFCI table 1 (see [7]) and 2ms TTI, it shall not use E-TFCI 115 in the mapping defined in Annex B.2

 -
If the UE is configured with E-TFCI table 2 (see [7]) and 2ms TTI, it shall not use E-TFCI 121 in the mapping defined in Annex B.2a

-
If the UE is configured with E-TFCI table 3 (see [7]) and 2ms TTI, it shall not use E-TFCIs 101 and 102 in the mapping defined in Annex B.2b

-
The data allocation shall maximize the transmission of higher priority data. When scheduled and non-scheduled grants are taken into account for the upcoming transmission:

-
Data of a given priority belonging to a scheduled MAC-d flow shall have precedence over any lower priority data, wether they belong to a scheduled or a non-scheduled MAC-d flow;

-
Data of a given priority belonging to a non-scheduled MAC-d flow shall have precedence over any lower 
priority data, wether they belong to a scheduled or a non-scheduled MAC-d flow;

-
The amount of data and corresponding MAC-e/es or MAC-i/is headers from MAC-d flows for which non-scheduled grants were configured shall not exceed the value of the non-scheduled grant.

-
If a 10ms TTI is configured and the TTI for the upcoming transmission overlaps with a compressed mode gap, the Serving_Grant provided by the Serving Grant Update function shall be scaled back as follows: 
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where SG’ represents the modified serving grant considered by the E-TFC selection algorithm and NC represents the number of non DTX slots in the compressed TTI;

-
If the transmission contains any scheduled data, the size of the selected MAC-e or MAC-i PDU shall not exceed the total of:

-
all non-scheduled grants which are applicable for transmission in this TTI;

-
the maximum number of scheduled bits based on the Serving Grant (after adjustment for compressed frames) and the power offset from the selected HARQ profile;

-
the size of the triggered scheduling information (if any).
-
In the case a 2ms TTI is configured and the HARQ process is inactive, the UE shall not include in the transmission any data from MAC-d flows for which no non-scheduled grants were configured;
-
The Scheduling Information is always sent when triggered (see subclause 11.8.1.6);

-
Only E-TFCs in supported state shall be considered;

-
Once all other requirements have been fulfilled, the E-TFC resulting in the smallest amount of padding for the selected MAC-es or MAC-is PDUs and corresponding MAC-e/es or MAC-i/is headers, shall be selected including the case when the Scheduling Information needs to be transmitted.

While respecting all the above listed requirements, for each logical channel using RLC-UM, at every TTI, the UE may select the RLC PDU size so as to maximise the amount of data of this logical channel that can be transmitted.

Once an appropriate E-TFC and data allocation are found according to the rules above, the "Multiplexing and TSN Setting” entity shall generate the corresponding MAC-e or MAC-i PDU.

The E-TFC selection function shall provide this MAC-e or MAC-i PDU and transmission HARQ profile to the HARQ entity. The maximum number of HARQ transmissions and the power offset in this profile, shall be set respectively to the maximum of the Max Number of HARQ Transmissions of the HARQ profiles from all the MAC-d flows from which data is multiplexed into the transmission and to the Nominal Power Offset. The HARQ entity shall also be informed of whether the transmission includes Scheduling Information and whether this information is sent by itself or with higher-layer data. The E-TFC selection function shall provide the E-TFCI for the selected E-TFC to the HARQ entity.
In FDD, in case the DTX feature is configured by higher layers and no E-DCH transmission is performed in this TTI:

-
if MAC Inactivity Threshold > 1 and no E-DCH transmission has been performed for MAC Inactivity Threshold - 1 previous TTIs or,

-
if MAC Inactivity Threshold = 1:

-
E-TFC selection shall only be performed for the TTIs where the following conditions are fulfilled:

-
For 2ms TTI:
[5*CFN + subframe number - UE DTX DRX Offset] mod MAC DTX Cycle = 0;

-
For 10ms TTI:
[5*CFN - UE DTX DRX Offset] mod MAC DTX Cycle = 0.
In 2ms TTI case, if the TTI that fulfilled [5*CFN + subframe number - UE DTX DRX Offset] mod MAC DTX Cycle = 0 overlapped with an uplink compressed mode transmission gap, the E-TFC selection shall be performed for the first TTI not overlapping with an uplink compressed mode transmission gap.
Annex C (informative):
Pseudo-Code for E-TFC Selection (FDD)

The pseudo-code below describes one possible implementation of the E-TFC Selection as described in subclause 11.8.1.4:
1> determine whether to take the scheduled and non-scheduled grants into account in the upcoming transmission. 

2> If the UE has more than one Activated Uplink Frequency, execute the following power pre- allocation sequentially for Scheduling Information and each non-scheduled flow with non-empty buffer, according to their priority: 

3>
 On each Activated Uplink Frequency where Scheduling Information is triggered, find the power needed to transmit Scheduling Information sequentially, starting from Primary Uplink Frequency, based on DPCCH transmit power on that frequency, using power offset of higest priority non-empty MAC-d flow on that frequency. If there is no such MAC-d flow, the Scheduling Information Power Offset shall be used. 
3> Find the power needed to transmit the non-scheduled data based on DPCCH transmit power on the Primary Uplink Frequency, the amount of data for the non-scheduled flow and using the HARQ profile of the highest priority non-empty MAC-d flow on the Primary Uplink Frequency. The amount of data for a non-scheduled flow is the minimum of its queue length and the amount of data allowed by its non-scheduled grant. 
2> Based on the remaining power after power pre-allocaton for SI and all the non-empty non-scheduled flows, apply the parallel approach in allocating remaining power between the two frequencies such that the two Serving Grants are filled to the same proportion. 
2> When there is one retransmission and one new transmission for the TTI, and UE is power limited according to the power split based on the Serving Grants or the power allocated to carrier under going retransmission is less than actual power required for retransmission, power split procedure shall allocate the same power as required by the retransmission to the frequency with retransmission. The frequency with new transmission is allocated the remaining power (prior to pre-allocation in 3> above) minus retransmission power. Furthermore, all pre-allocated powers in 3> above, are reset to zero. 
2> For each frequency, apply the E-TFC restriction procedure for each MAC-d flow, based on the power allocated to that frequency. For the Primary Uplink Frequency, the power is the sum of the total power pre-allocated for Scheduling Information, the non-empty non-scheduled flows and the power allocated to it from the power split procedure. For the Secondary Uplink Frequency, the power is the sum of power pre-allocated for Scheduling Information and the power allocated to it from the power split procedure.
1>
if scheduled and/or non-scheduled data can be transmited, the following steps are executed for each Activated Uplink Frequency starting with the Secondary Uplink Frequency first:

2>
select a MAC-d flow that allows highest-priority data to be transmitted (when more than one MAC-d flow allows data of the same highest priority to be transmitted, it is left to implementation to select which MAC-d flow to prefer);

2>
identify the MAC-d flow(s) whose multiplexing lists allow them to be transmitted in the same TTI as this MAC-d flow, and whose grants allow them to transmit in this TTI and ignore the one(s) that cannot.

2>
based on the HARQ profile of this MAC-d flow, identify the power offset to use;

2>
based on this power offset and the E-TFC restriction procedure, determine the "Maximum Supported Payload" (i.e. maximum MAC-e or MAC-i PDU size or E-TFC that can be sent by the UE during the upcoming transmission);

2>
if the upcoming transmission overlaps with a compressed mode gap on 10ms TTI, scale down the current serving grant (SG);

2>
set "Remaining Scheduled Grant Payload" to the highest payload that could be transmitted according to SG and selected power offset;

2>
for each MAC-d flow with a non-scheduled grant, set the "Remaining Non-scheduled Payload" to the value of the grant;

2>
if Scheduling Information needs to be transmitted:

3>
set "Total Granted Payload" to the sum of "Remaining Non Scheduled Payload" for all non-scheduled MAC-d flows + "Remaining Scheduled Grant Payload" + size of the scheduling information.

2>
else:

3>
set "Total Granted Payload" to the sum of "Remaining Non Scheduled Payload" for all non-scheduled MAC-d flows + "Remaining Scheduled Grant Payload".

2>
set "Remaining Available Payload" to MIN ("Max Supported Payload", "Total Granted Payload");

2>
if "Remaining Available Payload"= an ETFC size:

3>
set "Quantisation Loss" to zero.

2>
else:

3>
set "Quantization Loss" to the value of "Remaining Available Payload" – ("Remaining Available Payload" rounded down to the next smaller E-TFC).

2>
if scheduling information needs to be transmitted:

3>
subtract the size of scheduling information from "Remaining Available Payload".

2>
set "Quantisation Applied" to FALSE;
2>
perform the following loop for each logical channel, in the order of their priorities:

3>
if this logical channel belongs to a MAC-d flow with a non-scheduled grant, then:

4>
consider the "Remaining Non-scheduled Payload" corresponding to the MAC-d flow on which this logical channel is mapped;

4>
fill the MAC-e or MAC-i PDU with SDU(s) from this logical channel up to MIN ("Remaining Non-scheduled Payload" taking into account the MAC-e/es or MAC-i/is headers, Available Data for this logical channel, "Remaining Available Payload" taking into account the MAC-e/es or MAC-i/is headers);

4>
subtract the corresponding bits if any from "Remaining Available Payload" and "Remaining Non-scheduled Payload" taking into account the MAC-e/es or MAC-i/is headers.

3>
else:

4>
If "Quantisation Applied" is TRUE:

5>
fill the MACe PDU with SDU(s) from this logical channel up to MIN ("Remaining Scheduled Grant Payload" taking into account the MAC-e/es or MAC-i/is headers, Available Data for this logical channel, "Remaining Available Payload" taking into account the MAC-e/es or MAC-i/is headers);

5>
subtract the corresponding bits if any from "Remaining Available Payload" and "Remaining Scheduled Grant Payload" taking into account the MAC-e/es or MAC-i/is headers.

4>
else:

5>
fill the MAC-e or MAC-i PDU with SDU(s) from this logical channel up to MIN ("Remaining Scheduled Grant Payload" taking into account the MAC-e/es or MAC-i/is headers, Available Data for this logical channel, "Remaining Available Payload" – "Quantisation Loss" taking into account the MAC-e/es or MAC-i/is headers);

5>
if bits can be transmitted on this logical channel:


6>
set "Remaining Available Payload" to ("Remaining Available Payload" – "Quantisation Loss");


6>
subtract the corresponding bits from "Remaining Available Payload" and "Remaining Scheduled Grant Payload" taking into account the MAC-e/es or MAC-i/is headers;


6>
set "Quantisation Applied" to TRUE.

2>
if Scheduling Information needs to be transmitted:

3>
add Scheduling Information to the MAC-e or MAC-i PDU;

3>
determine the smallest E-TFC that can carry the resulting MAC-e or MAC-i PDU;

3>
if the padding allows a DDI0 to be sent, add it to the end of the MAC-e header.

2>
else:

3>
determine the smallest E-TFC that can carry the resulting MAC-e or MAC-i PDU;

3>
if the padding allows a Scheduling Information to be sent, add it to the MAC-e or MAC-i PDU;

3>
if a Scheduling Information was added to the PDU and if the padding allows a DDI0 or LCH-ID0 to be sent, add it to the end of the MAC-e or MAC-i header.

2>
set the maximum number of HARQ transmissions to the maximum among the maximum number of HARQ transmissions of the HARQ profiles of the MAC-d flows selected for transmissions.

1>
else if Scheduling Information needs to be transmitted on any of the Activated Uplink Frequencies:

2>
select the "control-only" HARQ profile;

2>
fill the MAC-e or MAC-i PDU with the scheduling information;
2>
select the smallest E-TFC.
1
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