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1
Introduction

In previous meetings and Email discussion, the various mechanisms for future extension of the EUTRA RRC messages have been discussed [1, 2, 3].
In the recent RRC ad-hoc meeting and the following Email discussion, it has been concluded that critical extension (CE) mechanisms already included in most of the RRC messages should be the primary mechanism for the future extension of the protocol. It has also been concluded to allow CE in both downlink and uplink messages. There are exceptions regarding the system information blocks and the paging message, where CE cannot be used. There may also be remaining issues of editorial nature (e.g., naming issues). However, on the whole, the mechanisms to be included in the specification for future CE seems quite stable at this point.
Nevertheless, a complement is needed for late corrections, introduced after the ASN.1 is frozen, and for the future extension of system information and messages where CE cannot be used. Complement solutions may also be needed for small extensions, where the implementation cost of a CE might not be justified.

NOTE:
The decision about the precise extension mechanism to use in each case should be taken when need arises. The current issue is to ensure that sufficient mechanisms are provided to allow future extension. A certain overlap may be justified, in order to keep some flexibility.
The main remaining issue is thus to decide on the means for the so called "non-critical" extensions, i.e., the extensions where comprehension is not necessarily required by the receiver. Those should be used to add new information in messages in a backward compatible way, such that a legacy receiver can comprehend other parts of the messages, but skip the late additions.

Originally [3], it was proposed to use the ASN.1 extension markers for that purpose. However, recent discussion [1] suggests that a combination of the extension markers and constructions similar to the traditional UTRA non-critical extension (NCE) and variable length extension container (VLEC) could be used, in order to avoid certain disadvantages associated with the extension marker. The purpose of the present document is to elaborate on the tradeoff between those alternatives.
2
When to use the extension marker and not

2.1
General

The ASN.1 extension marker consists of three dots ("...") and may be inserted according to specified rules in a number of ASN.1 basic types: e.g., ENUMERATED, INTEGER, CHOICE and SEQUENCE, as a place holder for potential future extension. As long as no extension is introduced, the overhead cost of the extension marker is small. One bit is included in the encoded message for each extension marker to indicate the absence or presence of an extension in that part of the message. If used sensibly, it is thus an inexpensive and flexible tool to allow extension at a wide range of strategic positions within a message. It allows extensions to be introduced in the syntactical context where they belong, still catering for backward compatibility in the "non-critical" sense mentioned in the introduction.
The disadvantage of the extension marker is that it is associated with a certain overhead cost at the places where extensions are introduced in a message. The size of the overhead depends on the context where the extension is included.
2.2
Extending the ENUMERATED type

The extension of the ENUMERATED type using the extension marker is straight forward and not associated with a large overhead. The following example is taken from the current version of 36.331:
-- ASN1START

CipheringAlgorithm ::=



ENUMERATED {











eea0, eea1, eea2,spare13, spare12, spare11, spare10,











spare9, spare8, spare7, spare6, spare5, spare4, spare3,











spare2, spare1}

-- ASN1STOP

In this case, there is an enumeration of originally three alternatives. Additionally 13 spare values are allocated in order to cater for future extension. The alternative using the extension marker could look like this, before and after an extension is introduced:

-- ASN1START

CipheringAlgorithm ::=



ENUMERATED {






-- Before extension










eea0, eea1, eea2, ...}
CipheringAlgorithm ::=



ENUMERATED {






-- After extension










eea0, eea1, eea2, ..., eea3, eea4}

-- ASN1STOP

In this case, the values defined before extension (eea0 to eea2) are encoded in three bits (extension marker + two bits for the root encoding). The values added after extension (eea3, eea4, etc.) are encoded in eight bits (extension marker + format indicator + six bits providing for up to 64 values in the extension range). Additional values beyond eea4 can be added following the same principle. The only restriction is that new values shall be added at the end of the enumeration.
The overhead using the extension marker in the ENUMERATED type is quite moderate and allows for a virtually infinite extension of the enumeration. (If more than 64 extension values are added, the extension values beyond that point requires more than eight bits in the encoding, but that is not considered a problem.)

The main advantage by using the extension marker in this kind of enumerations is that the number of required spare values need not be defined before hand. The packed encoding rules take care of the problem at a very moderate cost in terms of overhead. The experience for the UTRA RRC is otherwise that the enumerations of this kind runs out of spare values, which may cause a quite significant cost in terms of coding complexity when further extension is necessary.
Proposal 1:
It is proposed to allow use of the extension marker in as a general tool to prepare for the extension of the ENUMERATED type. When the extension marker is used, it should replace the current use of predefined spare values.

Exceptions from the proposals may be enumerations where a need for future extension is not expected. Another exception is, for instance, the encoding of the dl-SystemBandwidth field in the MIB, where a fix allocation of bits may be more important than the limitation of the extension range.
2.3
Extending the CHOICE type

The extension of the CHOICE type using the extension marker is similar to the extension of the ENUMERATED type. The choice is essentially an enumeration, where each value is associated the encoding of certain additional data. The following example is taken from the current 36.331 baseline [4]:
-- ASN1START


/ .. /

SystemInformation-r8-IEs ::=

SEQUENCE (SIZE (1..maxSIB)) OF SEQUENCE {


sib-TypeAndInfo





CHOICE {



sib2







OCTET STRING (CONTAINING SystemInformationBlockType2),



sib3







OCTET STRING (CONTAINING SystemInformationBlockType3),



sib4







OCTET STRING (CONTAINING SystemInformationBlockType4),



sib5







OCTET STRING (CONTAINING SystemInformationBlockType5),



sib6







OCTET STRING (CONTAINING SystemInformationBlockType6),



sib7







OCTET STRING (CONTAINING SystemInformationBlockType7),



sib8







OCTET STRING (CONTAINING SystemInformationBlockType8)


},


...

}

-- ASN1STOP

In this case, a convenient way to introduce new SIB types after the Rel-8 ASN.1 is frozen is needed. With the currently proposed design, the introduction of new SIB types is not easily achieved, unless a CE of the SystemInformation message is used to introduce new alternatives in a new version of the sib-TypeAndInfo field. A more convenient way to do that is to include the extension marker within the sib-TypeAndInfo field:
-- ASN1START


/ .. /


sib-TypeAndInfo





CHOICE {






-- Before extension


sib2







OCTET STRING (CONTAINING SystemInformationBlockType2),



sib3







OCTET STRING (CONTAINING SystemInformationBlockType3),



sib4







OCTET STRING (CONTAINING SystemInformationBlockType4),



sib5







OCTET STRING (CONTAINING SystemInformationBlockType5),



sib6







OCTET STRING (CONTAINING SystemInformationBlockType6),



sib7







OCTET STRING (CONTAINING SystemInformationBlockType7),



sib8







OCTET STRING (CONTAINING SystemInformationBlockType8),


...


},


sib-TypeAndInfo





CHOICE {






-- After extension


sib2







OCTET STRING (CONTAINING SystemInformationBlockType2),



sib3







OCTET STRING (CONTAINING SystemInformationBlockType3),



sib4







OCTET STRING (CONTAINING SystemInformationBlockType4),



sib5







OCTET STRING (CONTAINING SystemInformationBlockType5),



sib6







OCTET STRING (CONTAINING SystemInformationBlockType6),



sib7







OCTET STRING (CONTAINING SystemInformationBlockType7),



sib8







OCTET STRING (CONTAINING SystemInformationBlockType8),


...,



sib9







SystemInformationBlockType9,


sib10







SystemInformationBlockType10

},


/ .. /

-- ASN1STOP

In this case, the original SIB types (2 to 8) will be encoded in four bits (extension marker + three bits representing the root encoding of the alternatives) followed by the OCTET STRING containing the actual SIB. The new SIB types after extension (sib9, sib10, etc.) are encoded in eight bits, like the extension of the ENUMERATED type, followed by a length determinant (one octet) wrapping up the encoding of the actual SIB.
NOTE 1:
In this case, the OCTET STRING wrapping up the actual SIB is not needed in the extension range, because the packed encoding rules anyhow enclose the associated SIB with a length determinant.
NOTE 2:
In fact, neither the OCTET STRING wrapping up the SIB in the root encodings would be needed, if the extension of the original SIB types (2 to 8) is done with the extension marker, or done such that the actual length can be determined from the encoding of the SIB itself (cf., section 2.6 below).

A clear advantage of the extension marker in this example is that a virtually infinite number of new SIB types can be introduced in the protocol, without changing the original structure of the SystemInformation message. The overhead cost is also very moderate.
Other examples of the CHOICE type where the extension marker might prove very useful could be found, for instance, within the measurement IEs in 36.331, sub-clause 6.3.5: e.g., in the IEs MeasuredResults, MeasObjectToAddModifyList, ReportConfigToAddModifyList, ReportConfigEUTRA and ReportConfigInterRAT.

Proposal 2:
It is proposed to allow use of the extension marker in as a general tool to prepare for the extension of the CHOICE type.
2.4
Extending the SEQUENCE type
Extending the SEQUENCE type using the extension marker is, of course, possible. However, looking at the way the UTRA RRC protocol has developed, there could be a problem with the overhead. 
The problem springs from the fact that each field following the extension marker requires a separate length determinant as a wrapper when it is included in the encoding of a message. There is also a small number (seven bits) included, indicating the number of extension fields and a separate presence bit for each field following the extension marker. If there are a number of extension fields to be included in a message, it may add up to a relatively large overhead.
The problem can be reduced, if a number of fields are placed within a common SEQUENCE, in which case the packed encoding rules treat the SEQUENCE as one extension field. However, if new extension fields are included in different versions of the specification, grouping them into a common SEQUENCE is often not possible.

In order to overcome these problems, it is proposed to define the EUTRA RRC specific NCE (section 2.5 below) and the EUTRA RRC specific VLEC (section 2.6 below) as the general tools for the extension of the SEQUENCE type.
2.5
Introducing the EUTRA RRC specific NCE

The EUTRA RRC specific NCE is proposed as a tool to add an extension at the very end of a message, or at the very end of an encoding that is enclosed in an OCTET STRING with an explicit length determinant, or equivalent. It is much the same as the UTRA NCE in 25.331. However, some editorial modification is proposed, in order to avoid shifting the ASN.1 code to the far right side of the page (which is a problem in some message types in the UTRA RRC protocol).
The following example is taken from the current 36.331 baseline [4]:

-- ASN1START

Paging-r8-IEs ::=




SEQUENCE {


pagingRecordList




PagingRecordList 




OPTIONAL,
-- Need OP


systemInfoModification



ENUMERATED {true}




OPTIONAL,
-- Need OP


...

}

-- ASN1STOP

The extension marker in the Paging-r8-IEs in this example could be replaced by the proposed EUTRA RRC specific NCE in the following way, illustrating the use of this mechanism before and after some extension:
-- ASN1START

Paging-r8-IEs ::=




SEQUENCE {






-- Before extension

pagingRecordList




PagingRecordList 




OPTIONAL,
-- Need OP


systemInfoModification



ENUMERATED {true}




OPTIONAL,
-- Need OP


nonCriticalExtension



SEQUENCE {}






OPTIONAL

}

-- ASN1STOP

-- ASN1START

Paging-r8-IEs ::=




SEQUENCE {






-- After extension

pagingRecordList




PagingRecordList 




OPTIONAL,
-- Need OP


systemInfoModification



ENUMERATED {true}




OPTIONAL,
-- Need OP


v9xyNonCriticalExtension


Paging-v9xyext-IEs




OPTIONAL

}

Paging-v9xyext-IEs ::=



SEQUENCE {


-- The v9xy extension fields are included here


v10xyNonCriticalExtension


Paging-v10xyext-IEs




OPTIONAL

}

Paging-v10xyext-IEs ::=



SEQUENCE {


-- The v10xy extension fields are included here


nonCriticalExtension



SEQUENCE {}






OPTIONAL

}

-- ASN1STOP

The empty SEQUENCE (i.e., the nonCriticalExtension field) at the end of the message, or at the end of the last extension container, shall never be included in an actual encoding of the message. It is just a place holder for the next extension container to be added at the end. In this way, a new extension container, including the next place holder, can always be added at the end of the message. The overhead cost is just the presence bit associated with each new extension container.

The NCE mechanism proposed here relies on the lower layers to provide the length (in octets) of the entire message. The remaining bits at the end of an encoding which cannot be comprehended by the receiver are treated as padding and ignored. The NCE mechanism can also be used at the end of the content defined within an OCTET STRING, in which case the length determinant of the OCTET STRING provides the necessary length information to locate the end of the content.
Proposal 3:
It is proposed to define the EUTRA RRC specific NCE according to the example above as a general tool to add extensions at the very end of a message, or at the very end of the content enclosed in the OCTET STRING type.

In messages where CE is used, some further elaboration of the naming convention of the NCE containers may be necessary, in order to control whether the NCE containers in a later CE shall be linked to the end of the list of NCE containers in the previous version of the message. If the link is made, any additional NCE container included at the end will automatically become available in both versions of the message.
2.6
Introducing the EUTRA RRC specific VLEC

In order to allow extensions to be included in a SEQUENCE, which is not placed at the very end of message, another mechanism is needed for that purpose. A length determinant is needed, in order to allow a receiver that does not comprehend the entire content of the extension container to skip to the end of it. The length determinant can be achieved by using an OCTET STRING to enclose the content of the extension container.
The following example is taken from the current 36.331 baseline [4]:

-- ASN1START

SystemInformationBlockType6 ::=

SEQUENCE {


utra-CarrierFreqList



UTRA-CarrierFreqList


OPTIONAL,


...

}

-- ASN1STOP

The extension marker in the SystemInformationBlockType6 in this example could be replaced by the proposed EUTRA RRC specific VLEC in the following way, illustrating the use of this mechanism before and after some extension:

-- ASN1START

SystemInformationBlockType6 ::=

SEQUENCE {






-- Before extension

utra-CarrierFreqList



UTRA-CarrierFreqList


OPTIONAL,


variableLengthExtension



OCTET STRING




OPTIONAL

}

-- ASN1STOP

-- ASN1START

SystemInformationBlockType6 ::=

SEQUENCE {






-- After extension

utra-CarrierFreqList



UTRA-CarrierFreqList


OPTIONAL,


variableLengthExtension



OCTET STRING (CONTAINING












SystemInformationBlockType6-v9xyext-IEs)
OPTIONAL

}

SystemInformationBlockType6-v9xyext-IEs ::= SEQUENCE {


-- The v9xy extension fields are included here


v10xyNonCriticalExtension


SystemInformationBlockType6-v10xyext-IEs

OPTIONAL

}

SystemInformationBlockType6-v10xyext-IEs ::= SEQUENCE {


-- The v10xy extension fields are included here


nonCriticalExtension



SEQUENCE {}






OPTIONAL

}

-- ASN1STOP

The wrapping using the OCTET STRING is only needed around the first extension, i.e., around the SystemInformationBlockType6-v9xyext-IEs in this case. Further extensions are done sing the EUTRA RRC specific NCE containers.
The overhead cost for including the optional variablelengthExtension field before extension is just a single presence bit. When the variablelengthExtension field is used to include an extension container, a length determinant (typically one octet) is added to enclose the extension fields. After that, additional NCE containers may be added with the additional cost of one presence bit for each NCE container included in the encoding.
NOTE:
If the EUTRA RRC specific VLEC is used for the extension of SIB types, the OCTET STRING fields in the SystemInformation message (cf., section 2.3 above) could be excluded.
Proposal 4:
It is proposed to define the EUTRA RRC specific VLEC according to the example above as a general tool to add extensions in the SEQUENCE type in the case those are not located at the very end of a message.

In addition to the SIB extensions illustrated in the example in this section, the EUTRA RRC specific VLEC might prove very useful as an extension option within a message, but not at the very end of it. It could, for instance, be used within the top level IEs within the RRCConnectionReconfiguration message (i.e., IEs MeasurementConfiguration, MobilityControlInformation, RadioResourceConfiguration, SecurityConfiguration and UE-RelatedInformation), in order to allow extensions close to the context where they belong.
3
Conclusion

The present document elaborates on the use of the ASN.1 extension marker for the extension of the ENUMERATED type and the CHOICE type. For the extension of the SEQUENCE type, the ASN.1 extension marker may also be possible, but two other mechanisms: the EUTRA RRC specific NCE and the EUTRA RRC specific VLEC have been outlined as an alternative.
The following proposals are made:

Proposal 1:
It is proposed to allow use of the extension marker in as a general tool to prepare for the extension of the ENUMERATED type. When the extension marker is used, it should replace the current use of predefined spare values.

Proposal 2:
It is proposed to allow use of the extension marker in as a general tool to prepare for the extension of the CHOICE type.

Proposal 3:
It is proposed to define the EUTRA RRC specific NCE according to the example in section 2.5 as a general tool to add extensions at the very end of a message, or at the very end of the content enclosed in the OCTET STRING type.

Proposal 4:
It is proposed to define the EUTRA RRC specific VLEC according to the example in section 2.6 as a general tool to add extensions in the SEQUENCE type in the case those are not located at the very end of a message.

RAN2 is asked to consider these proposals and try come to a conclusion. Depending on the RAN2 conclusion, an update of the extension mechanisms in the 36.331 ASN.1 should be provided as a text proposal in a separate document.
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