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1
Introduction
The conclusion in RAN2#62 from the discussion on MBSFN subframe allocation signalling was as follows (numbering in form <x.y> has been added to aid later reference):

	Agreements:

1) Subframes indicates as MBSFN subframe:

<1.1> - Limitations in cell specific measurements conform RAN1 specification

<1.2> - Rel-8 UEs may assume that there is never a downlink allocation addressed to them in this 




subframe

2) Two-level allocation approach:
<2.1> - micro-level allocation subframe allocation

<2.2> - macro-level allocation indicating where the microlevel is applicable

3) “micro level” doing subframe allocation

<3.1> - 1 frame period duration; all MBSFN containing frames have the same amount of MBSFN 




subframes

<3.2> - subframes shall be allocated consequtively (TDD consequtive DL subframes) in this frame; i.e. 


consquetive amongst the subframes that could be allocated (e.g. not 0,4,5 for FDD, no UL 



subframes for TDD).

4) Macro level (FFS)
<4.1> - 32 bitmap ?

<4.2> - 2^N periodicity ?


In this document, we examine possible ways forward from aspects of MBSFN allocation granularity and overall radio-resource efficiency.
2
MBSFN allocation granularity comparison of the identified Macro-level signalling options
With the above agreements 1) to 3) as the underlying assumption, we begin with a brief look at the MBSFN allocation granularity of the above options <4.1> and <4.2> in a simple example.
Assume the following operation point, allowed by both the options:

· 5 subframes per radio frame have been allocated for MBSFN on micro-level (likely to apply across the whole network, although not completely necessary), and 

· on the macro-level, the micro-level allocation is signalled to apply in half of all radio frames (in a given cell), 

meaning that in this cell 25% of all subframes on the carrier have been allocated for MBSFN. In the following, we suppose that the operator wishes to establish a new MCH on top of the previously existing ones, and examine what kind of MBSFN-subframe allocation granularity is available in the cell.
In option <4.1>, the micro-level allocation can be signalled to apply in one more radio frame (independent of the current macro-level operating point). Under the current common assumption that the allocation period is 320ms, this means the addition of roughly (within 4% accuracy) 15 new MBSFN subframes per second, i.e. 1.5% of all subframes, without altering the micro-level allocation and hence reshuffling all existing MCH allocations (across the network). If such reshuffling was not seen as harmful, the micro-allocation could e.g. be reduced to 4, and allocating 21 radio frames per 320ms would yield roughly 12 MBSFN subframes per second more than before.
In option <4.2>, without altering the micro-level allocation, the only option is to activate it in the remaining half of all radio frames, which amounts to adding another 250 MBSFN subframes per second in the cell. If altering the micro-level allocation was not seen as harmful, the micro-level allocation would still have to be kept greater than 2 to accommodate for the previous allocations: in this way 50 MBSFN subframes more than before could be allocated. (The result is the same if only the micro-level allocation was increased from 5 to 6 subframes per radio frame.)
The rates of MBSFN subframes per second can be converted to bitrates assuming the spectral efficiency of 1bps/Hz required from MBSFN transmission. That is, in a cell with 20MHz bandwidth, the added rates of MBSFN subframes computed above would translate into 300kbps and 240kbps in option <4.1> depending on the reshuffling, and correspondingly 5Mbps and 1Mbps in option <4.2>.
With a mobile-TV channel typically requiring roughly 400kbps and an audio channel a fraction of that, it can be questioned whether a new MCH started in a cell necessarily utilizes a minimum capacity of up to 5Mbps. In the next section, we discuss why it is anyway desirable that allocated MBSFN subframes are utilized by MBSFN transmission as efficiently as possible.
3
Allocation granularity and overall radio-resource efficiency
In the discussion in RAN2#62, MBSFN allocation granularity was not generally accepted as important, with the rationale that not all subframes indicated in the allocation need to carry MBSFN transmission.
To this end, already when specifying Release 8 it is important to have an idea of how subframes signalled in SI as MBSFN, but not carrying MBSFN transmission, are used. We were able to identify the following four basic approaches:

1. No DL transmission takes place in such subframes.
2. UEs monitor PDCCH for unicast DL allocations in all MBSFN subframes just as in other subframes. (By agreement <1.2>, this would only apply to post-Rel-8 UEs.)

3. The exact MBSFN subframe allocation that separately applies in each MBSFN scheduling/allocation period is always signalled exhaustively in System Information with full subframe-level flexibility, for UEs to track as a continuous process.

4. Signal a baseline MBSFN subframe allocation with some granularity in System Information for UEs to assume to repeat itself by default; in addition signal the occurrence of MBSFN subframes reused for unicast DL transmissions only as needed, as exceptions from this baseline.

Alternative 1 is inherently inefficient, and is equivalent to generalizing agreement <1.2> from RAN2#62 to all UEs. It is our assumption that this alternative has no support in RAN2.
Alternative 2, if assumed, would make agreement <1.2> completely redundant, so we assume that this is not preferred either.

Alternative 3 represents the obvious, most accurate, flexible, and most signalling-costly approach to MBSFN subframe allocation signalling. Because RAN2 has already reached the agreements 2) and 3), without any company having proposed this obvious approach, we assume that this alternative is generally dismissed as unacceptable. The most likely reason is that in this approach, the status of each subframe eligible for MBSFN transmission in the radio frame (up to 7 in FDD) would have to be indicated separately for each of the 100 occurrences per second, implying 100bit/s of System-Information signalling per such eligible subframe. This would represent a significant addition to the total cost of SI transmission in terms of radio resources.
Hence, we think that approach 4 is generally accepted as most suitable, the eventual overall solution representing some compromise between accuracy, flexibility and cost of signalling.

Conclusion 1: (Post-Rel-8) UEs are by default not assumed to monitor PDCCH for unicast DL allocations in MBSFN subframes. The occurrence of MBSFN subframes reused for unicast DL transmissions is signalled only as needed, as exceptions from the baseline allocation signalled in System Information.

Based on this conclusion, we would like to make the following point.

Conclusion 2: The choice of how to signal MBSFN subframe allocation in System Information affects signalling costs of two kinds: 1) the baseline allocation signalling in SI, and 2) the signalling of “reused” MBSFN subframes as exceptions from the baseline allocation. The latter signalling cost depends on the MBSFN allocation granularity of the baseline signalling.
The decision on how to signal reused MBSFN subframes is out of scope of Rel-8. While acknowledging this, the method that we currently find the most suitable for signalling the reused subframes is one broadcast-type PDCCH message in a radio frame when needed. As a very rough example, if one assumes that 

· the radio-resource cost of one such message is equivalent to the transmission of 8 System-Information bits,
· because of use of a baseline allocation signalling with poor allocation granularity, half of all radio frames are signalled to contain MBSFN subframes although out of those, one half always contains MBSFN subframes reused for unicast,

then the constant signalling cost on top of that in System Information is equivalent to 200 SI-equivalent bits per second.

Proposal 1: On the macro-level, the signalling of radio frames containing MBSFN subframes should allow full flexibility (in the general case implying a bitmap, i.e. option <4.1>).

4
Agreement <3.1> revisited
In the above sections we have brought forward the importance of MBSFN allocation granularity for radio-resource efficiency, both in terms of utilizing all subframes and the overall cost of signalling. As we pointed out in [2], choosing the basic micro-level allocation period as two radio frames would allow having radio frames with different numbers of MBSFN subframes, thereby providing better allocation granularity. This proposal was not agreed in RAN2#62.
Looking at the current agreements,

3) “micro level” doing subframe allocation

<3.1> - 1 frame period duration; all MBSFN containing frames have the same amount of MBSFN 







subframes

<3.2> - subframes shall be allocated consequtively (TDD consequtive DL subframes) in this frame; i.e. consquetive 


amongst the subframes that could be allocated (e.g. not 0,4,5 for FDD, no UL subframes for TDD).


introducing this improvement would be straightforward by applying <3.2> to the extended basic period.
The added signalling cost of this improvement would be 1 bit per signalling period in System Information. The return from this investment would manifest itself in two ways:

· By the argumentation in the previous section, in particular Conclusion 2, the improved allocation flexibility would reduce the needed reuse signalling.
· Since in our view the macro-level bitmap is anyway needed, this solution would also allow savings in signalling that bitmap: a micro-level allocation in accordance with <3.2> that would only span the first radio frame of the basic period would imply that also the macro-level bitmap only concerns every other radio frame, and therefore in this case a bitmap with only half the default length would have to be signalled (i.e. 16 bits under the current assumption of a 320ms allocation period).
Proposal 2: Define the micro-level period as two radio frames, and generalize agreement <3.2> accordingly. Depending on the micro-level allocation, only signal the macro-level bitmap for the applicable radio frames.
5
Conclusion
In this contribution, we have analyzed possible MBSFN subframe signalling options from aspects of MBSFN allocation granularity and overall radio-resource efficiency, and arrive at these conclusions:
Conclusion 1: (Post-Rel-8) UEs are by default not assumed to monitor PDCCH for unicast DL allocations in MBSFN subframes. The occurrence of MBSFN subframes reused for unicast DL transmissions is signalled only as needed, as exceptions from the baseline allocation signalled in System Information.

Conclusion 2: The choice of how to signal MBSFN subframe allocation in System Information affects signalling costs of two kinds: 1) the baseline allocation signalling in SI, and 2) the signalling of “reused” MBSFN subframes as exceptions from the baseline allocation. The latter signalling cost depends on the MBSFN allocation granularity of the baseline signalling.

Based on various arguments brought forward in this document, we propose the following:
Proposal 1: On the macro-level, the signalling of radio frames containing MBSFN subframes should allow full flexibility (in the general case implying a bitmap).

Proposal 2: Define the micro-level period as two radio frames, and generalize agreement <3.2> accordingly. Depending on the micro-level allocation, only signal the macro-level bitmap for the applicable radio frames.
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