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1
Introduction

Whilst the principles by which a UE should administer the sharing of assigned uplink capacity between radio bearers in order to fulfil QoS requirements has been identified and captured by stage 2 [1], there exist a number of issues that must be decided to enable progress in stage 3. One significant issue that must be considered is how much of the detail of priority handling and resource sharing should be specified in [2] and how much can be left to implementation combined with verification by testing. A second issue is what information, in the form of parameters, if any, should be provided to a UE to enable it to complete the QoS management satisfactorily.

2
Discussion

During stage 2 it was accepted that the simple highest priority first uplink resource assignment mechanism that is used in UMTS would not meet operator requirements and a more complex principle for resource sharing to avoid starvation of low priority bearers was agreed. A UE is required to contain an uplink rate control function and:

The uplink rate control function ensures that the UE serves its radio bearer(s) in the following sequence:

1.
All the radio bearer(s) in decreasing priority order up to their PBR;

2.
All the radio bearer(s) in decreasing priority order for the remaining resources assigned by the grant and the function ensures that the MBR is not exceeded.

RRC controls the uplink rate control function by giving each bearer a priority and a prioritised bit rate (PBR). In addition, an MBR per GBR bearer is also provided.

This is a clear statement of principle but it provides no guidance how a UE should implement resource assignment to achieve the requirement. In moving from stage 2 to stage 3 it seems necessary to identify what further requirements, if any, the UE must fulfill in order to operate as required and be capable of being tested. It is suggested that two significant issues are the following:
i)
What time periods are the PBR and MBR to be measured over when assessing if the UE behaviour meets requirements. This could be particularly important in the case of bursty services. In addition should the PBR/MBR, averaged over the time period be met continuously or is variation permitted.
ii)
What requirements, if any, are to be placed on the UE to ensure that there is efficient use of transmission resources e.g. by minimising segmentation consistent with meeting the PBR and MBR requirements?
However, perhaps the first question that should be answered by RAN2 is the level of detail with which it should specify UE behaviour at stage 3. It is suggested that there are at least the following two possibilities:

1. RAN2 describes in detail the uplink resource allocation procedure that should be applied in the UE.

2. RAN2 does not describe the uplink resource allocation procedure in much more detail than that used for stage 2 but introduces parameters that the UE should fulfill in order that its behaviour can be tested.

Option 1 would provide consistent UE behaviour and given that it is likely to be described in terms of a credit type system it may be a fairly straightforward exercise. It may also be able to introduce constraints on segmentation. Option 2 on the other hand does not constrain implementation. One possibility would be that for each bearer a time interval over which the PBR and/ or MBR is to be met is specified, however, such parameters on their own would not force a UE to avoid excess segmentation. Statements such as 'segmentation should be minimised' could be added to requirements but it is not easy to see how these might be enforced, setting a permitted percentage overhead perhaps. 
No preference is expressed here between the two proposals.

If it is accepted that the behaviour of the UE should be described explicitly, one possible way forward could be to adopt a credit based description of which the following is an example:

1. For each time increment Tj, for each bearer j that has a PBR, the PBR credit associated with bearer j is incremented by the value of Tj x PBRj.  If the bearer also has an MBR then the MBR credit associated with the bearer j is incremented by the value of Tj x MBRj.

If upper limits are set for the maximum PBR and/ or MBR credits for the bearer then if the accumulated values exceed the maximum values they are set equal to the maximum value.
2. At each scheduling opportunity, TTI, where the UE is permitted to transmit new data, it selects data from the highest priority bearer that has a non-empty buffer state and non-zero PBR credit. It can add to the transport block data equal to the size of the buffer, the size of the PBR credit or the available capacity of the transport block whichever is the smaller. The PBR credit and the MBR credit are decremented by the quantity of data assigned.

3. If the PBR credit of all bearers is zero and there is still space in the transport block then the scheduler accepts data from the highest priority bearer with data buffered. It accepts data up to the size of the available space in the transport block or the UEs MBR credit whichever is the smaller. The MBR credit is decremented by the quantity of data that was accepted. Clearly the data accepted from steps 2 and 3 are combined before data is fetched from RLC.
This simple model provides some protection against excessive segmentation. If the Tj are selected so that the credits are added at a rate that is similar to SDU size, then it is believed that the potential for excess segmentation that could result if credits are added every TTI for example could be avoided. However, Tj cannot be too large or a bearer's access to resources may be unacceptably delayed.
However, it is still possible that there could be unnecessary segmentation if, for example, a UEs PBR credit is insufficient to complete the transfer of an SDU which would otherwise be accommodated by the transport block. For this reason it is suggested that it could be useful to permit the scheduler to accept more data from a bearer than its PBR credit permits provided it enables the transmission of a whole SDU. The PBR credit would be permitted to take negative values to enable this.

It is suggested that, where the scheduler has adequate capacity for its PBR regulated bearers it should meet the PBR within each time interval Tj.
A potential difficulty for the credit-based priority scheduling mechanism is the accumulation of credit either because the service is bursty or because lack of capacity has temporarily starved the bearer of resources. The usual mechanism for preventing starvation of lower priority bearers as a consequence is the setting of maximum values for the accumulated credits PBR and MBR credits. This has been assumed here. 
Following from the above it is proposed that RRC should be able to specify the following parameters per bearer j:

A credit addition timer Tj, the bearer PBR (or credits per Tj), the bearer MBR (or credits per Tj), an upper limit on PBR accumulated credits and an upper limit on MBR accumulated credits.

with only Tj and PBR being mandatory. 
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4
Conclusions

This Tdoc asks the question of whether RAN2 intends to specify the operation of the UL scheduler in detail or to simply set parameters which the scheduler is required to meet. If it is accepted that RAN2 will describe the behaviour in detail a high level proposal is made regarding how it could be described and for the parameters that would be required to control scheduler behaviour for each bearer.
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