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1. Introduction
This paper discusses three topics related to DRx and VoIP services:

· Interactions between DRx and Semi-persistent Scheduling

· DRx and Silence Periods

· DRx and HARQ

2. Discussion
2.1. DRx and Semi-persistent Scheduling
With semi-persistent scheduling, radio resources are allocated to a UE to avoid explicit use of scheduling grants. With DRx, the UE is allowed to turn off its radio receiver and transmitter for certain intervals. Both mechanisms are configured by the RRC. It is also possible for the RRC to take into account the symmetrical characteristics of the VoIP traffic, and to align the allocated resources with the DRx configuration for both the uplink and the downlink.
Conclusion one: Interactions between DRx and Semi-persistent scheduling are a configuration issue.

2.2. DRx and Silence Period (SID Frames)
A VoIP service generate one speech packet every 20 ms, when active; otherwise, SID frames are normally sent every 160 ms during silence periods.

DRx configuration and VoIP traffic patterns

It may be perceived that the semi-persistent allocated resources and the DRx cycle could be changed (or reconfigured) to match the inter-packet arrival during silence periods, when a change in the traffic pattern is detected. However, when the speech resume while the DRx and the semi-persistently allocated resources are configured to closely match the silence period, the first packet of the speech burst may at worst suffer an additional 140 ms of delay, because the allocated resources and the DRx configuration cannot be modified while the UE is not listening. In addition, the reconfiguration of the semi-persistent resources requires additional signaling overhead.

The DRx interval should thus be configured based on the minimum inter-packet arrival of the service, whether the VoIP speech is active or not (i.e. also during silence periods). The DRx interval can be set to 20 ms or less, depending on how retransmissions are handled, and remain for the duration of the service. This makes sense with respect to the symmetrical VoIP traffic characteristics of the uplink and the downlink (i.e. periods where both ends of a VoIP session are silent at the same time).

As discussed in section 2.3 below, the possibility for a UE to sleep within the 20 ms interval yields more savings than the potential gain of having the UE sleeping continuously over a longer period during VoIP silence periods.
Conclusion two: A DRx period longer than 20 ms is not really useful, even during silence periods.

Silence periods and handling of SID frames

During silence periods, SID frames should be dynamically scheduled and the semi-persistent allocated resources revoked, at least for the uplink; another approach would be to change the semi-persistent allocation to match the 160 ms SID interval. In either case, the DRx cycle should be short enough, and not be made to match the SID interval, as explained above.

Conclusion three: Reconfiguration of the semi-persistently allocated resources for silence periods is independent of the DRx configuration, if SIDs frames are not to be dynamically scheduled.
2.3. DRx and HARQ

How HARQ retransmissions are handled when DRX is used is relevant; this is not specific to real-time services.  The issue is partly that it cannot be predicted how many retransmissions will be necessary for each data unit. For VoIP services, there might be room for optimizations with respect to this and related procedures should be investigated.

Uplink and Downlink HARQ
For the uplink, the HARQ retransmissions are synchronous; a retransmission is always expected to come after one HARQ RTT, until the HARQ is successful. The synchronous retransmission can be configured to be either adaptive or non-adaptive; if adaptive, a scheduling grant is used instead of sending the HARQ transmission after the HARQ RTT.

For the downlink, HARQ retransmissions are dynamically scheduled using grants.
DRx and HARQ for VoIP
For downlink transmissions, after a VoIP frame has been received the UE must be awake at least when a) it transmits the HARQ ACK/NACK and b) if it has transmitted a NACK, when the retransmission is expected. This can be specified outside the DRX pattern, i.e. the UE is awake at the known occasions a) and b) until it has transmitted a HARQ ACK.

For uplink transmissions, a similar behavior could be used, where the UE must be awake at least when the ACK/NACK is expected. If a NACK was received it must also be awake when the retransmission is performed.

There are different alternatives to handle DRx with HARQ:

1. DRx cannot resume until HARQ completes

However, because for an active VoIP the inter-packet arrival is 20ms, and because HARQ retransmissions arrive after a pre-determined number of TTIs (at least in the uplink) of the previous transmission, the potential gains of DRx will be limited, especially when a high HARQ block error rate (BLER) is expected.

2. DRx resumes immediately, HARQ retransmissions wait for the next DRx period and uses “on-duration” period for both first transmissions (if applicable) and HARQ retransmissions of “older” data (downlink only). The DRx cycle could be less than 20 ms in this case.
This is possible for the downlink. For the uplink, this is not efficient because of the synchronous HARQ, where the retransmissions comes in a pre-determined TTI and thus the UE does not need to be awake for several TTIs.

3. DRx resumes, but wakes-up every X TTIs, until HARQ succeeds. For the uplink, the value X can match the HARQ RTT of the synchronous HARQ.
This is similar to what was discussed in ‎[3] and to the proposal in ‎[5]. Binding the resuming of the DRX with the HARQ has the additional benefit of achieving the same as an explicit "go to sleep request" from the eNB after a successful reception/transmission.

Conclusion 4: The knowledge that HARQ retransmissions arrive after one HARQ RTT number of TTIs in uplink opens up the possibility to turn off the radio resources in-between. For the downlink, a similar behavior could be introduced based on the DRx configuration. This could improve the DRx gains for VoIP services, and would work well with semi-persistent scheduling and HARQ, even at high BLER.

Possible error cases with alternative 3: 

The DRx mechanisms of alternative 2 and 3 above continue “until the HARQ completes/succeeds”. There is thus a possible error case with NACK to ACK errors. However, this is no different with or without DRx.
ACK to NACK errors would, on the other end, cause additional wake-up periods. This, however, is mitigated from the maximum number of retransmissions, so the additional wake-up time would be limited. It could also be possible to limit the time window in which a HARQ retransmission can take place instead.
Other error cases are not specific to the alternatives listed above. Those are discussed in ‎[2].

3. Conclusion
It is proposed that RAN2 discusses the analysis above conclusions, and discuss the details of how to make it possible to configure DRx so that the UE can go to sleep between HARQ retransmissions, for both the downlink and the uplink.
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