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1
Introduction
For the specification of the MAC layer [1], some stage 3 aspects of the semi-persistent scheduling need to be discussed and agreed upon.
2
Semi-Persistent Scheduling
Semi-persistent scheduling as agreed in the Stage 2 for the uplink and downlink is echoed below [2]:

In the downlink, E-UTRAN can dynamically allocate resources (PRBs and MCS) to UEs at each TTI via the C-RNTI on L1/L2 control channel(s). A UE always monitors the L1/L2 control channel(s) in order to find possible allocation when its downlink reception is enabled (activity governed by DRX).

In addition, E-UTRAN can allocate predefined downlink resources for the first HARQ transmissions to UEs. When required, retransmissions are explicitly signalled via the L1/L2 control channel(s). In the sub-frames where the UE has been pre-assigned resources, if the UE cannot find its C-RNTI on the L1/L2 control channel(s), a downlink transmission according to any pre-defined allocation that the UE has been assigned in the TTI is assumed. As a result, the UE performs blind decoding of the pre-defined resources (the subset of pre-defined resources shall be set in accordance to UE’s capability). Otherwise, in the sub-frames where the UE has been pre-assigned resources, if the UE finds its C-RNTI on the L1/L2 control channel(s), the L1/L2 control channel allocation overrides the pre-defined allocation for that TTI and the UE does not perform blind decoding of the pre-defined resources.

In the uplink, E-UTRAN can dynamically allocate resources (PRBs and MCS) to UEs at each TTI via the C-RNTI on L1/L2 control channel(s). A UE always monitors the L1/L2 control channel(s) in order to find possible allocation for uplink transmission when its downlink reception is enabled (activity governed by DRX).

In addition, E-UTRAN can allocate a predefined uplink resource for the first HARQ transmissions and potentially retransmissions to UEs. In the sub-frames where the UE has been pre-assigned resource, if the UE cannot find its C-RNTI on the L1/L2 control channel(s), an uplink transmission according to the pre-defined allocation that the UE has been assigned in the TTI can be made. The network performs decoding of the pre-defined PRBs according to the pre-defined MCS. Otherwise, in the sub-frames where the UE has been pre-assigned resource, if the UE finds its C-RNTI on the L1/L2 control channel(s), the L1/L2 control channel allocation overrides the pre-defined allocation for that TTI and the UE’s transmission follows the L1/L2 control, not the pre-defined allocation. Retransmissions are either implicitly allocated in which case the UE uses the pre-defined allocation, or explicitly allocated via L1/L2 control channel(s) in which case the UE does not follow the pre-defined allocation.

3
Stage 3 Aspects
3.1
Periodicity

Allocating predefined resources for the first HARQ transmission can either be done by linking the resources to a process number or by using a periodicity in number of TTI i.e. ms. The occurrence of predefined resources must be fixed in the DL (to limit the amount of blind decoding the UE has to perform) and in the UL (to avoid collisions between multiple UEs). Because of asynchronous HARQ in the DL, the predefined resources cannot be linked to a process number, and a periodicity in number of TTI must be used. In addition, even though it would be doable in the UL, linking the resources to a process number introduces a minimum recurrence of one HARQ RTT which is too short for services like VoIP.

Proposal 1: predefined resources for the first HARQ transmission are allocated with a periodicity in ms.
3.2
Number of Allocations

Since predefined resources are mainly intended for VoIP services and since it is very unlikely that one UE will have more than one VoIP service running at the same time, it is proposed that only one set of predefined resources are allocated per UE. Avoiding multiple allocations of predefined resources also simplifies E-UTRAN as possible interactions and collisions do not need to be addressed among predefined resources.
Proposal 2: only one set of predefined resources is allocated per UE.

3.3
Logical Channels
Which logical channel uses the predefined resources can be left to eNB implementation in the DL but in the UL, the behaviour of the UE needs to be specified to guarantee for instance that predefined resources allocated to VoIP are primarily used by VoIP.  The simplest way to achieve that is to rely on logical channel priorities as for regular transmissions, and thus avoid using a special mechanism (or TF selection / logical channel prioritization) for building the uplink transport block. This means that SRBs still have the highest priority and that logical channel primarily aimed at using predefined resources should be given a higher priority than other logical channels.

NOTE:
depending on how the PBR filtering is defined, the amount of predefined resources may have to be set by the eNB in accordance to the PBR.

Proposal 3: usage of predefined resources is based on logical channel priority and does not require a separate mechanism compared to regular transmissions.
3.4
Dynamic Scheduling

When dynamic scheduling overrides a predefined allocation for a TTI, the logical channels which were supposed to use the predefined allocation should also be sent. For instance, assuming that some predefined resources are allocated to VoIP and during one TTI dynamic scheduling overrules the predefined allocation to accommodate gaming data, gaming data cannot be sent alone: VoIP must also be sent. Proposal 3 defined above naturally guarantees that: VoIP is given a higher logical channel priority and can be sent always.
3.5
Collisions

When having two kinds of allocation for the same UE, collisions may occur between predefined resources for the first HARQ transmission and resources allocated for a retransmission. 
3.5.1
Downlink

In the downlink, this is not a problem thanks to asynchronous HARQ: the eNB is able to avoid scheduling a retransmission when a first transmission is supposed to take place. When the cell is highly loaded, if it does not have the freedom to schedule a retransmission, it should ignore the request from the UE for a retransmission.

Proposal 4: if a DL retransmission cannot be scheduled to avoid a collision with a predefined resource, no retransmission takes place.

3.5.2
Uplink

In the uplink, collisions are more likely to happen due to synchronous HARQ and signalling errors on the L1/L2 control signalling. To avoid collisions due to synchronous HARQ, the typical periodicity used for the allocation of predefined resources should not be divisible by a small number of processes. With 20ms being a typical value for predefined resources allocation for VoIP, the minimum number of processes should not be 4 or 5 but rather 6 or 7 at a minimum. Taking processing time into requirements [5], we then have 8 processes for the uplink.
Proposal 5: 8 HARQ processes in the uplink.
Then, if a retransmission is known to collide with a predefined resource, the eNB should acknowledge the transmission and avoid requesting for a retransmission from the UE.

Proposal 6: if asking for an UL retransmission leads to a collision with a predefined resource, the eNB should acknowledge the transmission even though it was not successful.

Unfortunately, proposal 6 alone is not enough if ACK→NAK errors still occur in the downlink i.e. a retransmission appears to be requested from the UE viewpoint although none was requested from the eNB. To solve this problem, either we guarantee that ACK→NAK errors cannot occur by scheduling retransmissions always [4], or a priority rule is introduced at the UE to cope with the problem.

Proposal 7a: schedule retransmissions always; or
Proposal 7b: always prioritize first transmissions on the predefined allocation over retransmissions.
3.6
Blind decoding in Uplink
Since RAN1 has “agreed not to have uplink data-associated control signalling in LTE, based on the assumption that this would not imply blind transport format detection is required in the NodeB” [3], and since it was subsequently agreed by RAN2 that “when the UE does not have enough data to fill the allocated resource, padding is used” [2], it is proposed to apply the same principles to the uplink predefined resources.
Proposal 8: no blind decoding of the uplink predefined resources.

4
Conclusion
Eight proposals were made to clarify some Stage 3 aspects of semi-persistent scheduling:
Proposal 1: predefined resources for the first HARQ transmission are allocated with a periodicity in ms.

Proposal 2: only one set of predefined resources is allocated per UE.

Proposal 3: usage of predefined resources is based on logical channel priority and does not require a separate mechanism compared to regular transmissions.

Proposal 4: if a DL retransmission cannot be scheduled to avoid a collision with a predefined resource, no retransmission takes place.

Proposal 5: 8 HARQ processes in the uplink.

Proposal 6: if asking for an UL retransmission leads to a collision with a predefined resource, the eNB acknowledges the transmission even though it was not successful.

Proposal 7a: schedule retransmissions always; or

Proposal 7b: always prioritize first transmissions on the predefined allocation over retransmissions.

Proposal 8: no blind decoding of the uplink predefined resources. 
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