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1. Introduction

This document is a general discussion of the performance issues associated with the registration schemes under consideration in RAN2.  Because the subject of tracking-area concepts has shown an ability to generate long and complex discussions, this analysis is offered in the hope that it can simplify consideration of the technical issues that arise in this area.
2. Discussion

2.1. Performance metrics

The performance of a scheme for tracking-area management can be measured in several ways.
· Registration load: Each registration requires uplink (RACH) activity and a downlink response, as well as consuming UE battery resources; hence, the fewer registrations per user per unit time, the better.

· Distribution (OTA): Contention on the RACH is essentially a local issue within each cell, so if certain cells bear the burden of a very large number of registrations, the ability of the cell to offer service will be degraded by the load on the RACH.  Thus it is desirable that large “spikes” should be avoided and the distribution of registrations across cells should be even.  To some extent the same concern applies to other signalling associated with the TA update procedure, but the RACH seems likely to be the tightest constraint.
· Distribution (S1c): The same issue that exists for RACH usage on particular cells could exist for messages on the S1c interface between eNB and MME, depending in part on the underlying infrastructure for that interface.  If certain links carry a disproportionate number of tracking-area-update messages, either the entire S1c interface will need to be overdimensioned so that corresponding resources are available everywhere, or the portions of the infrastructure that bear a large load will have to be identified and dimensioned accordingly.

· Paging load: If paging is viewed as a relatively expensive operation, the need to limit paging load (by decreasing the size of tracking areas) may trump other measures of efficiency.
· Signalling bandwidth: A method that requires transmission of a large amount of broadcast information (e.g., a long list of TA IDs) is obviously problematic, particularly in the case of the P-BCH where the available bandwidth is very limited.  Less crucially, the size of dedicated messages should be controlled as well.

· Prevention of ping-pong at boundaries: In the UMTS single-TA scheme, a stationary user near a tracking area boundary may be forced to make frequent tracking-area updates as minor fluctuations in the radio environment cause the best cell to change.  This situation is well understood and was a major source of impetus for introducing new tracking-area concepts in LTE standardisation.

· Implementation/deployment complexity: Whatever scheme is chosen should not be unreasonably complex to implement in the UE and network, nor for an operator to deploy and manage.

The entries in this list with the greatest potential to impose a hard limit are those related to over-the-air signalling load.  The BCH will never be able to transmit a list of TA IDs that exceeds the available bandwidth; it is less likely, but theoretically possible, for the paging load to reach a level at which the available bandwidth for the paging channel cannot carry it.  The RACH loading in particular cells can also fall into this category in extreme cases; if a particular cell bears a large signalling load from a disproportionate number of tracking area updates, the RACH on that cell becomes congested, causing more RACH failures and retries, and potentially creating a cascade in which many UEs are unable to become connected on that cell.
The remaining entries in the list can be seen as “soft” restrictions; it is at least possible in principle to relieve a congested S1c interface by buying more bandwidth, for instance.  However, avoiding these problems may be difficult and expensive, and so these metrics should be taken seriously even though they do not impose inviolable limits.

It should be noted that, in the multiple-TA case, the paging load is affected by the number of cells in all the tracking areas assigned to a single UE, rather than the size of a tracking area per se.
2.2. Equivalence of proposed schemes

There are two schemes under consideration: “overlapping”, in which a cell may belong to multiple TAs and the UE is assigned to one of them in the TA Update procedure, and “multiple”, in which each cell is part of only one tracking area (as in UMTS) but the UE can be assigned to several tracking areas at once (and needs to perform a TA update only if it enters a cell that is not part of any of its assigned TAs).

In an abstract sense these are really two variations of the same scheme; the UE is assigned to a particular set of cells, and any given cell may belong to several such sets.  In the overlapping case, each of these sets is a single TA, and in the multiple case, it is a union of TAs, but in terms of the actual UE mobility behaviour to be indicated, each scheme could in theory be realised as a special case of the other.  Figure 1 illustrates this equivalence.
[image: image1.emf]1

2

2

1

UE1: TAs 1 + 3

UE2: TAs 3 + 4

1 2

3 4

A

B

C

D

Multiple TAs Overlapping TAs


Figure 1: Multiple and overlapping TA schemes are equivalent
In the multiple-TA scheme, UE 1 is shown as being assigned to tracking areas 1 and 3, which cover the same cells as area C in the overlapping scheme; UE 2 is assigned to tracking areas 3 and 4, which cover the same region as the overlapping tracking area B.  The example of the figure is artificially simple, but the principle illustrated is general: the behaviour of any arrangement of overlapping TAs can be duplicated using multiple TAs, and vice versa.
Evidently, signalling associated with these UEs will be the same in all respects in the two TA schemes.  They are being tracked in the same cells in either case; therefore the paging load is identical, changes of tracking area will be required at the same locations in the service area, &c.
This equivalence means that the discussion of different tracking area concepts is not really about different network and UE behaviours, but about different encodings of the information to govern a single behaviour.  In particular, it means that for many of the metrics identified above the two schemes are not only comparable but identical.
2.3. Evaluating performance
With the equivalence described above in mind, the grounds for comparison are much narrowed.  Table 1 compares the two TA concepts using the metrics identified in Section 2.1.
	
	Update load
	Distribution OTA
	Distribution on S1c
	Paging load
	BCH load
	Ping-pong prevention
	Complexity

	Multiple
	Identical
	Identical
	Identical
	Identical
	= UMTS
	Identical
	Negligible (UE)
Moderate (NW)

	Overlapping
	
	
	
	
	High
	
	Negligible (UE and NW)


Table 1: Comparison of TA schemes

The only points of difference between the two schemes are BCH load and complexity.
Regarding BCH load, the magnitude of the problem posed by overlapping TAs depends on the number of layers.  The results of [1] suggest that the benefits of this scheme are not very large until there are approximately 4-6 layers.  Six layers of tracking areas, with a 16-bit ID, would add 96 bits to the contents of the P-BCH even in the absence of network sharing; given the size restrictions identified in past discussions (e.g., in [2]), it is not clear that this load would be feasible in practice in a deployed system, especially with a narrow system band.

With respect to implementation and deployment complexity, overlapping TAs are almost effortless to implement; the UE maintains the same information as in the UMTS single-TA model, and the network only has to decide which of the several TAs associated with a cell should be assigned to each UE.  Although the network could make significant efforts to develop smart assignment heuristics, it is not clear that there would be much gain in doing so; even an algorithm as simple-minded as choosing a random TA seems to achieve most of the theoretical benefits.

Similarly, multiple TAs are not a significant source of complexity for the UE implementation; it needs to maintain more information about its TA assignments, and compare the TA of a newly entered cell to a list rather than to a single stored value—no great burden even if the list is fairly long.  On the other hand, the network assumes a greater burden in this scheme; there is no equivalent of the “random TA” algorithm, so the network must make a somewhat “thoughtful” decision about which tracking areas to assign to each UE.
3. Conclusion

It is not the purpose of this paper to advocate for a particular tracking-area concept, but rather to clarify the criteria under which they should be considered.  In light of the contents of Table 1, the natural question is:
Q: Does limiting the BCH load justify the additional complexity of multiple TAs on the network side?

We suggest that the answer to this question could safely be used to determine which TA concept should be used.
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