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1 Introduction

The current specification requires transmission of E-DPCCH for every E-DPDCH transmission. Especially for low data rate services the signalling overhead becomes significant and degrades system performance in terms of capacity. If only a VoIP packet flow is mapped on EDCH the E-DPCCH overhead becomes a limiting factor. Furthermore, it is expected that after the initial phase RoHC becomes stable and packets with constant sizes are transmitted most of the time implying that the E-TFCI information on E-DPCCH becomes redundant. We therefore propose to reduce the signalling overhead for EDCH in case of VoIP transmission enabling extra system capacity and point out several options.

2 Discussion

As defined in the specifications of the E-DCH, cf. [1], the UE transmits a frame of packet data in the E-DPDCH channel simultaneously with a frame of control information in the E-DPCCH channel.  The control information communicated from UE to NodeB includes parameters that are in general necessary for the NodeB to decode the E-DPDCH frame. For both 2 ms and 10 ms TTI, the information carried on the E-DPCCH consists of 10 bits in total: 

· the E-TFCI (7 bits),

· the retransmission sequence number RSN (2 bits) 

· and the ‘happy’ bit. 

The size information in the E-TFCI is needed because the packet size can vary based on the type of the application and the dynamical nature of packet data communication.  The RSN is needed because the NodeB needs to know whether a packet is in its first transmission or a HARQ retransmission. If a previous transmission is not acknowledged by any of the NodeBs that are communicating to a UE, the UE will retransmit the same packet unless an acknowledgement is received from at least one NodeB or the maximal allowable number of retransmissions of the same packet is reached.  Therefore, even if a NodeB was not able to decode a packet transmission previously, it cannot predict whether the UE will send a new transmission of another data packet or the retransmission of the previous data packet since the previous data packet can be acknowledged by another NodeB.

The E-DPCCH is usually transmitted with sufficient power to guarantee that the NodeBs can decode this channel correctly.  For UEs that transmit E-DPDCH with large data packets, the total power given to the E-DPCCH channel is only a small fraction of the power given to all E-DPDCH channels.  However, for applications such as VoIP, the UEs transmit E-DPDCH with small data packets only.  In the latter case, the power given to E-DPCCH is significant compared with the power given to the corresponding E-DPDCH packet of the same UE. The actual overhead due to E-DPCCH depends on the TTI length, the number of targeted HARQ transmissions, and whether the UE is in SHO or not. We have observed a link overhead of  10 – 20% for the 10ms TTI when two HARQ transmissions are targeted, and 30 – 50% for the 2ms TTI when 6 HARQ are targeted. The additional power required for transmitting E-DPCCH can significantly reduce the overall VoIP capacity. The 2 ms TTI length may be preferred for VoIP since the smaller TTI length allows for a larger HARQ gain and also allows for a more refined latency target. However, the overhead due to E-DPCCH is even more significant because there is a higher effective E-DPCCH data rate and less diversity gain with 2 ms TTI length compared to 10 ms TTI length which enjoys a five times repetition gain. Figure 1 indicates the gains in overall VoIP capacity that are possible with the complete elimination of E-DPCCH, which provides an upper bound for the techniques we propose. 
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Figure 1:  Relative VoIP capacity comparison between 10ms and 2ms TTI, with and without E-DPCCH overhead. The capacity comparison comes from a fully dynamic system level simulation in which 2 HARQ transmissions are targeted for the 10ms TTI and 6 HARQ transmissions are targeted for the 2ms TTI. As the 10ms TTI enjoys a five times repetition gain on the E-DPCCH, elimination of E-DPCCH results in moderate (~10%) gain in VoIP capacity. For the 2ms TTI, the VoIP capacity gain from E-DPCCH removal is substantial (~30%). Note also that the 2ms TTI has a much higher VoIP capacity potential compared to the 10ms TTI.

We therefore intend to increase system capacity for applications such as VoIP where the transport block size has little variability and a single transport block size is used the most of the time. For example, the data rate for a VoIP user can be determined by that user’s specific codec.  Depending on the RAB chosen and scheduling strategy, the E-DCH packet size is constant once the RoHC compressor has reached its most highly compressed state (i.e. SO state). Note that while there is variability of a few bytes in the RoHC header size even in the highest compression state due to CRC, TS updates, and feedback headers, a RAB which contains just one PDU size that covers the largest packet size for the SO state of RoHC will result in a constant MAC-d PDU size, for both voice frames as well as SID frames. Further, from both a latency and cell coverage point of view, it is reasonable to assume that multiple MAC-d PDUs will not be aggregated into a single MAC-e PDU for VoIP. In this case the E-DCH packet size is constant, and hence there is no need for the UE to notify the NodeB of the E-DPDCH packet size for every E-DPDCH frame transmission, as the information carried on E-DPCCH becomes redundant. Although mechanisms for header updates are specified in the FO and IR states, it can be anticipated that for VoIP the header size does not change anymore once the highest compression state is reached. In the remainder, we refer to the converged packet size as the “default packet size”. Note that that we will not require strictly a constant transport block size, but the effectiveness of two of the options we present increases if the transport block size for voice frames is constant. While there is some overhead involved in forcing a constant E-DCH packet size in terms of padding to a single MAC-d PDU size, we feel this will be more than compensated for by reducing E-DPCCH overhead. We next present three solutions for reducing E-DPCCH overhead; Solutions 1 and 2 will work best with a constant packet size for the voice frames, where as Solution 3 discusses a method to handle variable packet sizes to avoid the padding overhead issue.

2.1 Solution 1: Blind Detection of the Re-transmissions 

In this solution, we propose that E-DPCCH is completely switched off whenever the corresponding E-DPDCH packet size matches the default packet size. For example, the default packet size may be chosen as to be the size of the packet when RoHC compresses down to the most highly compressed packet size: 1-byte R-0 base header and 2-bytes of UDP checksum (for IPv6).  As this packet size is present almost 80% of the time [2], switching off the E-DPCCH for the default packet size can significantly improve the air interface capacity.  Note that RoHC will introduce other packet sizes even in SO state, such as larger base headers for time stamp updates at the beginning of talk spurts as well for CRC and feedback headers. In addition, SID frames with various RoHC header sizes will be present. As these are not the default packet size, E-DPCCH would need to be transmitted. To fully take advantage of this solution, it would be beneficial to use a RAB in which most (if not all) of the packet sizes encountered in the SO state of RoHC result in a constant packet size, as then the E-DPCCH would not be necessary at all in the SO state of RoHC. The tradeoff will be of course the padding inefficiency introduced the RLC layer. 

Note that while the E-DPCCH is switched off, the UE can also be in a handoff situation from one NodeB to another one since the second NodeB may know the default E-DPDCH packet size based on the specific application and can thus assume the default size for E-DPDCH whenever it cannot decode E-DPCCH channel. A mechanism needs to be introduced in the RNC to inform NodeBs of the default packet size for a particular UE and HARQ process, whenever a particular NodeB is added to the active set. However, switching off the E-DPCCH also implies that the NodeB processing becomes more involved. Recall that the two most important parameters the E-DPCCH channel conveys are packet size and redundancy version.  While the NodeB knows to use the default packet size for VoIP like applications when the E-DPCCH is switched off, it is still blind on whether UE is transmitting a new data packet or re-transmitting a previously transmitted data packet.  Therefore, NodeB needs to decode each data packet multiple times based on all the possible redundancy versions for the currently received TTI.   

For example, assuming the maximal allowable number of transmissions (original transmissions and re-transmissions) for a VoIP user’s data packet is N (i.e., up to N-1 retransmission allowed), the NodeB needs to decode each E-DCH packet up to N times: firstly decoding the data packet assuming this is the new transmission, if it fails then decoding the data packet assuming this is the 1st retransmission, …, and finally decoding it assuming this is the (N-1)-th retransmission if all the proceeding efforts failed.  If a previous transmission has been received successfully L<N frames (corresponding to the same HARQ process) ago, the NodeB needs to decode each E-DCH packet only up to L times. This procedure stops either when the decoding succeeds with good CRC check or when all N trials fail. 

Therefore, the implementation complexity for decoding within the NodeB is increased by up to N times.  In practice, N has the value in the range of 2~4 or 2~6.  Provided the E-DPCCH is switched off for UEs where the data packet sizes are small in general, requiring N times more decoding capability for those UEs may only increase the overall NodeB implementation complexity for the decoding by some low percentage. 

Summary of Solution 1:


For UEs with applications where a single E-DPDCH transport block size is used a large portion of the time and the default E-DPDCH packet size is known, the UE will switch off the E-DPCCH transmission whenever the corresponding E-DPDCH packet size is equal to the default packet size.  For the VoIP application, the default packet size is used for most of the voice session, which means that the E-DPCCH is switched off most of the time and therefore the air interface resource consumed by E-DPCCH is significantly reduced.

The NodeB shall try to detect and decode E-DPCCH all the time as in the current art.  If it can detect and decode an E-DPCCH transmission, the NodeB shall use the packet size and redundancy information from the decoded E-DPCCH to decode the E-DPDCH that is transmitted simultaneously.  However, if E-DPCCH cannot be detected, the NodeB shall assume the default packet size is used by the UE and shall try to decode the E-DPDCH multiple times based on all possible redundancy version numbers for the most recently received E-DPDCH frame. The NodeB performs E-DPDCH DTX detection in order to prevent continuous decoding. 

The following modifications would be required:

· RRC needs to be modified to be able to configure the UE accordingly

· NBAP needs to be modified to configure the NodeBs

· L1/L2 modification is needed to change the UE behaviour if configured

2.2 Solution 2: Aided Detection of the Re-transmissions 

Solution 2 is a modification of Solution 1 to simplify the NodeB implementation.  The approach is identical to Solution 1 except that the UE sends a 1-bit flag (referred to as new-tx flag) to NodeB indicating when a new E-DPDCH frame is transmitted while E-DPCCH is switched off. Decoding E-DPDCH multiple times in the NodeB can be avoided by introducing the new-tx flag when E-DPCCH is switched off. The NodeB operation can be described as follows:

· If Node B detects the E-DPCCH transmission but not the new-tx flag, use redundancy version and packet size information from the decoded E-DPCCH frame to try to decode E-DPDCH.

· If Node B does not detect the E-DPCCH transmission but the new-tx flag, use the default packet size and redundancy_version = 0 (i.e., a new transmission) to try to decode E-DPDCH.

· If Node B does not detect the E-DPCCH transmission or the new-tx flag, use the default packet size and redundancy_version = previous redundancy_version + 1 to try to decode E-DPDCH.  What it means is that the NodeB always uses the last detected new-tx flag to synchronize with the redundancy version as used by the UE. 

Compared with Solution 1, Solution 2 can simplify the NodeB implementation by avoiding decoding the same E-DPDCH transmission multiple times at the expense of consuming some air interface resources to tranmsit the new-tx flag.  The new-tx flag could be transmitted from UE to NodeB by either using a specific code point on the current E-DPCCH or by means of separate physical code channel. However, power consumption for transmitting 1 bit for new transmissions only is significantly less than power consumption for transmitting E-DPCCH with the current art.

Note that the new-tx-flag is transmitted only when a Mac-e PDU is transmitted for the first time.  In addition, the new-tx flag contains only 1 bit of information while E-DPCCH currently contains 10 bits. As certain HARQ processes can be reserved for VoIP as non-scheduled transmissions, the new flag can be sent as a certain code point of a reduced E-DPCCH (with smaller E-TFCS) for that HARQ process.

Summary of Solution 2:
The UE’s behavior is identical to what is summarized under Solution 1 except that a 1-bit new-tx flag is sent to NodeB whenever E-DPCCH is switched off and a Mac-e PDU is transmitted for the first time. The NodeB needs to detect whether there is a new-tx flag and whether a regular E-DPCCH is transmitted.  If E-DPCCH is detected the NodeB should obtain the packet size and redundancy version information from the decoded E-DPCCH transmission.  If the new-tx flag is detected, the NodeB should use it to synchronize the redundancy version with the UE and assume the default packet size for E-DPDCH.  If neither new-tx flag nor E-DPCCH is detected, NodeB should assume the default packet size for E-DPDCH and derive the redundancy version from the previously detected E-DPCCH or new-tx-flag.

The following modifications would be required:

· RRC needs to be modified to be able to configure the UE accordingly

· NBAP needs to be modified to configure the NodeBs

· L1/L2 modification is needed to change the UE behaviour and introduce signalling flag

2.3 Solution 3: Aided Detection of the Re-transmissions With Variable Packet Size 

Solution 3 is a modification of Solution 2 in which we allow the regular E-DPCCH to be switched off over a small range of packet sizes. This allows us to choose a RAB, which does not result in a lot of padding inefficiency, as we no longer are striving to achieve a constant E-DPDCH transport block size. For Solutions 1 and 2 we assumed that either the E-DPDCH transport block size would be constant in the most highly compressed RoHC state, which implies that a padding of 2 or 3 bytes is necessary for the smallest RoHC base header (R-0 in the case of R-mode), which occurs the most frequently. In addition, we assumed that the AMR SID frames would also be padded to a constant packet size so that all frames delivered by the vocoder would have the same E-DPDCH transport block size, which means that E-DPCCH could be switched off for all voice frames once RoHC reaches the SO state. The other alternative was to assume that most packets will be of the default packet size in which case E-DPCCH would not need to be transmitted, but there will be other packet sizes such as SID frames and certain RoHC headers which would be of a different packet size, requiring transmission of the regular E-DPCCH. As the number of transport block sizes needed to cover the packet sizes encountered in the SO state of the R-mode of RoHC is relatively small, we can avoid the padding inefficiency problem by introducing a simple 2-bit signalling to indicate 4 possible packet sizes: 

1. voice frame with R-0 base header 

2. SID frame with R-0 base header 

3. voice frame with largest amount of RoHC overhead in SO state 

4. SID frame with largest amount of RoHC overhead in SO state 

As in Solution 2, the two-information-bit signalling will be sent only for the first MAC-e PDU transmission, and will not be sent for retransmissions. Compared to solution 2, solution 3 avoids the need for padding to force a constant packet size for complete E-DPCCH suppression, or the other way to view it is that it avoids regular E-DPCCH transmission over the range of packet sizes encountered in the SO state of RoHC. 

Similar as in solution2 certain HARQ processes can be reserved for VoIP as non-scheduled transmissions, the reduced code book size would then apply to these HARQ processes only.

Summary of Solution 3:
Solution three proposes to use a reduced code book size for the E-TFCI. According to the above the signalling overhead is reduced by enabling additional coding gain for services with restricted E-TFCS.

The following modifications would be required:

· RRC needs to be modified to be able to configure the UE accordingly

· NBAP needs to be modified to configure the reduced E-TFCS at the NodeBs

· L1/L2 modification is needed to change the UE behaviour if configured

3 Conclusion

We propose to discuss and agree on the benefits in terms of system capacity when E-DPCCH can be suppressed when TB sizes become predictable as in the case of VoIP. Further we propose to include one of the solutions described above into the specification to enable enhanced VoIP system capacity.
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