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1. Introduction

RAN plenary #27 has asked RAN2 to revise the E-DCH scheduler grant scheme and come up with a scheme that is based on the current RG-mode and where the present duplicated functionality caused by dual modes is removed. 

This paper lists a few key requirements that may risk being overlooked in the scheduler revision process. The paper then proposes a revised scheduler grant scheme, based on RG-mode and avoiding any duplication of functionality. 

NB. This paper does not discuss needs for ramping (stage 2 open item 5.13). We believe that if ramping is desired, it can be realized with RGs from the network, and therefore it is excluded from our proposed scheme. If RAN2 finds that UE autonomous ramping support is necessary, then this can be added as an independent feature on top of our proposal. 

2. Basic requirements 

Apart from fundamental requirements on stability and efficiency, we list below a set of expressed requirements that risk being overlooked in the revision of scheduler grant scheme:  

1. It shall be possible to schedule the UEs individually, to enable adequate QoS handling between logical channels of different priority. (QoS-based scheduling is important specifically when operating at the cell capacity limit). 

2. It shall be possible to use simple QoS over-provisioning when operating below the cell capacity limit, to minimize latency for all logical channels;

3. It shall be possible to switch, without incurring high downlink signaling, between over-provisioning and individual QoS handling in a cell when the cell load fluctuates;

These requirements are essential for us: we see them as prerequisites for a well-performing scheduler. 

3. Analysis with the objective to fulfill requirements

In this section, we analyze the requirements and conclude on possible solutions to satisfy the requirements. It should be noted that we are fully prepared to agree on alternative solutions as long as the requirements are fulfilled. 

3.1. Adequate QoS handling leads to dedicated Absolute and Relative Grants from serving cell (requirement 1) 

With a common Absolute Grant per cell, it is not seen feasible to handle QoS adequately for individual channels. QoS between UEs can be handled through group identities, but will corrupt priorities between channels when UEs have multiple channels active: for example, a UE’s background data will be sent faster if it also has a gaming application active. Given that scheduled applications may range from streaming, gaming, www browsing to background file upload, it is unacceptable that the scheduler does not include full QoS support. 

Individual users and channels could be handled with only dedicated Absolute Grants, but would cause too much downlink signaling compared to also using Relative Grants. 

Conclusion: Keep current support for dedicated Absolute Grants and Relative Grants from serving RLS, with current RG-mode definitions. 

3.2. Switching between over-provisioning and individual QoS handling leads to two identities (requirements 2-3)

In accordance with requirement 2, it shall be possible to give data flows immediate access to the medium when the cell load so allows. To use a request/grant cycle also at low loads would be an unnecessary limitation that would cause significant latency especially for 10ms TTI. 

Moving to QoS handling of individual UEs and their channels should still be possible when high load requires prioritization (requirement 3).

QoS over-provisioning can be realized by issuing Absolute Grants in advance to the UEs in the cell. This can be done in three different ways, as listed below. The problem with the two first methods is what happens when the load fluctuates and the scheduler needs to move between using over-provisioning and individual QoS handling.

1. Issuing a common Absolute Grant to all UEs. When the load increases and the over-provisioning must be stopped, the ‘in-advance’ SG is reset to zero by a new zero-rate Absolute Grant. However, at that time, ongoing transmissions will suffer badly: each of those will have to get a new dedicated Absolute Grant on another E-RNTI, which first requires Node B-triggered reconfiguration of all active UEs by the SRNC. We do not see this as feasible in practice.

2. Issuing a dedicated Absolute Grant to each UE. The scheduler can issue one Absolute Grant to each UE, setting the ‘in-advance’ SG in the UE. When the load increases, and individual QoS handling is required, the scheduler again needs to send one Absolute Grant to each inactive UE to reset its SG to zero. This is doable, but the downlink signaling load is unnecessarily high, since all the grants include the same information.

3. Issuing a common Absolute Grant to all UEs and dedicated Absolute Grants to all active UEs. If the UE is configured to listen to one AGCH but reacts to two E-RNTIs, one of those can be used for issuing the common Absolute Grant, setting the ‘in-advance’ SG, and to reset the SG when load increases. The other E-RNTI is used to give dedicated Absolute Grants to those UEs that are actively transmitting, to avoid stopping these flows when the common zero-rate Absolute Grant is sent. This was proposed in [3]. Two E-RNTIs were also proposed in [2], though that paper proposed that the UE should change its internal ‘mode’ and listen/not listen to RGs and ramp/not ramp depending on which identity the AG was received. This was considered complex for the UE, something that is not valid for [3]: here, one E-RNTI overrides the other in setting the SG in the UE, but the UE behaviour after setting the SG is totally independent of which E-RNTI sets the SG – the UE is always in a single ‘mode’.

Options 1-2 appear to have drawbacks that make them unfeasible in practice. Only option 3 fulfills the requirements, and we propose that this solution is supported by the scheduler specification.

Conclusion: Allow that one UE reacts to Absolute Grants of two identities (E-RNTIs) on its single AGCH. One identity is ‘primary’, and Absolute Grants with this identity always affects the SG. Absolute Grants on the ‘secondary’ identity only affects the SG if that SG was either zero or originally set by an Absolute Grant of the secondary identity. 

4. Conclusion

We have outlined a scheduling design according to the RAN plenary recommendation, i.e. which is based on the RG-mode and removes duplicated functionality. 

In short the solution is: 

· RG-mode is the baseline, and current AG and RG definitions remain unchanged;

· Common, group and dedicated Absolute Grants are allowed as in current RG-mode. This is transparent to the UE;

· Two E-RNTIs per UE are used to move easily between QoS over-provisioning using common Absolute Grants and individual QoS handling using dedicated Absolute Grants. 

Absence of two modes makes UE implementation and testing easier. The design uses only components already discussed in RAN2 and requires only small changes to the existing text in TS25.309 (most of them related to the ‘modes’ removal), as shown below. Hence, agreement on this design should enable closure of the scheduler issue in RAN2 in a rapid manner. 
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9
Node B controlled scheduling

9.1
General Principle

The Node B controlled scheduling is based on uplink and downlink control together with a set of rules on how the UE shall behave with respect to this signaling.

In the downlink, a resource indication (Scheduling Grant) is required to indicate to the UE the maximum amount of uplink resources it may use. When issuing Scheduling Grants, the Node B may use QoS-related information provided by the SRNC (see subclause 11.1.1) and from the UE in Scheduling Requests (see subclause 9.3.1)

The Scheduling Grants have the following characteristics:

-
Scheduling Grants are only to be used for the E-DCH TFC selection algorithm (i.e. they do not to influence the TFC selection for the DCHs);

-
Scheduling Grants control the maximum allowed E-DPDCH/DPCCH power ratio;

-
All grants are deterministic;

-
Scheduling Grants can be sent once per TTI or slower;

-
There are two types of grants:

-
The Absolute Grants provide an absolute limitation of the maximum amount of UL resources the UE may use;

-
The Relative Grants increase or decrease the resource limitation compared to the previously used value;

-
Absolute Grants are sent by the Serving E-DCH cell:

-
They are valid for one UE, for a group of UEs or for all UEs;

They can have an associated duration (FFS)

-
The Absolute Grant contains:

· the identity (E-RNTI) of the UE (or group of UEs) for which the grant is intended;
· the maximum power ratio the UE is allowed to use;
· a flag indicating if the Absolute Grant is applicable to a single process or to all processes, in case of 2ms TTI (Note: the per-process approach is only possible for the “RG” based mode). For the 10ms TTI, the use of the bit encoding the flag is FFS.
-
Group identities or dedicated identities are not distinguished by the UE (i.e. the UE behaviour is exactly the same). It is up to the UTRAN to allocate the same identity to a group of UEs;

-
Up to two identities (E-RNTIs), one primary and one secondary, can be allocated to a UE at a time. The allocation is done by the Node-B and sent by the SRNC in RRC.

-
The identity consists of 16 bits (16 bits CRC at layer 1);

-
In case of 2ms TTI, an Absolute Grant can be associated to a single process (only for the “RG” based mode), or to all processes (for both “RG” and “Non RG” modes);

-
In case of 10ms TTI, an Absolute Grant is associated to all processes (for both “RG and “Non RG” modes);

-
Relative Grants (updates) are sent by the Serving and Non-Serving Node-Bs as a complement to Absolute Grants:

· The UE behaviour is exactly the same for Relative Grants for one UE, for a group of UEs and for all UEs;
-
The Relative Grant from the Serving E-DCH RLS can take one of the three values: “UP”, “HOLD” or “DOWN”;

-
The Relative Grant from the Non-serving E-DCH RLS can take one of the two values: “HOLD” or “DOWN”. The “HOLD” command is sent as DTX. The “DOWN” command corresponds to an “overload indicator”;

-
For each UE, the non-serving Node-B operation is as follows:

-
If the Node-B could not decode the E-DPCCH/E-DPDCH for the last n1 TTIs (where n1 is TBD) because of processing issue, it shall notify the SRNC;

-
The non-serving Node-B is allowed to send a “DOWN” command only for RoT reasons (maximum allocated uplink RoT in the cell is exceeded) and not because of lack of internal processing resources.

9.2
UE scheduling operation

9.2.1
Grants from the Serving RLS

The UE shall be able to receive Absolute Grant from the Serving E-DCH cell and Relative Grant from the Serving E-DCH RLS. 


The UE shall handle the Grant from the Serving E-DCH RLS as follows:

-
The UE maintains a “Serving Grant” (SGi) for each HARQ process i;

-
The SGi is used in the E-TFC selection algorithm as the maximum allowed E-DPDCH/DPCCH power ratio for the transmission of the HARQ process it refers to;

-
The SGi is updated according to the following algorithm, regardless of the transmission/retransmission status of the HARQ process. The SGi is not used for the E-TFC selection algorithm if the HARQ process is in retransmission;
-
When receiving an “Absolute Grant” on the E-AGCH of the serving E-DCH cell:

-
In case of 10ms TTI, SGi is set to the received value for all HARQ processes;

-
In case of 2ms TTI, SGi is set to the received value either for all HARQ processes or for one process only depending on the SingleProcess flag of the E-AGCH.

-
If no “Absolute Grant” is received by the UE, then the UE shall follow the “Relative Grant” of the Serving E-DCH RLS:

-
A Serving Relative Grant is interpreted relative to the UE power ratio in the previous TTI for the same hybrid ARQ process as the transmission which the Relative Grant will affect (see figure 9.2.1-1);
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Figure 9.2.1-1: Timing relation for Relative Grant

-
When the UE receives an “UP” from Serving E-DCH RLS:

-
New SGi = Last used power ratio (i) + Delta;
-
When the UE receives a “DOWN” from Serving E-DCH RLS:

-
New SGi = Last used power ratio (i) – Delta;
-When the UE receives a “HOLD” (i.e. DTX) from the Serving E-DCH RLS:

- 
In case of 2ms TTI, SGi remains unchanged (per process approach);

- 
In case of 10ms TTI: SGi in the immediate preceeding TTI is reused for the current TTI: new SGi = SGi-1 (per UE approach).


· 





.

9.2.2
Grants from the Non-serving RLS

Node-B from the Non-serving E-DCH RLS will only send Relative Grants to the UE. The UE shall handle the RG from the Non-serving E-DCH RLS as follows:

-
When the UE receives a “DOWN” from at least one Non-serving E-DCH RLS:

-For all HARQ processes (for all i):
: new SGi = Last used power ratio (i) – Delta; 


-
The Delta may be dependent on the bit rate;

-
The option to use a calculated offset is FFS (e.g. the offset may be function of the measured CPICH power on the overloaded cells in relation to the measured CPICH power on the serving cell);


-
When the UE does not receive a “DOWN” from any Non-serving E-DCH RLSs;

-
The UE shall follow the Serving E-DCH RLS’s Scheduling Grants.

9.2.3
Precedence of Grants 
Absolute Grants received with the primary and secondary identities (E-RNTIs) affect the UE according to the following: 

· Absolute Grants with the primary identity always affects the SG.
· Absolute Grants with the secondary identity only affects the SG if the SG was previously zero, or if the latest Absolute Grant that affected the SG had the secondary identity. 
In the case of a UE receiving grants from both the Serving and Non-Serving RLS, the UE behaviour is the following:

-
When the UE receives a scheduling grant from the Serving E-DCH RLS and a "DOWN" command from at least one Non-Serving E-DCH RLS:

-
For every HARQ process (for every i):
new SGi is set to the minimum between the Last used power ratio minus Delta and the received AG/RG from serving RLS;
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