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1
Introduction

At the RAN1/RAN2 ad-hoc meeting on the Rel-6 work items (Cannes, France, 21 – 24 June 2004) several contributions, e.g., [1, 2, 3 and 4] discussed the use of synchronous and/or asynchronous retransmission schemes for the E-DCH MAC-e protocol and the HARQ processes involved. It is clear that the choice of HARQ retransmission scheme has an impact on the inherent delays imposed by the HARQ processes. 

In general terms, it could be concluded that an asynchronous retransmission scheme offers a higher degree of flexibility at the decision of which MAC-e PDU to be transmitted at each TTI. An asynchronous retransmission scheme could thus be beneficial in cutting the initial delay until a certain MAC-e PDU is transmitted the first time. The higher degree of flexibility could thereby be used to cut the overall HARQ delay for, in particular, small portions of high priority data and/or signalling messages, which might be sent in parallel with larger portions of low or medium priority data.

On the other hand, an asynchronous retransmission scheme, in general terms, requires more MAC-e signalling information, compared to a synchronous scheme, in order to tell the receiver about the MAC-e PDUs in transfer. The MAC-e signalling information generates an overhead. It could also be subject to errors, which means that a synchronous retransmission scheme may be more robust and less subjective to transmission errors at the MAC-e level. The detailed specification of an asynchronous scheme to be implemented in the UE could also be very complex and difficult to verify by conformance testing.

This paper attempts to make an estimate of the inherent HARQ delay that could be expected, depending on the chosen type of retransmission scheme. The modelling in this paper divides the overall HARQ delay in two parts: the HARQ initial transmission latency and the HARQ inherent process delay. Each part shows a statistical distribution and needs to be assessed using statistical measures. 

The analysis has been done for overall block erasure rates (overall BLER) of 10% and 20%. The corresponding initial BLER (the BLER at the first transmission of a particular MAC-e PDU) is slightly higher than that.

2
Analysis

2.1
Basic assumptions

In general, the assumptions made in this document are used for the sake of understanding and analysing the delay properties of the HARQ process. They are not intended to constrain the ongoing development of the HARQ protocol for E-DCH.

Assumption 1:
The UE may transmit a single MAC-e PDU for each TTI. The TTI is the time interval from the start to the end of transmission of one MAC-e PDU.

Assumption 2:
The HARQ protocol is fed by a constant flow of MAC-e SDUs at low or medium priority. (This is perhaps a slightly pessimistic assumption, because the background flow is typically varying. However, it could be claimed to represent a kind of "worst case".)

Assumption 3:
A high priority transmission is requested from upper layers at a randomly selected point of time. It is given priority over the ongoing transmission at low or medium priority. In case of a synchronous retransmission scheme, it is given priority over the initial transmission of MAC-e PDUs of low or medium priority.

Assumption 4:
Pre-emption of the ongoing transmissions at low or medium priority is not used.

Assumption 5:
When using an asynchronous retransmission scheme, the number of available HARQ processes does not limit the number of ongoing parallel transmission.

Assumption 6:
When using a synchronous retransmission scheme, the number of available HARQ processes is effectively determined by the quotient between a predetermined retransmission interval and the TTI.

2.2
HARQ initial transmission latency

2.2.1
Definition

Definition 1:
The HARQ initial transmission latency is defined as the elapsed time from the point in time where a prioritised MAC-e SDU is received from upper layers till the earliest point in time where transmission may start. No queuing of prioritised MAC-e SDUs is assumed. The internal processing times within the MAC-e end-points are neglected.

Assumption 7:
The MAC-e SDUs are received from the upper layers randomly in time. There is no particular correlation between the reception of a MAC-e PDU and the TTIs of the E-DCH.

2.2.2
Asynchronous retransmission scheme

When an asynchronous retransmission scheme is used, the estimation of the HARQ initial transmission latency is more or less trivial. Since high priority (or signalling) data is given priority over the ongoing low or medium priority data flow, the transmission of a MAC-e PDU carrying the prioritised MAC-e SDU can be scheduled at the next TTI. (The low or medium priority data is delayed.) The time distribution of the HARQ initial transmission latency is thus a rectangular distribution [0, TTI].

The average HARQ initial transmission latency in this case is half a TTI (i.e., 0.5 TTI). The 95-percentile corresponds to 95% of the TTI (i.e., 0.95 TTI).

2.2.3
Synchronous retransmission scheme

When a synchronous retransmission scheme is used, the next TTI following the reception of a prioritised MAC-e PDU may be occupied by the retransmission of an earlier MAC-e PDU. In order to start a new transmission, the sending end-point needs to select a TTI, which is not occupied by a retransmission, i.e., the first TTI, where the transmission one retransmission interval earlier, resulted in a positive acknowledgement from the receiving MAC-e end-point.

Assumption 8:
The risk of a lost positive acknowledgement from the receiving MAC-e end-point is neglected in the analysis. 

(This is an idealization in order to simplify the modelling. It is justified by the assumption that the probability of a lost acknowledgement is much less than the BLER of the E-DCH. If necessary, it could be compensated by using a slightly higher BLER in the calculations than the actual BLER of the E-DCH, taking also the risk of lost acknowledgements into account.)

Assumption 9:
The different HARQ processes running in parallel are independent. There is no particular correlation between the occurrences of retransmissions in the parallel HARQ processes. 

(This is also an idealization in order to simplify the modelling. Typically, there is a degree of short-term correlation of the erasure rate between independent transmissions. The impact of that on the results presented in this documents has not been analysed.)

As a consequence of the assumption 9, a binomial distribution could be assumed of the occupied TTIs within a window less or equal the total number of parallel HARQ processes. The probability of a particular TTI to be occupied is equal to the overall block erasure rate (overall BLER) of the E-DCH.

If the TTI window is extended beyond the number of parallel HARQ processes, there is a certain correlation between TTIs at a distance equal to the retransmission interval. Due to the properties of the HARQ process, if a TTI is occupied by a retransmission, the probability that the next TTI belonging to the same HARQ process (separated by one retransmission interval) is also occupied should be lower than the overall probability. (In general, the probability for another retransmission gradually decreases along with the number of previous transmissions.) However, this effect is not taken into account in this analysis. A binominal distribution of the occupied TTIs is thus assumed for any window of consecutive TTIs.

Assuming a binomial distribution of the occupied TTIs, the probability for a sequence of N(1 consecutive TTIs, where all are occupied, followed by an unoccupied TTI (i.e., that the next unoccupied TTI occurs in the next N:th position) is given in the table 1 for different values of the overall BLER (10 and 20%).

Table 1: Distribution of the next unoccupied TTI

	Next available TTI (N):
	1
	2
	3
	4
	5
	6
	> 6

	Overall BLER = 10%:
	0.9000
	0.0900
	0.0090
	0.0009
	< 1E-4
	–
	–

	Overall BLER = 20%:
	0.8000
	0.1600
	0.0320
	0.0064
	0.0013
	0.0003
	< 1E-4


Based on the probabilities given in the table 1, taking into account the rectangular distribution of MAC-e SDU receptions between the TTIs, the HARQ initial transmission latency can be estimated. 

2.2.4
Results

The estimated HARQ initial transmission latencies are given in the table 2. Note that the latencies in the table are given in units of TTI. Depending on the actual value of the TTI, these values need to be scaled by the TTI, in order to get the actual latency in units of millisecond.

Table 2: Estimated HARQ initial transmission latency [TTI]

	
	Overall BLER
	Initial BLER
	HARQ initial retransmission latency [TTI]

	
	
	
	Average
	95-percentile

	Asynchronous retransmission
	–
	0.50
	0.95

	Synchronous retransmission
	10%
	(10.5%
	0.61 (+0.11)
	1.56 (+0.61)

	
	20%
	( 22.4%
	0.75 (+0.25)
	1.94 (+0.99)


In the table 2, the differences between the latencies for the synchronous and the asynchronous retransmission schemes are indicated within parenthesis.

2.3
HARQ inherent processing delay

2.3.1
Definition

Definition 2:
The HARQ inherent processing delay is defined as the elapsed time from the start of transmission of a particular MAC-e PDU till the complete reception, resulting in a successful decoding of the MAC-e PDU at the receiving MAC-e end-point. 

Assumption 10:
A prioritised MAC-e PDU is considered. The internal processing times within the MAC-e end-points are neglected.

2.3.2
Estimation

Based on the definition, there should not be any difference in the HARQ inherent processing delay between a synchronous and an asynchronous transmission scheme, when the high priority MAC-e PDUs are considered. 

In the table 3, the expected distributions of the required transmissions for a successful decoding of a MAC-e PDU are given for the different values of the overall BLER (10 and 20%). 

It should be noted that the figures given in the table 3 are based on a theoretical model: an initial BLER value is assumed for the first transmission. In case of an erasure, the erasure probability for each new retransmission is then reduced by 50% ("cut in half"), due to the incremental redundancy scheme used and the accumulation of energy in the receiving end-point. The initial BLER is then adjusted to fit the targeted overall BLER.

The theoretical model used is "rough", but expected good enough when analysing low or moderate BLER values. For higher BLER values (overall BLER values in the range of 40% to 60% could be interesting), a more accurate model is probably needed, as the number of required retransmissions is expected to grow. 

In this case, the majority of MAC-e PDUs require just one transmission. The 95-percentile could be found within the second transmission (first retransmission) for both of the overall BLER values that are analysed.

Table 3: "Expected" distribution of required transmissions for a successful decoding

	Required transmissions:
	1
	2
	3
	4
	5
	6
	> 6

	Overall BLER = 10%:
	0.8946
	0.0998
	0.0054
	0.0001
	< 1E-4
	–
	–

	Overall BLER = 20%:
	0.7765
	0.1985
	0.0236
	0.0014
	< 1E-4
	–
	–


The same overall BLER values are assumed for the data flows of both high and low priority. That corresponds to a situation where the operating point of the E-DCH is not changed depending of the multiplexing of the various data flows.

2.3.3
Results

Based on the distributions given in the table 3, the HARQ inherent processing delay can be calculated. In the table 4, the results are given for both 2 ms and 10 ms TTI. In the 2 ms case, 5 parallel HARQ processes are assumed. In the 10 ms case, 2 parallel HARQ processes are assumed. The results are given in millisecond for 10% and 20% overall BLER, respectively, taking the TTI and number of parallel HARQ processes into account.

Table 4: HARQ inherent processing delay

	Overall BLER
	Initial BLER
	HARQ inherent processing delay
[2 ms TTI; 5 parallel HARQ]
	HARQ inherent processing delay
[10 ms TTI; 3 parallel HARQ]

	
	
	Average
	95-percentile
	Average
	95-percentile

	10%
	(10.5%
	3.1 ms
	12 ms
	13 ms
	40 ms

	20%
	( 22.4%
	4.5 ms
	12 ms
	18 ms
	40 ms


(Note: the reason why there is no difference at the 95-percentile between the two BLER levels is that the 95-percentile effectively changes stepwise and that one retransmission is needed for the 95-percentile at both levels.)

2.4
Total HARQ delay

Based on the previous results, the total HARQ delay can be calculated, including both the initial transmission latency and the inherent processing delay. 

The average values from the tables 2 and 4 can basically be added. Note however that the values in the table 2 need to be scaled by the TTI before they are used. The calculation of the 95-percentile is slightly more complicated, because each combination of the initial delay and the number of required transmissions need to be considered in order to assess the total distribution function, from which the percentile can be determined.

The results from these calculations are given in the table 5. The estimated difference between the delay in the synchronous case and the corresponding delay in the asynchronous case are given within parenthesis.

Table 5: Estimated total HARQ delay (small portion of high priority data)

	TTI [ms]
	Overall BLER
	Synchronous
	Asynchronous

	
	
	Average
	95-percentile
	Average
	95-percentile

	2
	10%
	4.3 (+0.2) ms
	13 (±0) ms
	4.1 ms
	13 ms

	2
	20%
	6.0 (+0.5) ms
	15 (+1) ms
	5.5 ms
	14 ms

	10
	10%
	19 (+1) ms
	46 (±0) ms
	18 ms
	46 ms

	10
	20%
	25 (+2) ms
	55 (+6) ms
	23 ms
	49 ms


3
Conclusion

The HARQ delay has been studied for small portions (effectively less than one MAC-e PDU) of high priority data that is received from upper layers during an ongoing transmission of low or medium priority data. The total delay till it can be delivered to the upper layers at the receiving side has been estimated for configurations using 2 ms and 10 ms TTI and different BLER targets. 

The analysis has been restricted to "moderate" overall BLER levels (10% and 20%, respectively). It might be of interest to study more aggressive operating points for the HARQ protocol, i.e. overall BLER levels around, for instance, 40% or above. However, such analysis might require a more accurate modelling of the required number of retransmission than the one used in this document (table 3), preferably based on simulation or analysis of existing incremental redundancy schemes.

The HARQ delays using a synchronous retransmission scheme are generally slightly higher, compared with the corresponding configurations using an asynchronous retransmission scheme (as expected). The difference is however not very large. The relative difference is typically around 10% or less.

The results in this document are based on certain assumptions, which have been accounted. With a different set of assumptions, slightly different results might be obtained. However, the conclusion here is that there is no major disadvantage to use a synchronous retransmission scheme for the HARQ protocol in terms of the delay properties. The difference should quite easily be outweighed by a less complex and more robust definition of the UE requirements associated with a synchronous scheme (discussed in other documents), combined with a less complex set of test requirements.
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