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1. Introduction

Agreement of RAN2, since RAN2#31, is to work on mechanisms for HARQ protocol stall avoidance – in addition to the reordering Timer and the Reordering Window – to improve delay performance, i.e. to make sure that an RLC entity on the UE side receives RLC PDUs, which are carried via the HS-DSCH, as early as possible from the MAC-hs layer, while at the same time keeping the right sequence of these RLC PDUs. 

A sufficient condition for keeping the right sequence of RLC PDUs is to make sure that the reordering entity stores MAC-hs PDUs in the same sequence, which they had on the sending side. 
There are two reasons, why the HARQ protocol can be stalled due to the requirement to keep, by all means, the right sequence of MAC-hs PDUs:

(1) Due to a NACK>ACK misinterpretation, a MAC-hs PDU is lost.

(2) The scheduler decides to abort the transmission of a MAC-hs PDU:

a) Because it intends to switch to a higher priority class

b) Because some maximum number of retransmissions has been exceeded (this maximum number could be a fixed number, or it could result from the expiry of a timer, e.g. the equivalent of the reordering timer on the UE side provided to the scheduler as proposed in [2].

In both cases, the considered MAC-hs PDU is missing in the reordering buffer and causes a gap. Temporarily, there can be further gaps in the reordering buffer, simply because a MAC-hs PDU ( is under retransmission at some point-in-time, while a MAC-hs PDU, that was sent later than ( (on another HARQ process), was already decoded error-free. 

In the following, we use the definition.

“useless gap”: Any MAC-hs PDU missing in the reordering buffer because of (1) or (2) causes a “useless gap”, since it does not make sense to wait further in order to receive this MAC-hs PDU, it will never be received. 

The other possible gaps, at some point in time, are only temporary, i.e. if it is waited long enough, these gaps will disappear automatically, i.e. they are temporary gaps. A “temporary gap” can become a “useless gap”.

“Useless gaps” should be removed from the reordering buffer as soon as possible, i.e. the corresponding MAC-hs PDU is considered received, and all MAC-hs PDUs in the reordering buffer until the next expected MAC-hs PDU are delivered to the upper layer.

2. Recap on the limitations of known techniques to remove “useless gaps” 

2.1 Reordering Timer

The Reordering Timer has to be set to a value that corresponds to a bit more than the longest interval, for which the sending side might interrupt the transmission of MAC-hs PDUs for a priority class. For the case that the considered UE is temporarily not served, since the scheduler has switched to other UEs, this would mean that, given the Reordering Timer has been set to some value, the scheduler should either make sure that it resumes transmission to the considered UE before the Reordering Timer elapses, or discards those MAC-hs PDUs for the considered UE, for which the reordering timer has elapsed. 

Remark: This requirement does not result from the need to avoid that the UE receives a MAC-hs PDU, which it no longer expects, but only from an efficiency point-of-view: The reordering window would make sure that a MAC-hs PDU (expressed by its TSN), for which the timer has elapsed, and which therefore has been removed from the reordering buffer, and has been marked as “received”, will be detected as already having been received. If the scheduler retransmits it, after the reordering timer has elapsed in the UE for this MAC-hs PDU, it would simply be discarded at the UE. However, it is a waste of downlink resources to retransmit the MAC-hs PDU, if it is anyway no longer expected by the UE and therefore will be discarded. 

As a consequence, the scheduler should also be aware of the Reordering Timer duration, and it has to start, for each MAC-hs PDU, which it transmits for the first time, a timer of that duration. If this timer elapses for one MAC-hs PDU, which has not yet been acknowledged, the scheduler can be sure that the Reordering Timer also has removed the TSN gap originating from that MAC-hs PDU. Hence, it was proposed by NOKIA on RAN2#32 to make the Reordering Timer duration also available on NodeB [2]. Note, that having the reordering timer duration available at NodeB is already assumed in [1] and [3], where it is also absolutely required to avoid the “wrap-around problem”, since no reordering window is assumed there.

Obviously, to increase the flexibility in switching to different UEs, it would be good to set the Reordering Timer to quite a long value as already argued in [1], so that in e.g. 90% of the cases, transmission to one UE can be resumed without the reordering timer having elapsed.

2.2 Reordering window

A reordering window of size N=32 can remove a TSN gap only after   N x 2ms = 64 ms   after the gap came into being, since the window is only advanced (and can then remove TSN gaps), if the NodeB has sent a MAC-hs PDU, which is outside the reordering window. Under normal conditions, this window would not be advanced using a TSN, which is not the follower of the TSN of the upper edge of the window.
 

Hence, the lower bound for the Reordering Timer duration clearly is 64ms, since otherwise it would always be the Reordering Timer that removes TSN gaps, and never the Reordering Window.
 

3. Requirements for techniques to speed up removal of “useless gaps”

If the “useless gap” comes into being, because the scheduler decided to abort the transmission for a MAC-hs PDU, the scheduler knows about the fact that a “useless gap” will result. If the “useless gap” results from a NACK>ACK mis-interpretation, the scheduler has no means to detect that.

An additional approach should not only be able to remove “useless gaps” in case of an abortion, but also for the case of NACK>ACK misinterpretation, especially because RAN2#30 decided to accept a degradation of the NACK>ACK misinterpretation probability requirement to more 10e-03 or even higher in the critical cases of soft handover, i.e. “useless gaps”. 

Ideally, an additional approach should not overlap with one of the existing means for stall avoidance, but should only be a supplement.

4. New approach based on the idea of using a MAC-hs PDU to advance the reordering window

The new approach is to 

· allow the scheduler to add, to a MAC-hs PDU as part of the MAC-hs header, a list of TSNs for those MAC-hs PDUs of a priority class, which the scheduler still intends to retransmit, i.e. for which the scheduler has noticed a NACK.  A TSN in this list is called a “Still-NACK’ed-to-Re-initiate-transmission-Indication” (SNRI).  In many cases, padding bits, to be filled into the MAC-hs PDU anyway, can be used to accommodate this list.


or

· use a Control MAC-hs PDU, which only contains these SNRI-lists for each priority class.  This would especially be beneficial, if it is required to make sure that the SNRI-list is, with a very high probability, received error-free, and without retransmissions (to avoid as much as possible that a NACK>ACK mis-interpretation causes loss of this PDU). 25.321v520 already provides a TB size of 137 for the HS-DSCH, which would provide a code rate of about 1/7, which seems to provide an even better reliability (although not required) than that of the HS-SCCH

depending on the particular case to be covered for removing “useless gaps”.

The SNRI-list for a priority class can also be empty. Hence, presence of the list in a MAC-hs PDU in itself carries information. If the SNRI-list is missing for a priority class, nothing is done for this priority class w.r.t. to gap removal.

4.1 Size of the SNRI-list

Since with 8 HARQ processes, only up to 8 parallel retransmissions can be ongoing at any point in time, the SNRI-list would be small:

Coding the list for each priority class as follows

	Meaning
	# of bits

	Priority class: 
	3

	Count of TSNs: 
	3

	Up to 8 TSNs:
	6

	
	…

	
	6


would result in the worst case of one TSN for each priority class in (3 + 3 + 6)bit  x  8 = 96 bits, i.e it would fit in the smallest TB size of 137 bit. Due to the code rate of about 1/7, the risk is very low that a retransmission would be required. There are other coding schemes, which might need even fewer bits in some cases (e.g. having always a table for each priority class, where the first table refers to priority class 1, the second to priority class 2 and so on so that the priority class identifier could be avoided. The count field could be avoided using 7 bits for each TSN, where the 7th bit indicates whether a further TSN for this priority class is added).  

Note that there is a difference between an empty SNRI-list for a priority class and a missing SNRI-list: If the SNRI-list is missing for a priority class, the UE simply ignores the Control-MAC-hs PDU for this priority class. However, if the SNRI-list is present and empty, this means that the UE should remove all gaps in the reordering buffer of that priority class. A reason for not including the SNRI-list for one priority class could be that for this priority class the data stream is continuous so that the reordering window can resolve the situation, and hence the size of the Control-MAC-hs PDU can be reduced.

Usually the MAC-hs Control PDU could be sent via one HARQ process, while on the others retransmissions are still ongoing. Since the MAC-hs Control PDU only contains the SNRI-list of TSNs, for which the scheduler intends to send retransmissions, the UE can ignore those TSNs in the SNRI-list, which refer to MAC-hs PDUs, which were, in the meantime, decoded error-free.

4.2 How the UE derives useless gaps from the SNRI-list

Based on the SNRI-lists, the UE detects “useless gaps” for each priority class as follows: All gaps in the reordering buffer related to TSNs, which do not occur also in the SNRI-list for that priority class, must be “useless gaps”. Hence, the UE can remove them.

4.3 When to send the SNRI-list

The list would only be included in a MAC-hs PDU or sent as a separate Control MAC-hs PDU

· from time to time, and only in those cases were the reordering window cannot clean the situation. Obviously, a necessary condition for having, on one priority class, a high number of MAC-hs PDUs still to be retransmitted, is that data for that priority class is sent continuously to the UE. Then, however, the window-based mechanism would clear the situation. 

Interestingly, if the SNRI-list is sent from time-to-time, the best point-in-time to send it, would be, whenever it is pretty small! If the SNRI-list contained many TSNs, this would mean that as many retransmissions are ongoing, i.e. gaps in the reordering buffer are still temporary! This is partly due to the fact that “useless gaps” due to NACK>ACK misinterpretations cannot be detected at the scheduler.

· at particular events, e.g. abortion (mainly case 2b) or interruption of the transmission to the considered UE, due to a switch to other UEs.

The next subsection discusses the cases, when the SNRI-list would be included in a MAC-hs PDU or be sent as a separate Control PDU..

4.3.1 The scheduler decides to interrupt (not necessarily abort!) transmission to the considered UE in order to switch to other UEs

Consider the situation shortly before interrupting transmission in order to switch to other UEs:

1. If the scheduler sees NACK’s for all HARQ processes used for transmission to one UE, it would most probably not be beneficial to remove any “useless gap”, since anyway MAC-hs PDUs are still under transmission, i.e. there will be quite a lot of “temporary gaps”, which never become “useless gaps”. However, if desired, the scheduler could abort one of the tranmissions and send this MAC-hs Control PDU on the HARQ-process, on which transmission of a MAC-hs PDU was aborted.

2. If the scheduler sees at least one ACK for one of the HARQ processes, it can send, on this HARQ process, a MAC-hs Control PDU carrying for each priority class an SNRI-list, which can be empty for some or all of the priority classes. 

4.3.2 Switching to higher priority classes

The reordering window can clear the situation, if the higher priority class interrupts, only for a few TTI-hs
, the lower priority stream. However, when switching to a higher priority class, it is in most cases not clear, how long the interruption would take. There are two options:

· still always send a Control MAC-hs PDU before switching to a higher priority class.

· only include the SNRI-list as part of one of the MAC-hs PDUs used to serve the higher priority class, if the interruption is really long.

Note that in both cases, the SNRI-list of the priority class, for which transmission is aborted in order to switch to a higher priority class, should not contain the TSN of the aborted MAC-hs PDU, if for this MAC-hs PDU transmission is to be re-initiated when resuming transmission for the lower priority class.

Note that the separate Control MAC-hs PDU always has the advantage that due to the higher code rate, it is very likely that the first transmission is already successful, so that the relatively high risk of a NACK>ACK-misinterpretation usually cannot cause a loss of this Control-MAC-hs PDU.

4.3.3 A low data rate stream (e.g. Signalling Radio Bearers)

In this case, longer RLC SDUs are generated from time to time being segmented into a bigger number of RLC-PDUs, but fewer RLC-PDUs than required to fill up 32 MAC-hs PDUs to make the reordering window work. In order to reduce delay, the RLC PDUs would be sent in MAC-hs PDUs on several HARQ processes quasi-parallel.

If there is no stream with the same priority as that of the considered RLC-PDUs, there would be for a short burst period some MAC-hs PDUs only carrying these RLC-PDUs. Hence, if some segments (especially the last ones) of the longer RLC SDU are lost, e.g. due to NACK>ACK misinterpretation, it would help to significantly reduce delay for this RB, if at least this “useless gap” were removed using the SNRI-list 

a) in a separate Control MAC-hs PDU, after all RLC PDUs of that RLC SDU have been transmitted and been positively acknowledged (which still can mean “useless gaps” in the reordering entity of that priority class)


or

b) included from time-to-time (preferably at the end of the burst) in MAC-hs PDUs of other priorities.

If there is at least one RB with the same priority as that of the considered RB, and this RB causes a less bursty RLC PDU streams, no SNRI-list has to be included, since the reordering window could resolve the situation, since the MAC-hs PDU stream is continuous.

It is unlikely that there is only one priority class stream for one UE, which in addition would only cause a bursty stream of MAC-hs PDUs, i.e. with longer phases without any transmissions, so that the reordering window cannot remove “useless gaps”. If that were the case, the means of choice would be again to send a Control MAC-hs PDU to terminate each burst.

5. Comparison with other proposals

5.1 Zero Payload MAC-hs PDU whose TSN means the TSN of an aborted MAC-hs PDU [8].

According to [8], “the zero payload PDU is sent to the UE to inform the UE of the data blocks that have been aborted by the NodeB”[…] “either through exceeding total number of retransmissions and/or pre-emption by higher priority data block, or a NACK to ACK error in the feedback”.

Since NodeB cannot detect NACK>ACK misinterpretations, this statement is only partially correct, i.e. the zero payload PDU can only be used to notify the UE about a MAC-hs PDU, whose transmission was aborted.
Considering a continuous data stream, there would be no need for using the zero payload MAC-hs PDU to remove the “useless gap” due to abortion, since the reordering window could clean the situation.

Hence, the proposed scheme would only help to resolve some of the relevant cases. E.g. the case is not covered, where the scheduler switches to other UEs, and not long before that switch, a NACK>ACK misinterpretation causes a “useless gap”, which is not removed by the reordering window operation, since not enough MAC-hs PDUs (in the worst case 32 would be required) are sent before switching. 

Also, it is required to send one zero payload MAC-hs PDU for each aborted MAC-hs PDU, even if the MAC-hs PDUs belong to the same priority class. Especially, when switching to other UEs it would be beneficial to just convey one zero payload MAC-hs PDU to the UE carrying all TSNs of MAC-hs PDUs of all priority classes that were aborted. This is especially important, if the explicit indication of the TSN of an aborted MAC-hs PDU is not to be done directly after the abortion in order to be able to leave removal of the “useless gap” to the reordering window.

5.2 Sending a MAC-hs PDU with a TSN that is well in advance of the upper edge of the reordering window or other MRW schemes (e.g. advance the window from UPPER_EDGE to UPPER_EDGE+x)

The problem of such a solution is that the scheduler does not have full knowledge, about which TSN forms the upper edge of the reordering window at the UE side. As a consequence, it could happen that TSN* could be within the reordering window, and the MAC-hs PDU numbered with TSN* would either simply be discarded or could even violate in-sequence. 

However, without exact knowledge of the upper edge of the reordering window at the UE side, the scheduler cannot determine x in such a manner that it can be sure to actually remove the “useless gap” resulting from an aborted MAC-hs PDU, and at the same time avoid that the MAC-hs PDU carrying the TSN, which is well in advance of the upper edge, falls in the current reordering window.

5.3 Control PDU via HS-DSCH versus using HS-SCCH to convey SNRI-lists

[8] discusses two alternatives for conveying the TSN of the aborted MAC-hs PDU: as part of the zero payload MAC-hs PDU or via the HS-SCCH. Using the HS-SCCH (by defining remaining code points, which are not used to indicate the codes to be used) would have the advantage of having one more code available for transmission to other UEs. However, using the HS-SCCH would not allow conveying lists of TSNs, i.e. if more than one aborted MAC-hs PDU has to be expressed, this has to be done sequentially via the HS-SCCH over several TTI-hs.

In most cases the SNRI-list as described here, would be empty or only contain one TSN. Hence, also the HS-SCCH could be used to convey one SNRI-list (containing one or none TSN) for each priority class. However, then one transmission for each priority class is needed.

6. Proposal

It is proposed to allow for the scheduler to send to a UE – as part of a MAC-hs PDU carrying some or no MAC-hs SDUs – for a number of priority classes one SNRI-list each, i.e. a list of TSNs of MAC-hs PDUs, which are still under retransmission or for which the scheduler intends to re-initiate transmission (SNRI: “Still-NACK’ed-or-to-Re-initiate-transmission-Indication”). The scheduler should send the SNRI-lists only, if the reordering window cannot resolve the situation.

For each priority class, the UE removes gaps in the reordering buffer, which refer to TSNs, which are not mentioned in the SNRI-list for that priority class. These gaps can only have resulted from either NACK>ACK-misinterpretations or abortions.

By means of the SNRI-list, it is possible for a considered UE to remove “useless gaps” in the reordering buffers, when the reordering window cannot resolve the situation, e.g. especially when the scheduler interrupts transmission to the considered UE, in order to switch to other UEs. All “useless gaps” can thus be removed, i.e. gaps which originate from abortions or NACK>ACK misinterpretations.

Note that the SNRI-lists of all priority classes for a considered list can at most contain 8 TSNs in all, since there are only 8 HARQ-processes, so that in total only 8 MAC-hs PDUs can be under retransmission at the same time. However, the scheduler should not send such big SNRI-lists, since anyway most of the corresponding gaps are only “temporary gaps”, which never become “useless gaps” so that in those cases the reordering window would resolve the situation, even if the scheduler inbetween switches to other UEs.

The SNRI-lists should preferably be sent immediately before the scheduler switches to other UEs. In order to avoid that due to a NACK>ACK-misinterpretation the SNRI-list is lost in such situations, it seems best to send it as part of a MAC-hs PDU carrying no MAC-hs SDUs, so that the data would fit in the smallest transport block size (137 bit) with a code rate of about 1/7. Other scenarios, where the reordering window cannot resolve the situation would be the case of a priority class, for which there are long pauses with no MAC-hs PDU transmissions. For these priority classes, the SNRI-list should be sent as part of a MAC-hs PDU carrying no MAC-hs SDUs. Depending on the channel conditions (CQI value) the SNRI-list could also be carried as part of a MAC-hs PDU, which carries MAC-hs SDUs for priority classes continuously receiving data.

6.1 MAC-hs structure for including SNRI-lists
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� Note, that the lower edge of the Reordering Window does not necessarily equal the TSN_next_expected, since the current description of the Reordering Window operation does not say that the lower edged of the Reordering Window is advanced by one, if the MAC-hs PDU with a TSN equal to the lower edge of the Reordering Window has been received successfully.


� Note that in the simulation results presented by Ericsson in [4], the Reordering Timer was set to 50ms, i.e. these simulation results only show the delay performance, if stall avoidance is done by means of the Reordering Timer alone, with a very favourable setting for its duration.


� TTI-hs: The transmission time interval of the HS-DSCH (2ms) in contrast to the TTI of 10ms of the other Transport Channels. In RAN1, this is called a subframe.


� [8] uses the term ASN (Acknowledge Sequence Number) in a different way than in the earlier contributions on stall avoidance [5,6,7], where the ASN indicates in a MAC-hs PDU sent on HARQ process ( the TSN of the previous MAC-hs PDU of the same priority class, which was acknowledged last on (. Hence, the ASN as defined in [5,6,7] helps both to remove “useless gaps” resulting from both abortion and NACK>ACK misinterpretation. In [8], the ASN is only used to convey the TSN of an aborted MAC-hs PDU.
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