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Introduction 
A few open issues remained unresolved from RAN2#123 meeting:
	Working assumption: Define a new separate MAC CE for DSR (remaining delay and associated data volume) reporting, e.g. DSR reporting is not coupled with BSR reporting. Detailed Definition of associated data volume is FFS. 
Support threshold based DSR reporting, e.g. DSR reporting is triggered when remaining delay of a PDU/PDU set is below a NW configured threshold. The threshold is configured per LCG. FFS whether configuring multiple thresholds for a LCG is supported. Definition of remaining time is FFS.


We discuss these FFS issues, as well as a few other ones that have not been discussed yet, in this paper.
Discussion
If a flow is not based on PDU sets, then we think the definition of remaining time is fairly straightforward. It should be the residual value of the PDCP discard timer for the PDU, because the PDU is discarded at expiry of the discard timer. 
Proposal 1. 	For a flow not based on PDU sets, the remaining time of a PDU is the remaining value of its PDCP discard timer. 
In SA2’s current definition, PSDB for a DL PDU set starts from the arrival of the first PDU in the PDU set. Hence the delivery deadline for the whole PDU set = the arrival time of the first PDU + PSDB. We think the same definition applies to UL PDU sets. Under this definition, all PDUs in a UL PDU set share a common delivery deadline, which is determined from the time when the first PDU in the UL PDU set arrives at UE plus a delay budget (e.g. PSDB) configured by network. 


Figure 1. Definition of remaining time for a PDU set
For example, in Figure 1 above, when the first PDU in a PDU set arrives, its arrival time, together with delay budget (e.g. PSDB in this example), sets the “deadline” (i.e. t1 in the figure) for all PDUs in that PDU set. When the next PDU (i.e. PDU#2 in the figure) arrives, its delay budget is not based on PSDB. Instead, it is the remaining value of the PDCP discard time of the PDU#1.
So far there have been discussions on how to model PDU discard timer for PDU sets. There are two alternatives:
· Alt 1. Each PDU in a PDU set is associated with its own PDCP discard timer. When a PDU’s PDCP discard timer expires, the discard timers of all other PDUs in the same PDU set are considered expired too. In this case, the remaining time of a PDU is the remaining value of the PDCP discard timer of the first PDU (in terms of arrival time) in the PDU set. Note that this model is feasible for UE’s implementation because in legacy, PDCP discard timer for a PDU keeps running even after a PDU is discarded (e.g. upon its successful delivery). Therefore, even after the first PDU in a PDU set is discarded, UE can still check the remaining value of its PDCP discard timer for other PDUs.
· Alt 2. Each PDU set has only one PDCP discard timer shared by all PDUs in the PDU set. This discard timer is started when the first PDU in the PDU set arrives at UE. In this case, the remaining time is simply the remaining value of the PDCP discard timer for the PDU set.
We think both alternatives can be made to work, and it is hard to choose over the other. Therefore, depending on which alternative RAN2 eventually agree to, the remaining time for a PDU set can be defined as follows:
Proposal 2a. 	If RAN2 agree to associate each PDU in a PDU set with its own PDCP discard timer, which is started upon arrival of the PDU, then the remaining time of a PDU is the remaining value of the PDCP discard timer of the first PDU (in terms of arrival time) in the PDU set.
Proposal 2b. 	If RAN2 agree to have only one PDCP discard timer shared by all PDUs in the PDU set, then the remaining time of a PDU is the remaining value of the PDCP discard timer for the PDU set.
Next, we discuss whether single or multiple thresholds triggering DSR can be configured. 
First, we think it is necessary to separate thresholds for triggering DSR and thresholds for reporting remaining time. 
Let us first analyse reporting of remaining times. If all PDUs in UE’s buffer are associated with a single PDU set, then they all have the same remaining time. Consequently, only one remaining time needs to be reported. However, there are other possible scenarios that require multiple remaining times to be reported.
For example, an LCG may have multiple PDU sets buffered, e.g. when the periodicity of a flow is much shorter than the delay requirement for the flow. In that case, it is possible that more than one of those remaining times are below DSR triggering threshold when a DSR MAC CE is sent. 
We think DSR is also useful for flows which are delay sensitive but not based on PDU sets, or for UEs that do not have capability of supporting UL PDU sets. In those cases, individual PDUs may have arrived at different time and hence have different remaining times. It is possible that some of them are below DSR triggering threshold when a DSR MAC CE is sent. 
Observation 1.	It is possible that an LCG has multiple PDUs or PDU sets with different remaining times below DSR triggering threshold when a DSR MAC CE is to be sent. 
In the above two cases, it is clearly not sufficient for network scheduler if UE reports only one remaining time in DSR. It is especially so considering the fact that PDUs or PDU sets in XR traffic can have wide range of sizes. For example, a PDU set with PSI index =0 (most important frame) can be much larger than a PDU set with PSI index =15 (least important frame). If there are one PSI=15 PDU set ahead of PSI=0 PDU set in the queue, whether reporting only one of them or both of them can have very different implications for gNB scheduler. Therefore, it is useful for network to be aware of all the remaining times instead of only the shortest one.
Observation 2.	In those cases, reporting a single remaining time (e.g. the shortest one) is not sufficient for network, especially considering the fact that different PDU or PDU sets may have very different sizes.
Proposal 3. 	One DSR MAC CE can include information associated with more than one remaining time.
There can be different options for reporting remaining time or information related to remaining time. For example, DSR MAC CE may include all remaining times below the triggering threshold. It may work fine for PDU sets based flows/LCGs, because typically there will not be many PDU sets with remaining times below triggering threshold at the same time. On the other hand, if traffic in an LCG is not based on PDU set, then there can be many remaining times to report. In that case, some encoding is needed. 
Observation 3. Since multiple remaining times may be below triggering thresholds, it is more efficient to encode them than signaling them directly. 
One solution is for network to configure one or more reporting thresholds. For example, suppose triggering threshold is 15 msec. Then network may configure 5 msec, 10 msec, and 15 msec as reporting thresholds. In the DRS MAC CE, UE reports the amount of data which is below each configured reporting threshold. 
Proposal 4.	Network can configure an LCG with one or more reporting thresholds. A DSR MAC CE includes the amount of data whose remaining time is below each configured reporting threshold.
A triggering threshold is the one that UE uses to trigger DSR, i.e. when the remaining time of a PDU or PDU set in UE’s buffer drops below the threshold, UE triggers a DSR. Since UE can report delay associated with multiple remaining times in a DSR MAC CE, network can get a good sampling of UE’s delay status from a DSR MAC CE. Even after time elapses (e.g. T msec later), network is still able to infer the latest delay status of those PDUs or PDU sets that were reported in the DSR MAC CE (i.e. the reported remaining time – T). Therefore, we do not see strong reasons to configure multiple triggering thresholds for DSR.
Proposal 5. 	RAN2 confirm that an LCG needs at most one DSR triggering threshold. 
It has been agreed that DSR will be sent in its own dedicated MAC CE. We think this MAC CE should include at least the following elements:
· Since only LCGs which have triggered DSR need to be included in a DSR MAC CE, this MAC CE should include indications (e.g. a bit map) on which LCGs are included.
· If an LCG is included in the MAC CE, the amount of its data whose remaining time is below each of its configured reporting thresholds should be included. We think both legacy and the new BSR table may be used to report data size. That will require inclusion of an indication (e.g. a bit map) on which BSR table is used in when reporting amount of data below each reporting threshold.
Proposal 6. 	A DSR MAC CE includes the following fields:
· A bitmap that indicates which LCGs are reporting their delay status;
· For each LCG included in the MAC CE, the amount of its data whose remaining time is below each of its reporting threshold(s);
· A bitmap that indicates which BSR table is used to report amount of data below each configured reporting threshold.
It is possible that multiple DSRs can be triggered (e.g. either by different LCGs or different PDU sets in the same LCG) when a PUSCH resource becomes available to include a DSR MAC CE. In that case, it is more efficient to include information from all pending DSRs in a single DSR MAC CE than send a DSR MAC CE for each pending DSR. This is the same design as how pending BSRs are included in a single BSR MAC CE. Therefore, it should be required that a MAC PDU includes at most one DSR MACE. 
Proposal 7.  	A MAC PDU contains at most one DSR MAC CE.
As to the exact set of pending DSRs to be included in a DSR MAC CE, we think a criterion similar to that for BSR can be considered, i.e. use the time of assembly of the MAC PDU as the reference point. More specifically, when building DSR MAC CE as part of the assembly of the MAC PDU, UE should consider all pending DSRs that have been triggered up to that time point. 
Proposal 8.	When building DSR MAC CE as part of the assembly of the MAC PDU, UE should consider all pending DSRs that have been triggered up to that time point. 
Similar to BSR, if a MAC PDU can accommodate all PDUs in an LCG whose remaining times fall below that LCG's DSR triggering threshold, then delay status of that LCG does not need to be included in the DSR MAC CE. If the same can be said about all LCGs, then the DSR MAC CE does not need to be included in the MAC PDU.
Proposal 9a.  	If a MAC PDU can accommodate all PDUs in an LCG whose remaining times fall below that LCG's DSR triggering threshold, then delay status of that LCG does not need to be included in the DSR MAC CE. 
Proposal 9b.  	If a MAC PDU can accommodate all PDUs whose remaining time falls below their corresponding triggering thresholds, then DSR MAC CE does not need to be included in the MAC PDU.
Conclusion
Based on the above analysis, we’d kindly request RAN2 to discuss and agree to the following proposals:
Proposal 1. 	For a flow not based on PDU sets, the remaining time of a PDU is the remaining value of its PDCP discard timer. 
Proposal 2a. 	If RAN2 agree to associate each PDU in a PDU set with its own PDCP discard timer, which is started upon arrival of the PDU, then the remaining time of a PDU is the remaining value of the PDCP discard timer of the first PDU (in terms of arrival time) in the PDU set.
Proposal 2b. 	If RAN2 agree to have only one PDCP discard timer shared by all PDUs in the PDU set, then the remaining time of a PDU is the remaining value of the PDCP discard timer for the PDU set.
Observation 1.	It is possible that an LCG has multiple PDUs or PDU sets with different remaining times below DSR triggering threshold when a DSR MAC CE is to be sent. 
Observation 2.	In those cases, reporting a single remaining time (e.g. the shortest one) is not sufficient for network, especially considering the fact that different PDU or PDU sets may have very different sizes.
Proposal 3. 	One DSR MAC CE can include information associated with more than one remaining time.
Observation 3. Since multiple remaining times may be below triggering thresholds, it is more efficient to encode them than signaling them directly. 
Proposal 4.	Network can configure an LCG with one or more reporting thresholds. A DSR MAC CE includes the amount of data whose remaining time is below each configured reporting threshold.
Proposal 5. 	RAN2 confirm that an LCG needs at most one DSR triggering threshold. 
Proposal 6. 	A DSR MAC CE includes the following fields:
· A bitmap that indicates which LCGs are reporting their delay status;
· For each LCG included in the MAC CE, the amount of its data whose remaining time is below each of its reporting threshold(s);
· A bitmap that indicates which BSR table is used to report amount of data below each configured reporting threshold.
Proposal 7.  	A MAC PDU contains at most one DSR MAC CE.
Proposal 8.	When building DSR MAC CE as part of the assembly of the MAC PDU, UE should consider all pending DSRs that have been triggered up to that time point. 
Proposal 9a.  	If a MAC PDU can accommodate all PDUs in an LCG whose remaining times fall below that LCG's DSR triggering threshold, then delay status of that LCG does not need to be included in the DSR MAC CE. 
Proposal 9b.  	If a MAC PDU can accommodate all PDUs whose remaining time falls below their corresponding triggering thresholds, then DSR MAC CE does not need to be included in the MAC PDU.
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