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Introduction
According to the revised WID for NR XR [1], RAN2 should address the following objectives to specify the enhancements for capacity improvement:
	
-	Multiple Configured Grant (CG) PUSCH transmission occasions in a period of a single CG PUSCH configuration (RAN1, RAN2);  
-	Dynamic indication of unused CG PUSCH occasion(s) based on Uplink Control Information (UCI) by the UE (RAN1, RAN2);
-	Buffer Status Report (BSR) enhancements including at least new Buffer Status Table(s) (RAN2);
-	Delay reporting of buffered data in uplink (RAN2);
-	Discard operation of PDU Sets for DL and UL (RAN2, RAN3);



RAN1 has already started discussing multi-PUSCH CG and made several agreements relating to resource allocation, HARQ PID determination, and UTO-UCI design etc. According to the LS from RAN1 [2], the HARQ PID for each PUSCH in a multi-PUSCH CG can be determined based on the following:
	Agreement
From RAN1 perspective, for determination of HARQ process IDs associated to PUSCHs in multi-PUSCHs CG assuming one TB per PUSCH:
· The HARQ process ID for the first configured PUSCH in a period is determined based on the legacy CG procedure when cg-RetransmissionTimer is not configured, and applying the following formula, whichever is applicable
· HARQ Process ID = [X*floor( (CURRENT_symbol ) / periodicity)] modulo nrofHARQ-Processes
· HARQ Process ID = [X*floor((CURRENT_symbol ) / periodicity)] modulo nrofHARQ-Processes + harq-ProcID-Offset2
· X= the number of configured PUSCHs in the CG period

· The HARQ process ID of the remaining configured and valid CG PUSCHs in the period is determined by incrementing the HARQ process ID of the preceding PUSCH in the period by one with module operation with nrofHARQ-Processes or module operation with (nrofHARQ-Processes + harq-ProcID-Offset2), whichever applicable.
· Note: A configured CG PUSCH is invalid if the CG PUSCH is dropped due to collision with DL symbol(s) indicated by tdd-UL-DL-ConfigurationCommon or tdd-UL-DL-ConfigurationDedicated or SSB.


 
In addition to HARQ PID determination, we have also identified some other RAN1 agreements that may have some impacts to MAC operations:
	Agreement
· When a CG PUSCH occasion is indicated as “unused”, the UE is not allowed to transmit CG PUSCH on that CG PUSCH occasion. 
· For any other CG PUSCH occasion that is NOT indicated as “unused”, the UE is allowed to transmit or not to transmit CG PUSCH on that CG PUSCH occasion as per legacy specification.
· No RAN1 specification impact

Agreement
· A CG PUSCH occasion indicated as “unused” earlier, is not allowed to be indicated as “NOT unused later”.
· A CG PUSCH occasion indicated as “NOT unused” earlier, can be indicated as “unused” later.
· FFS: Whether there is specification impact

Agreement
The UTO-UCI indication for a CG configuration is applicable to only valid CG PUSCH TOs, if any.
· Note: A configured CG PUSCH is invalid if the CG PUSCH is dropped due to collision with DL symbol(s) indicated by tdd-UL-DL-ConfigurationCommon or tdd-UL-DL-ConfigurationDedicated or SSB. Otherwise, it is valid.

Agreement
Indication of UTO-UCI by CG PUSCHs associated to a CG configuration, is enabled by configuration of an RRC parameter.
· FFS on whether/how to extend to multiple CG configurations




This paper aims to provide some of our views on some of the issues that RAN2 may need to consider based on the agreements made by RAN1, including how UTO is determined, when the UTO can be updated, and how the UE MAC should treat the CG PUSCH that has already been indicated as “unused”.

Discussions
UTO Determination
The key motivation of the Rel-18 WI objectives relating to configured grant (CG) with multiple PUSCH resources in one cycle is to handle potentially large packets. In particular, although XR traffic is typically periodic and hence the CG is a suitable way for resource allocation, there may be shortcomings when dealing with XR traffic of varying packet size. Since the TBS for every CG occasion is fixed, and it could be too small to fit a large packet in one CG period – it means the UE may need additional resources to complete the delivery of this packet (or PDU Set), which causes potential latency. On the other hand, one could configure a large TBS in the CG to ensure it can accommodate the largest possible packet of this XR traffic in every CG cycle, but it may be over-provisioning as a lot of pre-allocated resources are not needed and wasted. With multiple PUSCH per CG cycle, the UL resource can be used by the UE more flexibly. When the packet size is large, the UE can fully exploit all the PUSCHs. When the packet size is relatively small, the UE can only use a fraction of resources in one CG cycle. Moreover, when the PUSCHs in one CG cycle are not fully used, some indication can be provided for the gNB to know which resources are not used, and therefore the gNB could allocate such resources to other UEs to improve the system capacity. Currently, RAN1 has confirmed that such indication is called “unused transmission occasion UCI” or UTO-UCI, which is a new type of UCI which can be multiplexed into PUSCH, akin to CG-UCI. Since MAC has a better visibility of the amount of buffered data, we think UTO should be determined by MAC. Once the UTO information is determined at MAC, it can further deliver the determined UTO information PHY for UTO-UCI signaling.
Proposal 1: RAN2 should confirm that MAC can determine the information of unused transmission occasions (UTO), and provide it to PHY for UTO-UCI signaling.
Apparently, the UTO determination is highly relevant to the amount of data in the uplink buffer, as the UE may decide how many PUSCHs it needs in a CG period to transmit the buffered data. Nevertheless, it is also possible for the UE to use more resources than what is needed for the buffered user data. For example, some MAC CEs and/or SRB payloads may have been or will be triggered, which requires the UE to use more PUSCH resources. Thus, it is difficult to specify exactly how the UE should translate the buffer status into UTO information. In light of this, we tend to think this could be up to UE implementation on how the UTO are determined. But we are open to further discuss how this should be handled.
Having said that, some rules should be defined in the specifications to make sure the UTO is determined in a sensible way. In particular, this does not make sense for the UE to still indicate a PUSCH as “used”, if we already know that such PUSCH resource cannot be used anyway due to certain reasons. For instance, if the configuredGrantTimer associating to the HARQ PID of a PUSCH in a multi-PUSCH CG would be running when the PUSCH is to be processed or transmitted, the PUSCH should always be indicated as a UTO. As another example, if the UE knows a PUSCH in a multi-PUSCH CG is to be de-prioritized, this PUSCH should be indicated as a UTO too.
Proposal 2: When determining the UTO, the CG resources that cannot be used for certain reasons (e.g. the CG timer associating to the HARQ PID would be running) should always be indicated as a UTO in the UTO-UCI.

UTO Update
According to RAN1 agreement, the UE is able to “update” the UTO information. In particular, a PUSCH that has been indicated as “used” earlier could be indicated as “unused” later, but a PUSCH that has been indicated as “unused” earlier cannot be changed to “used”. This leads to an open question for RAN2: When should the UE MAC check if an UTO update is needed ?
In our view, there are three options:
· Option 1: Leave it to UE implementation.
· Option 2: The UE checks if an update is needed whenever a UTO-UCI is to be signaled.
· Option 3: The UE checks if an update is needed when certain event(s) have occurred.
Option 1 has no specification impact, but it is risky in cases where a UE is implemented as not to check for the need of UTO update at any time (i.e. the UE chooses not to make any efforts for potential opportunities of UTO update). Therefore, even if the UE is able to skip some of the CG resources, the gNB cannot re-allocate the radio resources to other UEs, and the benefits of capacity improvements (targeted by this WI objective) may be degraded significantly.
Option 2 requires the UE to check if an update is needed whenever it needs to transmit the UTO-UCI, which ensures that the gNB can always get the latest UTO information. Nonetheless, since RAN1 has agreed that UTO-UCI should be included in every valid CG PUSCH, it means the UE needs to check whether an update is needed before every CG PUSCH occasion that can be transmitted, which result in a huge burden for the UE. This is not desirable in terms of UE complexity.
Option 3 seems to be a better compromise, as the UE would only check if the UTO update is needed when specific events have occurred. This option guarantees that the UTO to be updated in time for the gNB to perform some resource optimization (if needed), while minimizing the UE complexity for UTO re-evaluation. 
To this end, we think RAN2 should define some “triggering conditions” for the UE to decide when it should re-evaluate the UTO information for potential UTO update. Based on RAN1 agreements, UTO update is solely relating to reducing (rather than increasing) the CG resource that the UE intends to use, and therefore the events should be mainly relevant to the situations where the uplink buffer size experiences a disruptive decrease. For examples, when the buffered packets (e.g. PDU Sets) are discarded, or when a certain amount of data is transmitted using another resource (such as a dynamic grant).
Proposal 3: RAN2 should consider defining some triggering events of UTO re-evaluation for potential UTO update agreed by RAN1, such as packet discarding and/or transmission of buffered data on another resource.

Handling of “Unused” PUSCH
According to RAN1 agreement, when a transmission occasion is indicated to be “unused”, the UE is not allowed to use this PUSCH at all. It means PHY does not receive any MAC PDU from MAC for transmission. Therefore, the MAC should avoid generating MAC PDU for the transmission occasions that are already indicated as “unused” by the previously signaled UTO-UCI. However, since RAN1 has also agreed that by default UTO-UCI should be multiplexed on every PUSCH, the MAC may not be able to avoid generating MAC PDU for an unused CG resource in accordance with TS 38.321, even if there is no data available for transmission. Specifically, a MAC PDU has to be generated if there is UCI (e.g. UTO-UCI) that has to be multiplexed on the PUSCH.
	The MAC entity shall:
1>	if the MAC entity is configured with enhancedSkipUplinkTxDynamic with value true and the grant indicated to the HARQ entity was addressed to a C-RNTI, or if the MAC entity is configured with enhancedSkipUplinkTxConfigured with value true and the grant indicated to the HARQ entity is a configured uplink grant:
2>	if there is no UCI to be multiplexed on this PUSCH transmission as specified in TS 38.213 [6]; and
2>	if there is no aperiodic CSI requested for this PUSCH transmission as specified in TS 38.212 [9]; and
2>	if the MAC PDU includes zero MAC SDUs; and
2>	if the MAC PDU includes only the periodic BSR and there is no data available for any LCG, or the MAC PDU includes only the padding BSR:
3>	not generate a MAC PDU for the HARQ entity.


 
To solve this problem, we think there are two options:
· Option 1: The MAC does not deliver the transmission opportunity that has been indicated as “unused” to HARQ entity, so MAC PDU generation can be prevented upfront.
· Option 2: The MAC still deliver the transmission opportunity that has been indicated as “unused” to HARQ entity, but RAN2 further introduce rules for the UE to skip MAC PDU generation. (E.g. The UE does not generate the MAC PDU for any transmission opportunity that has been indicated as “unused”, even if there is any UCI, such as UTO-UCI, to be multiplexed on the PUSCH)
From specification perspective, we think Option 1 is a much more straightforward approach. We can, for example, simply treat this unused PUSCH as a CG resource with a HARQ PID whose associated Configured Grant Timer is running. Specification change could be made in Clause 5.4.1 of TS 38.321 as the following example:
	For each Serving Cell and each configured uplink grant, if configured and activated, the MAC entity shall:
1>	if the MAC entity is configured with lch-basedPrioritization, and the PUSCH duration of the configured uplink grant does not overlap with the PUSCH duration of an uplink grant received in a Random Access Response or with the PUSCH duration of an uplink grant addressed to Temporary C-RNTI or the PUSCH duration of a MSGA payload for this Serving Cell; or
1>	if the MAC entity is not configured with lch-basedPrioritization, and the PUSCH duration of the configured uplink grant does not overlap with the PUSCH duration of an uplink grant received on the PDCCH or in a Random Access Response or the PUSCH duration of a MSGA payload for this Serving Cell:
2>	set the HARQ Process ID to the HARQ Process ID associated with this PUSCH duration;
2>	if, for the corresponding HARQ process, the configuredGrantTimer is not running and cg-RetransmissionTimer is not configured and cg-SDT-RetransmissionTimer is not configured (i.e. new transmission) and this PUSCH is not indicated to be unused:
3>	consider the NDI bit for the corresponding HARQ process to have been toggled;
3>	deliver the configured uplink grant and the associated HARQ information to the HARQ entity.



Alternatively, for Option 1 the MAC entity also could directly exclude this transmission opportunity if it has been previously indicated by the UE to be unused, without having to check other conditions:
	For each Serving Cell and each configured uplink grant, if configured, and activated, and not indicated to be unused, the MAC entity shall:



On the other hand, Option 2 may require much more discussions and specification efforts, since RAN2 may need to check various cases about when a MAC PDU could potentially be generated for such CG resources. And if for any case the MAC still needs to generate MAC PDU, there may be some complications about how the gNB should handle it as such resource has already been indicated as “unused”. Therefore, to avoid all these foreseeable complexities, we think RAN2 can simply agree that the unused CG resource is not delivered to the HARQ entity upfront.
Proposal 4: For a transmission occasion that has already been indicated as “unused”, the MAC entity does not deliver this transmission opportunity to the HARQ entity for further processing.

Conclusions
This contribution discusses some of our views on UTO for Multi-PUSCH CG. We have proposed the following:
Proposal 1: RAN2 should confirm that MAC can determine the information of unused transmission occasions (UTO), and provide it to PHY for UTO-UCI signaling.
Proposal 2: When determining the UTO, the CG resources that cannot be used for certain reasons (e.g. the CG timer associating to the HARQ PID would be running) should always be indicated as a UTO in the UTO-UCI.
Proposal 3: RAN2 should consider defining some triggering events of UTO re-evaluation for potential UTO update agreed by RAN1, such as packet discarding and/or transmission of buffered data on another resource.
Proposal 4: For a transmission occasion that has already been indicated as “unused”, the MAC entity does not deliver this transmission opportunity to the HARQ entity for further processing.
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