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1	Introduction
RAN2 agreed to support the configuration of multiple LTM configurations as delta signalling relatively to an explicitly configured LTM reference configuration and to support multiple successive LTM executions without the need for any RRC reconfiguration (i.e. by sending LTM cell switch MAC CE). And in previous RAN2 meetings [1] [2] [3] [4], RAN2 discussed the RRC design of the LTM and reached some progress.
In this contribution, we will further discuss the RRC aspects for LTM based on the agreements and objectives of WI, including the general RRC aspects, early RACH configuration, L2 reset configuration and behaviour, and aspect related to RAN1 LS.
2	Discussion
2.1 General RRC modelling 
2.1.1 LTM candidates release
Currently, when the UE receives RRCRelease to move to RRC_INACTIVE or upon RRC re-establishment, stored conditional reconfiguration candidate cell configurations are released. Similarly, the LTM candidate configurations need to be released upon going to RRC_INACTIVE or upon RRC re-establishment. Another scenario is upon the UE going to RRC_IDLE, the UE will release all the AS context and configurations, so the LTM candidate configurations should also be released.
Proposal 1: The UE releases the LTM configuration upon going to inactive/idle state or upon RRC re-establishment.
2.1.2 Source cell as candidate configuration
If the UE automatically considers the source cell as a candidate, the index of the source cell needs to be specified (e.g. index=0) because the candidate cell configuration index should be included in the LTM command. In addition, the fields for mobility to the source cell, i.e. L1 RS configuration, TCI states and possibly early RACH configuration also need to be configured. To make the RRC design as simple as possible, the source cell should be explicitly configured as a candidate cell for subsequent LTM by the network.
Proposal 2: The network configures an LTM candidate configuration for the source cell, like for any candidate cell, if the network considers the source cell as an LTM candidate.
2.1.3 Reference configuration
RAN2 has agreed to use one RRCReconfiguration message for each candidate configuration to configure target candidate cells, and the candidate configurations can be the delta configuration on top of a reference configuration. Regarding the IEs that can be used for the reference configuration, to align with LTM candidate configurations, the reference configuration should also be an RRCReconfiguration message. The signalling to generate the reference configuration can be decided by RAN3.
Proposal 3a: The reference configuration is an RRCReconfiguration message. RAN2 leave to RAN3 the design of the network signalling to generate the reference configuration.
If the network updates the reference configuration, it can update the candidate delta configurations of the UE by RRCReconfiguration. Therefore, there is no need to update only the reference configuration without updating the candidate delta configurations. 
Proposal 3b: Do not support updating the reference configuration without updating candidate delta configurations.
2.1.4 Generation of the complete configuration
In the running CR of the RRC [5], it is described how the UE generates a complete LTM candidate cell configuration by applying an ltm-CandidateConfig on top of an ltm-referenceConfiguration. For each Need R field present in both ltm-CandidateConfig and reference configuration, the UE shall modify the corresponding Need R field in the complete configuration with the one received in ltm-CandidateConfig. For each Need R field that is present in the reference configuration but does not have a corresponding Need R field in ltm-CandidateConfig, the UE shall remove the corresponding Need R field from the complete LTM candidate cell configuration.
However, in a normal delta reconfiguration, the UE only releases Need R field whose parent field is present:
For downlink RRC message and sidelink PC5 RRC messages, the need codes, conditions and ASN.1 defaults specified for a particular (child) field only apply in case the (parent) field including the particular field is present. Thus, if the parent is absent the UE shall not release the field unless the absence of the parent field implies that.

If the UE behaviour is like in the running CR, this implies a different behaviour as compared with a normal reconfiguration. For example, this implies that the CU and the target DU cannot consider the reference configuration as the UE configuration on top of which 
Proposal 4a: The rules for the handling of need codes in the "generation of the complete configuration" are aligned with normal reconfiguration as captured in TS 38.331 subclause 6.1.2, e.g. need codes specified for a particular (child) field only apply in case the (parent) field including the particular field is present.
The running CR also includes rules for Need N fields that do not add or modify elements of a list. However, such Need N fields are not supposed to be stored by the UE, so there is no use to include any such need N field in the reference configuration.
Proposal 4b: The network ensures that the reference configuration does not include any Need N field whose purpose is not to add or modify elements of a list.
2.1.5 LTM execution
In different cells, the network may want to use a different number of RLC bearers and/or radio bearers so the RLC bearers and RBs before and after LTM execution may be different. Some RLC bearers or RBs may be in the current UE configuration before LTM but neither in the reference configuration nor in the target LTM configuration, so they should be released.
Proposal 5: At LTM execution, after applying the generated complete target configuration, the UE releases RBs/RLC bearers that are not in the generated configuration.
2.1.6 Compliance/Validity check
For legacy CHO and CPAC, it is up to the UE implementation to perform compliance check upon the reception of the configuration message or upon CHO and CPAC execution. For LTM, if a candidate configuration provided by RRC is not indicated by the cell switch MAC CE, the compliance/validity checking of the unused candidate configuration could fail and cause extra interruption for the UE. The same principle can be reused for LTM. To handle the failure of the compliance/validity check, the simplest way is to trigger re-establishment. RAN2 does not need to consider optimization for this error handling case and when to trigger re-establishment can up to UE implementation, 
Proposal 6a: It is up to the UE implementation whether to do the compliance check of LTM candidate configurations upon reception or upon execution. The UE triggers RRC re-establishment when the compliance check is failed.
According to the agreements of previous RAN2 meeting [1] [2] [3], before applying the target cell configuration, the UE generates a complete configuration based on the reference configuration and candidate target delta configuration, and the UE directly applies the complete configuration upon LTM execution. Therefore, the UE only needs to check the compliance of the complete configuration to be applied.
Proposal 6b: The UE performs compliance check on the complete configuration to be applied for candidate cell configuration (no need to check the reference configuration and candidate delta configuration).
In addition, RAN2 agreed that the RRC RACH configuration for early TA acquisition is signalled separately from the candidate cell configuration. The RACH resource for early TA acquisition should be applied when receiving the PDCCH order. The L1 RS configuration for SSB-based measurements of the candidate cells is outside of to the configuration of the LTM candidate cells and the UE performs L1 measurements based on the RS configuration of the candidate cell. The TCI states for the candidate cells are provided together with the L1 RS configuration and RAN1 agreed that the TCI state of the candidate cell can be activated before the LTM cell switch command. Therefore, compliance check of the early RACH, L1 RS and TCI state configuration for candidate cell should be performed after receiving the RRCReconfiguration for LTM.
Proposal 6c: The UE performs the compliance check of the early RACH/L1 RS/TCI state configuration for candidate cells when it receives them, like for any piece of the current configuration.
2.2 Early RACH configuration
2.2.1 RRC configuration for early RACH
The early RACH configuration needs to include at least BWP related information and RACH parameters of the candidate cell. In Rel-15, UplinkConfigCommon provides common uplink parameters of a cell, including the absolute uplink frequency configuration and the BWP configuration. The genericParameters field included in the BWP-UplinkCommon is used to configure generic parameters of a BWP and the rach-ConfigCommon field is used to specify the random-access parameters. Those parameters are necessary for the UE to perform early RACH. 
Proposal 7a: For each candidate, the ASN.1 structure of early RACH configuration includes:
-	uplinkConfigCommon 				UplinkConfigCommon;
-	supplementaryUplinkConfig 			UplinkConfigCommon;
	where UplinkConfigCommon includes the BWP-UplinkCommon IE, which at least configures the genericParameters field (with the IE BWP) and rach-ConfigCommon field.
In addition, there is no concept of BWP selection or BWP activation for early RACH to an LTM candidate cell from the UE perspective, Therefore, the UE does not consider the BWP configuration in the early RACH configuration of the candidate cells as active BWP.
Proposal 7b: The UE does not consider the BWP configuration, in the early RACH configuration for LTM candidate cells, as an active BWP. 
CFRA resources for early RACH depend on the target cell but may also be different for different source cells. Therefore, for a given candidate target cell, multiple sets iof CFRA resources can be provided and, for every other candidate cell that may be the source cell for mobility to that given candidate cell, the applicable set of CFRA resources of that target cell should be indicated.
Proposal 7c: For each candidate target cell towards which early RACH is supported, the early RACH configuration/resources configured to a UE should be: the list of RACH configurations, with each entry corresponding to one pair of {source cell(s), candidate cell}.  
2.2.2 Early RACH resources among DUs
In the early RACH procedure, it is the source DU that sends a PDCCH order to trigger the UE to send a preamble to a candidate cell. Therefore, to correctly set the content of the PDCCH order DCI (e.g., preamble ID), the source DU needs to know the early RACH configuration for each candidate cells. The source DU can know that information in the pre-configuration step.
Proposal 8a: RAN2 understands that the source DU needs to know the early RACH configuration for each candidate per UE, so that source cell can know how to set the PDCCH order information for early RACH.
In RAN2 #121bis-e meeting, RAN2 agreed that the CFRA resources for early TA acquisition can be shared among multiple UEs, see the extracted agreements below:
	From RAN2 perspective, to enable shared preamble resource among multiple UEs, it is beneficial that the information that identifies the allocated CFRA resource (i.e., SS/PBCH index, RACH occasion, and Random Access Preamble index) can be indicated in the PDCCH order (as legacy intra-cell PDCCH order). 



Since the CFRA resources may be shared by multiple UEs, it is possible that two UEs in the same cell transmit the same preamble to the same candidate cell, but in different ROs or transmit different preambles to the same candidate cell but in the same RO. This scenario is shown in Figure 1 below. In this case, the candidate cell will calculate two TA values without knowing which TA is for which UE. In the inter-DU case, the candidate DU provides two TA values to the source DU via the CU, and the source DU needs to know which TA is for which UE. Therefore, additional information is needed along with the TA value. Since the source DU will allocate different RACH resources to different UEs, either different preamble index or different RO, the additional information along with the TA value can be the preamble index and the RO information, so that the source DU know which TA is for which UE.
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Figure 1. scenario 1: two UEs in the same source cell send preambles to the same candidate cell
When the candidate DU (e.g., DU2) manages multiple candidate cells (e.g., cell2 and cell3) for UEs in cell1 in DU1, each candidate cell provides its own CFRA resources for early RACH to UEs in cell1. It is possible that UE1 uses preamble index #1 in RO #1 of cell2, and the UE2 uses preamble index #1 in RO #1 of cell3. The DU2 will successfully calculate two TAs because cell2 and cell3 have different RACH configurations. This scenario is shown in the Figure 2 below.
[image: ]
Figure 2. scenario 2: two UEs in the same source cell send preambles to the different candidate cells
In this case, preamble index and RO information is not enough for the source DU to distinguish which TA is for which UE. Additional information related to candidate cell ID is needed.
Proposal 8b: The candidate DU provides the TA value and its associated information to the source DU via the CU, e.g., preamble index, RO information (i.e. RA-RNTI) and candidate cell identity, so that the source DU can identify the UE. RAN3 can design the necessary network signalling.
Another scenario for the inter-DU case is that a candidate cell allocates CFRA resources for early RACH to multiple source cells, which is illustrated in Figure 3 below. When UE1 and UE2 send preambles to cell3/DU3, and the cell3/DU3 calculates two TAs and send them to the CU, then how does the CU know which TA is for which source cell/DU? The CFRA resources of cell3 should be different for DU1 and DU2, otherwise collision may occur when UE1 and UE2 use the same preamble index. Once the DU3 receive a preamble in cell3, it knows this preamble was allocated to which DU, then it can identify the source DU and. DU3 notify the CU to forward the TA to the source DU. The detailed F1 signalling is up to RAN3.
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Figure 3. scenario 3: two UEs in the different source cell send preambles to the same candidate cell
2.3 L2 reset configuration
In the pre-configuration phase, the network decides the L2 behaviours for a source cell and a target cell. And the network should configure a group index (i.e., ltm-NoResetID-r18) for each candidate cell.
Proposal 9a: For L2 reset, each candidate configuration is associated with one group ID (i.e. ltm-NoResetID like in the running RRC CR).
Behaviours on different protocol layer have relationships. The RLC and PDCP have very close relationship. e.g., for AM DRB, if RLC is re-established, then PDCP data recovery is necessary for avoiding data loss. And if RLC remains, the PDCP can remain as well. When executing LTM cell switch, the UE determines the L2 behaviours by comparing the value of the ltm-NoResetID-r18 of the source cell and the target cell, if they have different ltm-NoResetID-r18, the UE performs the RLC re-established and PDCP data recovery. 
Proposal 9b: If the LTM cell switch is between different L2 Reset group (i.e. ltm-NoResetID), UE is expected to re-establish RLC associated with this cell group and recover PDCP for AM DRBs (this proposal assumes MCG LTM only and no SN/SCG is configured and is aligned with the running RRC CR).
In the running CR of the RRC [5], the field ltm-NoResetID is optional present. One possibility is to specify that it is always configured, another possibility is that, if this field is not configured, the UE applies the legacy procedure with the fields reestablishRLC and recoverPDCP.
Proposal 9c: Discuss whether to capture that ltm-NoResetID is always configured or that, if it is not configured, the UE applies the legacy procedure, i.e. according to the fields reestablishRLC/recoverPDCP if configured.
Regarding AM and UM DRBs, in intra-DU LTM, the RLC entity can remain as it is without re-establishment. In this case, for those DRBs, thePDCP entity can also remain as it is. In inter-DU LTM, RLC re-establishment is performed for both AM and UM DRBs. PDCP data recovery is needed for AM DRBs, while the PDCP entity can remain as it is for UM DRBs.
Regarding SRBs, in L3 handover, the network can set discardOnPDCP to true in the L3 handover command. In this case, the PDCP entity of the UE shall discard all stored PDCP SDUs and PDUs. The benefit is that the UE does not transmit signalling (e.g., the L3 measurement results of the source cell) which is not valid to the target cell. In LTM, the SRB discard behaviour should also be considered and the UE can follow the legacy field discardOnPDCP per SRB.
Proposal 9d: Support the use of PDCP discard for SRBs in LTM, i.e. discardOnPDCP (e.g., to discard invalid L3 measurement report). The UE follows the legacy field discardOnPDCP per SRBs.
For intra-DU LTM, the RLC entity can be kept instead of being re-established, i.e. if the source cell and the target cell have the same ltm-NoResetID, the UE does not need to perform RLC-re-establishment. In this case, after the LTM cell switch, the RLC remains as it is and the RETX_COUNT of the RLC SDUs that have not been successfully transmitted before cell switch continues to increase, which increases the probability of triggering RLF. For example, if maxRetxThreshold=3, RLC SDU#1 has been retransmitted twice before the LTM cell switch. If RLC SDU#1 is transmitted unsuccessfully again in the target cell after LTM cell switch, RRC considers RLF to be detected, although the UE just switched to the target cell.
Proposal 9e: Discuss whether the UE should re-initialize the RLC RETX_COUNT counter upon LTM cell switch in case of RLC entity continuation.
2.4 RAN1 LS on beam application time
In the LS [6], RAN1 asked the feedback for the beam application time from RAN2 and RAN4. 
	A. Beam application time

RAN1 has made the following agreement in RAN1#113:

Agreement
· For the beam application time for Rel-18 LTM,
· Beam application time is supported, and starts after the last symbol of the PUCCH or PUSCH carrying the HARQ-ACK for the PDSCH which carries MAC-CE containing cell switch command with the beam indication for the target cell(s)
· FFS: reference SCS, i.e. serving cell and/or target cell
· At least the following components are further studied to define the beam application time
· Whether TCI state activation is received before/together with cell switch command
· Legacy values, i.e.  and BeamAppTime-r17
· RF retuning time when inter-frequency switch is performed, which is up to RAN4
· Whether the target cell is one of the current serving cells
· Cell switching time, which is defined by RAN2 and RAN4, may or may not include the potential components of beam application time above. 

RAN1 respectfully asks RAN2 and RAN4 to provide their feedback to complete the RAN1 work on beam switching time for LTM.


The starting point of the beam application time is when the UE sends HARQ ACK for the LTM cell switch MAC CE. The UE first decodes the MAC CE, sends the HARQ ACK, and then begins to switch TCI. Therefore, the beam application time does not include the MAC CE processing time. Regarding the RRC processing time, if the TCI state list of candidate cells is provided outside of the candidate configuration container, the UE should be able to decode the TCI state configuration before receiving the LTM cell switch MAC CE, so the beam application time does not include the RRC processing time as well.
Observation 1: The beam application time does not include the LTM cell switch MAC CE processing time.
Observation 2: The beam application time does not include the RRC processing time.
As for the component of beam application time, it is still FFS in RAN1 whether the beam application time includes the RF retuning time. This can be further discussed in RAN1 and RAN4. For instance, if beam switch is executed in parallel with RF retuning, then the beam application time does not include the RF retuning time. If beam switch is executed only after RF retuning completion, then the beam application time should include the RF retuning time. RAN2 should leave the beam application time discussion to RAN1 and RAN4, and RAN2 does not reply to the LS [1] about the beam application time.
Proposal 10: Leave it to RAN4 to reply the RAN1 LS about the beam application time.
3	Conclusion
In this contribution, we have the following proposals:
FFS on SCG release in certain scenarios
Proposal 1: The UE releases the LTM configuration upon going to inactive/idle state or upon RRC re-establishment.
Proposal 2: The network configures an LTM candidate configuration for the source cell, like for any candidate cell, if the network considers the source cell as an LTM candidate.
Reference configuration
Proposal 3a: The reference configuration is an RRCReconfiguration message. RAN2 leave to RAN3 the design of the network signalling to generate the reference configuration.
Proposal 3b: Do not support updating the reference configuration without updating candidate delta configurations.
Generation of the complete configuration
Proposal 4a: The rules for the handling of need codes in the "generation of the complete configuration" are aligned with normal reconfiguration as captured in TS 38.331 subclause 6.1.2, e.g. need codes specified for a particular (child) field only apply in case the (parent) field including the particular field is present.
Proposal 4b: The network ensures that the reference configuration does not include any Need N field whose purpose is not to add or modify elements of a list.
LTM execution
Proposal 5: At LTM execution, after applying the generated complete target configuration, the UE releases RBs/RLC bearers that are not in the generated configuration.
Compliance/Validity check
Proposal 6a: It is up to the UE implementation whether to do the compliance check of LTM candidate configurations upon reception or upon execution. The UE triggers RRC re-establishment when the compliance check is failed.
Proposal 6b: The UE performs compliance check on the complete configuration to be applied for candidate cell configuration (no need to check the reference configuration and candidate delta configuration).
Proposal 6c: The UE performs the compliance check of the early RACH/L1 RS/TCI state configuration for candidate cells when it receives them, like for any piece of the current configuration.
RRC configuration for early RACH
Proposal 7a: For each candidate, the ASN.1 structure of early RACH configuration includes:
-	uplinkConfigCommon 				UplinkConfigCommon;
-	supplementaryUplinkConfig 			UplinkConfigCommon;
	where UplinkConfigCommon includes the BWP-UplinkCommon IE, which at least configures the genericParameters field (with the IE BWP) and rach-ConfigCommon field.
Proposal 7b: The UE does not consider the BWP configuration, in the early RACH configuration for LTM candidate cells, as an active BWP. 
Proposal 7c: For each candidate target cell towards which early RACH is supported, the early RACH configuration/resources configured to a UE should be: the list of RACH configurations, with each entry corresponding to one pair of {source cell(s), candidate cell}.  
Early RACH resources among DUs
Proposal 8a: RAN2 understands that the source DU needs to know the early RACH configuration for each candidate per UE, so that source cell can know how to set the PDCCH order information for early RACH.
Proposal 8b: The candidate DU provides the TA value and its associated information to the source DU via the CU, e.g., preamble index, RO information (i.e. RA-RNTI) and candidate cell identity, so that the source DU can identify the UE. RAN3 can design the necessary network signalling.
L2 reset configuration
Proposal 9a: For L2 reset, each candidate configuration is associated with one group ID (i.e. ltm-NoResetID like in the running RRC CR).
Proposal 9b: If the LTM cell switch is between different L2 Reset group (i.e. ltm-NoResetID), UE is expected to re-establish RLC associated with this cell group and recover PDCP for AM DRBs (this proposal assumes MCG LTM only and no SN/SCG is configured and is aligned with the running RRC CR).
Proposal 9c: Discuss whether to capture that ltm-NoResetID is always configured or that, if it is not configured, the UE applies the legacy procedure, i.e. according to the fields reestablishRLC/recoverPDCP if configured.
Proposal 9d: Support the use of PDCP discard for SRBs in LTM, i.e. discardOnPDCP (e.g., to discard invalid L3 measurement report). UE follows the legacy field discardOnPDCP per SRBs.
Proposal 9e: Discuss whether the UE should re-initialize the RLC RETX_COUNT counter upon LTM cell switch in case of RLC entity continuation.
Proposal 10: Leave it to RAN4 to reply the RAN1 LS about the beam application time.
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