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1	Introduction
The main motivation to consider co-channel coexistence between LTE SL and NR SL, is associated to the expectation that most (if not all) of the ITS spectrum will be allocated by regulators to LTE SL, leaving limited (or no) dedicated spectrum for NR SL. The motivation to prioritize LTE SL in the ITS spectrum, is related to the need to enable the basic safety V2X use cases (such as the ones described in TS 22.885) in a relatively short term in as many vehicles as possible to minimize the occurrence of traffic related accidents and fatalities. As new vehicles (that support both LTE SL and NR SL, and further in the future potentially NR SL only) are introduced into the market then at some point in time there will be enough market penetration to enable the use of advanced V2X use cases (such as the ones described in TS 22.886).

Sidelink co-channel coexistence is a RAN1 led objective given in the WID on NR sidelink evolution and is found it its latest revision in RP-230077 [1] such that the objective wording is now:
	a. Study and specify, if necessary, mechanism(s) for co-channel coexistence for LTE sidelink and NR sidelink including performance, necessity, feasibility, and potential specification impact if any [RAN1, RAN2, RAN4]
· Reuse the in-device coexistence framework defined in Rel-16 as much as possible
· Note, RAN1 continues the work on dynamic resource pool sharing based on existing agreements and WID with high priority for Type A devices and operating combination A
· RAN1 is tasked to support only 15 and 30 kHz SCSs for dynamic resource pool sharing. Existing RAN1 agreements for dynamic resource pool sharing apply to support of 30 kHz.
· For NR PSCCH/PSSCH transmissions in 30kHz SCS, NR SL UE selects in MAC layer at least the first of NR SL slots overlapping with an LTE SL subframe, and can select the subsequent overlapping NR SL slot in MAC layer
· No change to the R16/17 resource allocation procedure in PHY due to this restriction
· The existing SL slot structure from Rel-16 is unchanged
· The starting symbol of the first of the overlapping NR SL slots is assumed to be aligned with the first symbol of the LTE SL subframe
· For NR SL with 15/30kHz SCSs, NR SL UE avoids selecting resources for PSCCH/PSSCH transmissions where the corresponding PSFCH transmission occasions overlap with LTE SL reservations in time domain
· Note, this is inline with Option 1-2 in the working assumption made in RAN1#112. No other options from the working assumption need to be considered.
· Mode 2 operation only


As the WID states, the focus is on dynamic co-channel coexistence where NR and LTE will dynamically coexist on the same channel. While dynamic co-channel coexistence has the potential to offer a superior performance for both LTE and NR SL, contrary semi-static channel sharing solutions, it also requires enhancements to NR SL to become LTE RAT aware. RAN1 has now progressed to such extend that it makes sense for RAN2 to discuss the RAN2 impact on these, which is what we will discuss in this t-doc.
2	Discussion
2.1	Impact from 30kHz SCS dynamic co-channel coexistence
The guidance from RAN#98 has a built in fault that needs to be handled, the guidance states:
	…
· RAN1 is tasked to support only 15 and 30 kHz SCSs for dynamic resource pool sharing. Existing RAN1 agreements for dynamic resource pool sharing apply to support of 30 kHz.
· For NR PSCCH/PSSCH transmissions in 30kHz SCS, NR SL UE selects in MAC layer at least the first of NR SL slots overlapping with an LTE SL subframe, and can select the subsequent overlapping NR SL slot in MAC layer
· No change to the R16/17 resource allocation procedure in PHY due to this restriction
· The existing SL slot structure from Rel-16 is unchanged
…



There could be at least three ways that this is handled, following the RAN guidance above where MAC layer selects at least one single candidate resource whose starting symbol overlaps an LTE SL subframe starting symbol:
A. MAC layer does not use the second slot, and no further changes needed in MAC related to 30kHz SCS resource selection.
B. MAC may decide whether to extend this candidate resource to the next slot, following some rule of how to extend.  
C. MAC may decide to select a matching second candidate resource from the second slot (by some rule of association).
All three options rely on the MAC layer to select a candidate resource from the first slot. However, with the current RAN guidance, this cannot be guaranteed. As the load increases, it may occur that PHY will only identify candidate resources in the second slot, if PHY considers candidate resources in the first and second slot as independent resources, and hence will not increase its RSRP threshold due to insufficient resources in the first slot only. This in turn means, as a transmission is not allowed to start in the second slot, that it at some point, MAC layer will not be able identify suitable candidate resources. 
Observation 1: There is a risk that MAC will not be able to identify candidate resources for the case of 30kHz SCS NR SL with dynamic co-channel coexisting with LTE SL.
Observation 2: A change to PHY resource (re-)selection is needed to handle the case where no candidate resources are left in the first slot overlapping an LTE SL subframe.
This issue, can be resolved in at least three ways, but all requires a change to the resource (re-)selection procedure;
a. PHY is configured to always provide only candidate resources from the first slot.
b. PHY is configured to provide a multi-slot candidate resource set for first and second slot
c. MAC layer instructs PHY on whether it wants candidate resources for either;
· The first slot only
· The second slot only, if first and second slot has been requested for different TBs
Approach a. is a simple solution that would require a change in the PHY resource (re-)selection procedure such that the initial set of candidate resources is defined to be only in the first slot, which would also mean that the procedure of increasing RSRP thresholds if there are not sufficient number of candidate resource remaining continues to work. The drawback of this approach a. is that it is tied to work with option A or B (only first slot or MAC extends to second slot) and in the case of option A, MAC will need to know when it can extend to the second slot and when it cannot.
Approach b. is a solution where PHY provides a multi-slot candidate resource set which contains pairs of first and second slots. This removes the responsibility of determining when extensions to the second slot can be done, but it has a larger specification impact to PHY. This option works well with option C.
Approach c. is a more flexible solution where MAC can decide whether it needs candidate resources for the first only (which is fine for option A and B), or for both (works for option C). This solution is simple to implement in PHY and simple to handle in MAC where the only thing it need to do is to select a pair of candidate resources (one from the first and another from the second set) and check that the pair is in consecutive slots. This approach is also useful when MAC is seeking to fit a transmission in a second slot where another transmission is already scheduled in the first slot.
Proposal 1: RAN2 to discuss procedures for MAC layer to create a sidelink grant for at least the same TB in the subsequent slot overlapping an LTE SL subframe. FFS on different TB and MAC impact.
It should be noted that for option A, the MAC layer would need to be aware of when it may expand, and when it cannot expand, e.g. because the second slot is not a part of the NR SL resource pool. This can be addressed by a predefined association rule of NR slots that allows for expansion, and also makes it easy for the MAC layer to determine which slots are so called first slots and which slots are second slots in which expansions can occur.
Proposal 2: For the case of 30kHz SCS NR SL with dynamic co-channel coexisting with LTE SL, which NR SL slots can be used for aggregation may be presented in (pre)configuration in case first slot only is signalled from PHY.
Another thing that needs to be discussed is how MAC will select resources in the second slot. TS 38.321 section 5.22.1 specifies how the MAC layer may initiate the SL-SCL data transmission which includes, on a high level for Mode 2:
· MAC decides to create an SL grant, e.g. because a logical channel has data in its buffer
· Perform TX resource (re-)selection on the selected resource pool as per 5.22.1.2
· Randomly select a candidate resource from the selected candidate resource set
· Select TX parameters including MCS and set/update HARQ parameters
· If more data remains available in the grant, initiate the LCP procedure to allocate 
The procedure results in a single transmission of but poses some challenges if it is to be extended towards an additional transmission in a second slot with resources assigned either by consulting PHY again or by extending based on the resources assigned in the first slot (implementation B or C respectively). Following the current procedure, this would result in two TBs (same or different), one for each PSSCH transmission in each slot. However, if the same TB used, there is no procedure to allow repetitions in the two consecutive slots while having feedback enabled in the transmission in the second slot.
Observation 3: HARQ feedback enabled transmissions cannot be enabled in the first and second slot, as it requires a gap between the two to receive feedback, restricting MAC to only use the first slot.
Proposal 3: RAN2 to discuss whether/how to best utilize the first and second slot when HARQ feedback is enabled.
One of those challenges may come from how to comply with the transmit power constraint that is imposed in the transmission in the second slot depending on the transmit power used in the first slot, which is captured in the RAN1 agreement from RAN1#112bis-e:
	Agreement
For NR SL transmissions of 30kHz SCS with dynamic resource pool sharing, the power level of the NR PSCCH/PSSCH transmission in the first of NR SL slots overlapping with an LTE SL subframe is always larger than or equal to the power level(s) of the NR PSCCH/PSSCH transmission in the subsequent NR SL slot overlapping with the LTE SL subframe.
· Note: How to ensure the above condition is up to UE implementation
· FFS on whether same or different frequency allocation may be used in the second overlapping slot



This condition can be complied with using different approaches:
1. Enforcing the same destination for the first and second slot.
2. UE is allowed to reorder the associated transmissions between the first and second slot.
3. A power control limitation is enforced based on the transmission power determined in the first slot.
4. Leaving it completely to implementation.
The easiest solution is to leave it for implementation, which could cover all variants above, however, it might make good sense for Type-A NR SL performance using 30kHz SCS to guide such implementation, by applying one of the two first bullets with bullet three, that is to either enforce the same destination or allow the reordering together with a transmit power constraint in the power control mechanism. The benefit of enforcing the same destination is that it restricts the possibilities of logical channel selections such that the NR SL UE does not have to deal with attempting to address a UE that is close by and another one that is far away in the first and second slot respectively. A reordering of the transmissions in the first and second slot can also be considered, but that would imply that the number of subchannels are the same in the allocation in the first and second NR SL slot.
Observation 4: There is power control impact if different destinations are selected in first and second slot.
Proposal 4: Introduce at least a limitation of the same destination for logical channel prioritisation. FFS on need for same TB.
It is also still open which constraint, if any, should be applied for selecting frequency resources in the second slot. For option B, as MAC layer would not be able to take into account potential reservations in the second slot, an association rule is needed, and the simplest one would be that the same subchannel indexes is applied in the second slot as selected in the first slot. This is needed as there would be no candidates for the second slots, hence the second slots’ allocation needs to be derived based on the allocations of the first slots. For option C, the same rule can be applied, but it is not strictly needed, as the allocations in the second slots are already considered by the resource (re-)selection procedure.
Proposal 5: If MAC extends an allocation from the first to the second slot, RAN2 should agree on a constraint that the same subchannel indexes are used in the second as selected in the first slot for NR SL slots overlapping an LTE SL subframe.
Another aspect that MAC needs to discuss related to another agreement made by RAN1 in RAN1#112bis-e:
	Agreement
When the same TB is transmitted on the NR SL slots overlapping with the LTE SL subframe, it is up to UE implementation how to avoid transmitting NR PSCCH/PSSCH only in the subsequent NR SL slot overlapping with an LTE SL subframe according to RAN#99’s agreement for NR PSCCH/PSSCH transmissions of 30kHz SCS with dynamic resource pool sharing
FFS: whether/how to differently handle the case when different TBs are transmitted on the NR SL slots overlapping with the LTE SL subframe and the NR SL transmission in the first overlapping NR SL slot is dropped or reselected.


The agreement states it is up to UE implementation to avoid transmitting only in the second NR SL slot. The transmission in the first slot may be dropped either due to in-device coexistence (then the second slot transmission is also dropped), by pre-emption (if requested by another UE with an allocation with higher priority overlapping the resource), due to congestion control which may cause a drop to comply with the CR limit from the re-evaluation procedure, or due to Uu and SL prioritization. In any case, a procedure that avoids dropping of the transmission set for the first slot should be preferred.
Observation 5: A drop of a transmission in the first slot can occur due to i.e., preemption or congestion control or Uu and SL prioritization. 
As seen in the above RAN1 agreement, it has been agreed that it is up to UE implementation how to ensure transmission in the second slot in case the transmission in first slot is dropped. However, if the MAC implementation is partially independent for each slot, this may not be straight forward as some procedures are not up to MAC i.e. Uu and SL prioritisation. 
Observation 6: RAN1’s agreement that it is up to UE implementation how to ensure transmission in the second slot in case the transmission in first slot is dropped may not be straight forward due to MAC considerations such as Uu and SL prioritisation.
Proposal 6: RAN2 to discuss whether/how to ensure in MAC that the second slot is not used for transmission in case the transmission is dropped in the first slot. 
3	Conclusion
In this document, we have made the following observations and proposals
Observation 1: There is a risk that MAC will not be able to identify candidate resources for the case of 30kHz SCS NR SL with dynamic co-channel coexisting with LTE SL.
Observation 2: A change to PHY resource (re-)selection is needed to handle the case where no candidate resources are left in the first slot overlapping an LTE SL subframe.
Proposal 1: RAN2 to discuss procedures for MAC layer to create a sidelink grant for at least the same TB in the subsequent slot overlapping an LTE SL subframe. FFS on different TB and MAC impact.
Proposal 2: For the case of 30kHz SCS NR SL with dynamic co-channel coexisting with LTE SL, which NR SL slots can be used for aggregation may be presented in (pre)configuration in case first slot only is signalled from PHY.
Observation 3: HARQ feedback enabled transmissions cannot be enabled in the first and second slot, as it requires a gap between the two to receive feedback, restricting MAC to only use the first slot.
Proposal 3: RAN2 to discuss whether/how to best utilize the first and second slot when HARQ feedback is enabled.
Observation 4: There is power control impact if different destinations are selected in first and second slot.
Proposal 4: Introduce at least a limitation of the same destination for logical channel prioritisation. FFS on need for same TB.
Proposal 5: If MAC extends an allocation from the first to the second slot, RAN2 should agree on a constraint that the same subchannel indexes are used in the second as selected in the first slot for NR SL slots overlapping an LTE SL subframe.
Observation 5: A drop of a transmission in the first slot can occur due to i.e., preemption or congestion control or Uu and SL prioritization. 
Observation 6: RAN1’s agreement that it is up to UE implementation how to ensure transmission in the second slot in case the transmission in first slot is dropped may not be straight forward due to MAC considerations such as Uu and SL prioritisation.
Proposal 6: RAN2 to discuss whether/how to ensure in MAC that the second slot is not used for transmission in case the transmission is dropped in the first slot. 




