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1. Introduction
The WI on further NR mobility enhancements [1] includes the following objectives for L1/2 based inter-cell mobility: 

	1. To specify mechanism and procedures of L1/L2 based inter-cell mobility for mobility latency reduction:
· Configuration and maintenance for multiple candidate cells to allow fast application of configurations for candidate cells [RAN2, RAN3]
· Dynamic switch mechanism among candidate serving cells (including SpCell and SCell) for the potential applicable scenarios based on L1/L2 signalling [RAN2, RAN1]
· L1 enhancements for inter-cell beam management, including L1 measurement and reporting, and beam indication [RAN1, RAN2]
· Note 1: Early RAN2 involvement is necessary, including the possibility of further clarifying the interaction between this bullet with the previous bullet
· Timing Advance management [RAN1, RAN2]
· CU-DU interface signaling to support L1/L2 mobility, if needed [RAN3]

Note 2: FR2 specific enhancements are not precluded, if any.
Note 3: The procedure of L1/L2 based inter-cell mobility are applicable to the following scenarios:
· Standalone, CA and NR-DC case with serving cell change within one CG
· Intra-DU case and intra-CU inter-DU case (applicable for Standalone and CA: no new RAN interfaces are expected)
· Both intra-frequency and inter-frequency
· Both FR1 and FR2
· Source and target cells may be synchronized or non-synchronized




Currently RAN1 are discussing L1 measurement enhancements for support of LTM execution. However, some consideration is needed from a RAN2 perspective in terms of candidate set maintenance and in terms of the overall LTM procedure. 

In particular:

Observation: RAN2 has not sufficiently considered the following measurement related questions:
· How does LTM candidate set setup and maintenance work?
· How does LTM coexist with L3M (E.g. to support the inter-CU mobility)?
· How are configured candidate cells detected and reported before enabling L1 measurements?

2. Discussion

For LTM candidate set initial configuration and maintenance/reconfiguration we assume that this would be supported by using RRC measurements and reporting since the RRC configuration needs to come from the CU. However, it’s not clear that existing measurement events are suitable. For example, it is not clear how to compare an LTM candidate (non-serving) with a non-candidate neighbour using the existing measurement events, in order to replace one of the candidates. Some consideration is needed to determine how to perform the LTM candidate set configuration and maintenance.

Proposal 1: RAN2 to discuss which L3 measurement events are needed to support LTM candidate set maintenance, and whether a new event is needed to compare configured LTM candidates with neighbour cells.

Since LTM does not support inter-CU handover, we need to rely on L3 mobility for at least this case. In fact, a legacy handover (or CHO) procedure including the RRC measurements and reporting needs to be supported in case of handover to any cell outside of the configured LTM candidate set. Hence, even when LTM is in use, the UE will still have to perform L3 measurements and RRC measurement reporting in parallel. One could argue that while LTM is configured then L3 mobility can be disabled. However, this would in fact introduce more delay for the L3 mobility case and may cause worse overall performance. For example, if L3 mobility is explicitly disabled while LTM is configured, an RRC reconfiguration would be needed upon e.g. detection of poor LTM candidate set quality, which may result in L3 measurements starting too late, and RLF occurring at the source before a L3 handover can be performed. On the other hand, if LTM and L3 mobility (at least the measurements, measurement events, and possibly conditional reconfigurations) are configured in parallel the impact to legacy (L3) mobility can be limited.

One issue with configuring LTM and L3 mobility in parallel is a potential race condition between the 2 approaches, as has been raised by some companies in previous meetings. For example, while an RRC reconfiguration message is being transmitted to perform an inter-CU handover (using RLC, MAC) a MAC CE may be issued to perform LTM to perform an intra-CU cell switch, and the UE may not receive one or the other of the mobility commands. In case the MAC CE reception results in an intra-CU handover e.g. to another DU, then the RRC reconfiguration may need to be retransmitted by the CU and this could result in too late handover. Similarly, since the LTM measurements are expected to be performed with lower latency, a UE may transmit an RRC measurement report to the CU and in the meantime the L1 measurements indicate a better intra-CU cell resulting in intra-CU LTM cell switch. 

To avoid this, RAN2 should consider how these separate procedures interact with each other. For example, L3 measurements and reporting for inter-CU might be disabled (but still configured) while the PCell meets a quality threshold (E.g. s-measure), then LTM measurements are disabled when the UE starts L3 measurements and reporting due to the quality threshold not being met. 

In addition, since LTM cell changes will occur more frequently due to lower latency and shorter measurement evaluation times, there will be some situations in which the L3 (e.g. inter-CU) handover is triggered too early or too late. For example, if an LTM cell change occurs during time-to-trigger for a L3 measurement event, then the event would not be triggered, and the event evaluation would need to re-start based on L3 measurements configured for the new serving cell, which could result in too late inter-CU handover and ultimately RLF. Some consideration on how to perform a L3 measurement event evaluation while LTM is in use is necessary. For example, the L3 measurement evaluation may need to be performed across LTM cell change (e.g. the time-to-trigger continues to run even when LTM is triggered) or the L1 reporting and LTM ell switch may need to be disabled while TTT is running.

On the other hand, in some cases it is more desirable to stay within the LTM candidate set for as long as possible if there are multiple possible good beams, even if they are from different cells. One approach may be to derive the serving cell quality based on averaging of beams across multiple LTM candidate cells since the possibility to perform LTM using beams from different cells with low latency, particularly if the UE already has DL/UL sync with some of those cells, implies that it would be better to stay within the configured LTM set rather than perform an RRC reconfiguration to a new cell outside of the LTM set. Another approach could be to consider new or updated measurement events, as per proposal 1, to allow a comparison between cells which are configured as LTM candidates with those which are not.

Proposal 2: RAN2 to discuss L3 measurement procedures needed to support LTM/L3M coexistence for the following cases:
· Race condition between reception of LTM and L3M mobility commands.
· Race condition between and transmission of L1 and L3 measurement reports.
· Evaluation of LTM candidate cells vs. non-LTM candidate neighbour cells to determine whether to perform L3 mobility. 

In general, the gNB can perform a handover according to any criteria. There is no requirement to base this on RRC measurement reports, even though this is typically the case in practise. A gNB can attempt “blind” handover (i.e. RRC Reconfiguration without a prior measurement report) and this is supported across all previous generations of cellular standards. Similarly, it is expected that there is no requirement that the gNB has to set up LTM candidates based on a prior RRC measurement report. gNB shall be able to configure LTM candidates based on any criteria. 

Proposal 3: LTM candidates may be set up before they are detected or reported by the UE (i.e. can be “blindly” configured).

Configuring LTM candidates in advance of being detected and reported by RRC provides a benefit in terms of being already (pre)configured when the cell (or beams on the cell) become detectable, since no delay is added from performing RRC measurements and RRC reporting and reconfiguration. However, this approach does introduce some challenges. If L1 measurements are enabled for all of the configured candidates, the associated overhead is large in terms of measurement configuration, measurement resource (SSB or, if agreed by RAN1, CSI-RS) configuration, and reporting resources overhead (e.g. PUCCH resources need to be provided for all of the CSI report configurations). This implies a limit in terms of the amount of candidates that can feasibly be preconfigured. 

In order to allow sufficient candidates to be pre-configured, while keeping measurements and the associated overhead minimized, the limit on the number of stored candidate configurations (e.g. number of cells) should be larger than the limit of candidate measurements being performed (number of cells measured).

Proposal 4: The maximum number of stored candidate configurations (configured in LTM preparation) can be larger than the number of candidate cells being actively measured (during early sync and/or LTE execution). 

An option to limit the number of LTM candidates which are considered for measurement is to enable certain measurement configurations only when using a particular SpCell. That is, the network may pre-configure all of the measurement configurations which will be needed in all of the configured LTM candidates, but only the relevant ones should be in use at a particular time. This avoids the need to repeatedly reconfigure the RRC configuration for measurements after every cell change – if we simply de-couple measurements from candidate configurations, this is what would be implied – i.e. the cell switch may be pre-configured and triggered by MAC, but measurements would still require RRC Reconfiguration after a cell change in order to limit the processing and reporting overhead. 

RAN1 discussed the L1 measurement configurations for SSB and have asked RAN2 to design the signalling (see [4]). The most efficient option would in our opinion be to define the configurations for L1 measurement RS is provided separately from ServingCellConfig for the serving cells and CellGroupConfig for the candidate cells. This, as noted by RAN1 [4], is useful to avoid the duplicated configurations for L1 measurement RSs, [and avoid UE to process configurations for L1 measurement RS provided under CellGroupConfig for the candidate cells]. Even in this case, the amount of L1 measurement configuration will be significant and it is desirable for the NW to be able to control which ones are in use/active at any point of time, therefore some control is necessary to limit both the UE measurements and the UL resource usage for CSI reporting.


Proposal 5: L1 measurement RS is provided separately from ServingCellConfig for the serving cells and CellGroupConfig for the candidate cells, and measurement configuration(s) may be associated at RRC with a (current) active LTM configuration (E.g. which neighbour cells to monitor in a given SpCell)

Even in a certain SpCell, the implication of using L1 measurements to report on neighbour cells is that a huge number of CSI reporting configurations would be needed. Currently only the serving cell (and additional PCI) can be reported. In order to support the measurement configuration of a larger number of neighbours, there needs to be a way to control which of the measurements to perform. We may consider enabling L1 reporting (e.g. based on CSI reporting framework) only on the cells which have been detected. 

Proposal 6: A solution is needed to report availability/detection of configured LTM candidates cells, to enable early sync and L1 measurements on a subset of the RRC configured candidates in the early sync and execution phases.  

Currently only L3 measurements support cell detection based on e.g. a provided carrier frequency. Since we have already confirmed that L3 reporting is not efficient enough to support LTM execution, this implies a solution is needed at L1/2 to perform cell detection and signalling needs to be introduced at L1/2 to report detected cells and control the active L1 (e.g. CSI) reporting configurations, in order to improve the mobility latency while keeping L1 measurement and signalling overhead to a reasonable level. 

Proposal 7: From RAN2 point of view, L1/2 signalling (e.g. MAC CE in UL and DL) should be used to report cell detection and control the active L1 measurement configurations for a subset of configured LTM candidates, due to the latency of RRC measurement reporting and reconfiguration and due to the potential excessive overhead associated with a large LTM candidate set. RAN1 should discuss the detailed mechanism.

Clearly, the proposals above have implications to ongoing RAN1 work, and therefore an LS should be sent informing RAN1 of the RAN2 conclusions. 

Proposal 8: Send LS to RAN1 indicating any agreements related to the above.

3. Conclusion
In this paper we provide the following proposals regarding potential solution directions to consider in the design of L1/2 triggered handover in Release-18.

Observation: RAN2 has not sufficiently considered the following measurement related questions:
· How does LTM candidate set setup and maintenance work?
· How does LTM coexist with L3M (E.g. to support the inter-CU mobility)?
· How are configured candidate cells detected and reported before enabling L1 measurements?

Proposal 1: RAN2 to discuss which L3 measurement events are needed to support LTM candidate set maintenance, and whether a new event is needed to compare configured LTM candidates with neighbour cells.

Proposal 2: RAN2 to discuss L3 measurement procedures needed to support LTM/L3M coexistence for the following cases:
· Race condition between reception of LTM and L3M mobility commands.
· Race condition between and transmission of L1 and L3 measurement reports.
· Evaluation of LTM candidate cells vs. vs. non-LTM candidate neighbour cells to determine whether to perform L3 mobility. 

Proposal 3: LTM candidates may be set up before they are detected or reported by the UE (i.e. can be “blindly” configured).

Proposal 4: The maximum number of stored candidate configurations (configured in LTM preparation) can be larger than the number of candidate cells being actively measured (during early sync and/or LTE execution). 

Proposal 5: L1 measurement RS is provided separately from ServingCellConfig for the serving cells and CellGroupConfig for the candidate cells, and measurement configuration(s) may be associated at RRC with a (current) active LTM configuration (E.g. which neighbour cells to monitor in a given SpCell)

Proposal 6: A solution is needed to report availability/detection of configured LTM candidates cells, to enable early sync and L1 measurements on a subset of the RRC configured candidates in the early sync and execution phases.  

Proposal 7: From RAN2 point of view, L1/2 signalling (e.g. MAC CE in UL and DL) should be used to report cell detection and control the active L1 measurement configurations for a subset of configured LTM candidates, due to the latency of RRC measurement reporting and reconfiguration and due to the potential excessive overhead associated with a large LTM candidate set. RAN1 should discuss the detailed mechanism.

Proposal 8: Send LS to RAN1 indicating any agreements related to the above.
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