3GPP TSG-RAN WG2 Meeting #114 Electronic	R2-2104988
Elbonia, May 19th – 27th, 2021	


Agenda item:	8.17.2
Source:	Nokia, Nokia Shanghai Bell
Title:	Multi-cell support for multi-TRP and L1 mobility
WID/SID:	NR_feMIMO-Core - Release 17
Document for:	Discussion and Decision
1	Introduction
The FeMIMO work in RAN1 has several objectives, all of which are partly entangled with each other, which has caused a lot of overlap in the RAN1 discussions. After the initial discussions could not progress, RAN1 sent LSs R2-2102625 [1] and R2-2102627 [2] to RAN2, with R2-2102627 [2] asking several questions from RAN2/3/4 to allow RAN1 to understand the consequences to other working groups. 
The initial discussion on R2-2102625 [1] and R2-2102627 [2] was started in RAN2#113bis-e, with the result of the offline discussion being shown in R2-2104632 [3], based on which the following agreements were made online:
The term “non-serving cell(s)” seems to cause confusion, and should be changed (to be consistent with the current RAN2 definitions).
RAN2 further study the impact on L1/L2 centric mobility for inter-cell multi-TRP-like model and inter-cell HO-like model.
Chair: while unclear, there seems to be support for: RRC provides the pre-configured configuration of “the candidate cell for L1/L2 centric mobility” (FFS if > 1), and L1/L2 signaling can be used/feasible for the dynamic switching of the pre-configured value.
Chairman: For now, Work on both mTRP and Mobility scenarios. 
Continue by long email discussion, to better understand impact in R2, pave the way for potential high level decisions, and get replies and Q to R1 LS

Additionally, the discussion continued in post-meeting email discussion "[Post113bis-e][061][feMIMO] InterCell mTRP and L1L2 mobility (Samsung)", but which mostly ended up repeating the same questions as were already partly discussed in RAN2 as that intent was to answer RAN1 questions as soon as possible (see R2-2106314 for proposed conclusions from the discussion). 
In this contribution, we discuss the terminology and both the multi-TRP and inter-cell L1 mobility schemes (the latter also using some simulation results as shown in Annex B), and consider what is required in RAN2 for supporting the desired functionalities. 
2	Terminology and scenarios
The term "non-serving cell" caused a lot of confusion in RAN2 since a "serving cell" is defined as something that UE uses to communicate with network, and the "non-serving cells" are exactly such ones (regardless of the operation discussed). Hence, the RAN1 terms seems badly misplaced and it would beneficial to come up with something that's more suitable. This was also the conclusion in RAN2#113bis-e (as indicated in chapter 1).
Digging a bit into the 3GPP history, the HSDPA multi-flow in UMTS Rel-11 seems to be somewhat analogous to the operation discussed here. There the term "assisting serving cell" was used, which could be adapted also here: "Assisting cell" clearly indicates that the "non-serving cell" is NOT the serving cell but does "assist" in the UE connectivity, and it's acronym could be "ACell", which also fits with the {P, S, PS, Sp}Cell ones used currently. Similarly, the cell for which the ACell is associated to could be any serving cell (i.e. PCell, SCell or PSCell), so an additional moniker could be needed for that as well, for example "Main Cell (MCell)". While we don't have a strong view on the terminology, it would be beneficial to adopt simple terminology already from beginning to allow discussions to converge more easily without confusion.
Proposal 1a: The cell additionally configured for UE in L1/L2-centric mobility is called "Assisting Cell (ACell)". The serving cell where the ACell is added to is called "Main Cell (MCell)".
Similarly, the term "L1/L2-centric inter-cell mobility" ("L12CICM") seems quite a handful, so a shorter version would be useful for basic discussion. Similarly as above, we think the operation could simply be called "Multi-Cell Operation (MCO)", which would encompass both the inter-cell multi-TRP and inter-cell L1/L2 mobility paradigms discussed before. For L1/L2-centric inter-cell mobility, we think using "Lower-layer HO (LHO)" could be used.
Proposal 1b: When UE is configured with ACell, it is configured with "Multi-Cell Operation (MCO)".
Proposal 1c: Triggering UE MCell change via L1/L2 inter-cell mobility involves UE receiving "Lower-layer HO (LHO)" command. 
Note that we will use these terms throughout the rest of the contribution for ease of referencing the feature in question.
3	Inter-cell Multi-TRP 
3.1	Intent of inter-cell multi-TRP scenario
The multi-TRP operation in Rel-16 aims to allow "L1 split" of one cell without the use of CA: That is, it was aimed to allow quasi-colocation of radio heads via the multiple "TRPs". The intent was that L1 can use spatially separated antennas that are still connected to the same serving cell by just using the L1 properties of the channels. This is in effect a dynamic point switching (DPS) CoMP-type of operation that was already discussed in LTE Rel-11, and is somewhat similar to how SUL was done in NR. The limitation in Rel-16 was just that there is only one serving cell involved in the multi-TRP operation, and serving cell change would be done using normal L3 mobility (with multi-TRP potentially being possible in both source and target cells).
Observation 1: Rel-16 multi-TRP involves TRPs from just one serving cell, with L1-based switching for UE scheduling. 
The Rel-17 aims to extend this by allowing "resources" (e.g. beams) from multiple cells to be used for multi-TRP, i.e. one TRP belongs to PCI1 and the other to PCI2. This is possible as long as the QCL and synchronization assumptions still utilize a single MCell, as the operation would still be (mostly) invisible to MAC except via the TCI states activated by MAC CEs.
Observation 2: Rel-17 multi-TRP MCO still retains a single serving cell, but allows L1 switching between used TCI states of MCell and ACell.
Hence, the operation involves L1 reconfiguration of used "cell" resources: UE uses either MCell or ACell resources. This means the RAN2 work can focus on questions procedures used to manage the ACell: Addition, modification, and release, in addition to UE procedures while the ACell is configured for the UE.
Observation 3: To support ACell for MCO with inter-cell multi-TRP, RAN2 needs to specify how to link the TCI state or CORESET pool to utilize SSB that uses different PCI than the MCell PCI. 
Proposal 1: MCO operation should allow (active and stored) ACells to be added, released, or modified via RRCReconfiguration.
3.2	Basic procedures for inter-cell multi-TRP
Then the exact changes depend on how RAN1 decides the MCO is done, but require at least the following:
· Addition/release/modification of ACell (i.e. PxxCH configuration with different TCI states linked to a different PCI than MCell PCI)
· Measurements and procedures to use the ACell (e.g. activation/deactivation via MAC CE, measurement reporting configuration for MAC)
· TCI state linkage for ACell (e.g. linking the current TCI state to ACell may require some modifications) 
· ACell interaction with (L3) handovers and RRM measurements
As already indicated in [9], we think it would be fruitful to consider the basic RRC procedures used for MCO, which are shown in Figure 1 below: 1) Addition of ACell, 2) release of ACell, 3) change of ACell and 4) usage of ACell during HO.
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Figure 1. Basic ACell procedures for MCO with multi-TRP

It's likely that 1) and 2) should only be done with RRC (as these involve providing UE with RRC configuration for ACell(s)), and 4) will also involve RRC (at least if done via legacy L3 HO mechanism). The more interesting questions is then on whether 3) can be done via L1/L2 signalling, what would it entail for UE behaviour and how would the RAN2 procedures support such operation? The obvious questions (already discussed in the email discussion) are:
· Is RLM needed for ACell? 
· How does UE measure and report ACell for RRM measurements?
· Can MCell MAC signalling be used for changing ACell? 
· Can a single MAC entity be used, or does ACell require additional MAC entity (similar to DC operation)?
· How does support for ACell impact existing UE capabilities for CA/DC? 
· Can UE receive from MCell PDSCH/PDCCH and ACell PDSCH/PDCCH at the same time?
· Can UE transmit to MCell PUSCH/PUCCH and ACell PUSCH/PUCCH at the same time?
· Can active ACell configuration be updated and what would it mean for the ACell operation?
· How many ACells can UE handle at one time, i.e. how many can it store and/or operate?
· Is random access needed towards ACell when starting to use MCO? 
While some of these will be straightforward to do, it's also clear that some work is needed to realize these procedures (as it always does when RAN2 has to analyse something RAN1 has started). The effort seems similar to that done in Rel-16 multi-TRP WI (if not more), and the basic operations 1-4) described above all seem relevant for the multi-TRP operation with MCO.
Observation 4: RAN2 should focus the work on essentials when specifying MCO for multi-TRP.
Since the MCO is also close to "CA-like" operation, it can be immediately postulated that likely it's likely easier to support DL than UL operation. Hence, at least the MCO operation should support DL in ACell. Similarly, while it's not clear whether MCell could still support SUL during MCO, at least ACell should not support SUL in Rel-17.
Proposal 2a: ACell configuration can include at least PDSCH and PDCCH configuration and UE can be configured to use DL from both MCell and ACell. 
Proposal 2b: FFS whether UE can receive PDCCH/PDSCH simultaneously from MCell and ACell. 
Proposal 2c: FFS whether PUCCH and PUSCH are supported for ACell.
Proposal 2d: SUL is not supported for ACell in Rel-17. FFS whether ACell can be used when SUL is configured for MCell.
4	Inter-cell L1/L2-centric mobility
4.1	Intent of inter-cell L1/L2-centric mobility
The basic idea for the inter-cell L1/L2-centric mobility seems to be "simply" to trigger serving cell change based on L1/L2 signalling. But this hides a lot of details and is similar to saying that L3 mobility is "simply" triggering cell change based on RRC signalling! Such a high-level statement is very useful when trying to understand the intent, but fails when it comes to details: What exactly would the L1 signalling trigger? How can it be secured to avoid DoS attacks? What are the measurements the L1 signalling is based on, and how does UE report them? How does network know which actions to trigger at network side when doing L1-triggered mobility?
It's also very clear that in case multiple ACells are supported for MCO with LHO, similar effort as used for UMTS candidate set management is needed. This likely means similar measurement events as for UMTS (not all of which are currently possible in NR) need to be specified. 
Observation 5: MCO with LHO may require UMTS-style candidate set management and definition of corresponding measurement events.
As CHO is already specified, it might be possible to reuse some of that framework, but this is not necessarily straightforward: Current CHO triggering relies on PCell measurements, and L3 mobility should still be possible in addition to MCO with LHO, though it's also clear that some coordination between CU and DU is still required.
Proposal 3a: L3 handovers are still possible even if UE is configured with MCO with LHO.
Proposal 3b: FFS what kind of CU/DU coordination is required for MCO with LHO.
Proposal 3c: FFS which ACell measurement events are supported for MCO with LHO.
Proposal 3d: RAN2 to discuss whether/how CHO can be used to trigger MCO with LHO.
4.2	Basic procedures for inter-cell L1/L2-centric mobility
As discussed in previous section, RAN2 will need to consider how to configure and report L1-based measurements, how to secure the L1-HO (LHO) command signalling (including reliability) and how to configure ACell for the same cases as for multi-TRP MCO. It's also clear that for using ACell, the same procedures as discussed for multi-TRP MCO (see multi-TRP MCO procedures 1-4 above) are needed, so effectively supporting the MCO with LHO requires specifying the support for multi-TRP MCO as well. There are also some additional procedures to consider: Switching the used UL/DL control channel (i.e. PxCCH), switching the used UL/DL shared channel (i.e. PxSCH), switching both, as well as switching the roles of the MCell and ACell. These are illustrated in Figure 2 below.
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Figure 2. Basic ACell procedures for MCO with LHO
Observation 6: To support ACell for MCO with inter-cell L1/L2-centric mobility, RAN2 needs to specify how to both multi-TRP MCO procedures and LHO with MCO procedures. 
Another important question for MCO with LHO is security: Normally handover commands are sent via RRC because they can then be both ciphered and integrity-protected. In contrast, both DCI and MAC CEs are neither ciphered not integrity-protected, which can cause security issues as using those for triggering HOs could be vulnerable to "fake" LHO commands, i.e. DoS or redirection attacks. Therefore, the security aspects of the LHO signalling need to be considered, which likely would also require at least SA3 verification once it's understood how the basic LHO signalling is thought to work.
Observation 7: The security of LHO command is important and may require SA3 consultation.
Proposal 4a: RAN2 to first focus on common procedures for both MCO with multi-TRP and MCO with LHO. 
Proposal 4b: RAN2 to inform RAN1 that LHO command needs to be secure and this may require SA3 consultation. 
4.3	Performance of L1 mobility vs. L3 mobility
Since RAN1 had a suitable simulation assumptions agreed (using EVM models), we performed some system level simulations to attempt to assess the potential gains from "L1 mobility" where the switch between PCell and ACell is done based on L1 measurements. These are detailed in Annex A, but as a summary we have observed the following:
· Modelling of real measurements is crucial for mobility evaluations: Using simple "fixed delay" model for L3 mobility degrades the mobility evaluation compared to more realistic model of L1/L3 measurements, cell search based on SSBs, measurement reporting and handover preparation.
· The throughput of MCO with LHO is similar to that of L3 mobility with realistic HO deactivation delay.
· The handover de-activation delay of 1000 ms for L3 mobility is over-estimated and a reasonable estimate can be 220ms/250 ms: 20ms/50 ms (e.g. IIR L3 filtering delay) + 160 ms TTT + 40 ms  handover preparation.
· MCO with LHO increases the number of handovers and ping-pongs compared to L3 mobility mechanism which indicates that many handovers are triggered unnecessarily using L1/L2 centric mobility.
While these cannot be claimed to be extensive simulations, they do illustrate that there are some pitfalls in the concept of L1 mobility and getting positive mobility performance gains from the feature may not be as simple as expected, i.e. the performance may be worse than existing L3 handover. As this has not truly been even evaluated in RAN1, we think it would be prudent to either do more simulation investigations and possible even deprioritize the MCO with LHO entirely for Rel-17 to reduce the RAN2 workload. Generally, the work on MCO with LHO would need to better understand the achievable gains e.g. based on simulation results. We would also note that the baseline performance for comparing the LHO should be against CHO/DAPS, since those are available as of Rel-16 completion. 
Proposal 5a: Focus Rel. 17 work on MCO with multi-TRP.  Work on MCO with LHO can be done as second priority if time allows.
Proposal 5b: Indicate to RAN1 that MCO with LHO requires more effort than MCO with multi-TRP and the performance gains from MCO with LHO compared to L3 HO are not clear.
Proposal 6: For MCO with multi-TRP, the change of the serving cell is performed using one of the legacy handover mechanisms (baseline handover of Rel. 15, CHO, or DAPS of Rel. 16).
5	Conclusion
This documents has made the following observations:
Observation 1: Rel-16 multi-TRP involves TRPs from just one serving cell, with L1-based switching for UE scheduling. 
Observation 2: Rel-17 multi-TRP MCO still retains a single serving cell, but allows L1 switching between used TCI states of MCell and ACell.
Observation 3: To support ACell for MCO with inter-cell multi-TRP, RAN2 needs to specify how to link the TCI state or CORESET pool to utilize SSB that uses different PCI than the MCell PCI. 
Observation 4: RAN2 should focus the work on essentials when specifying MCO for multi-TRP.
Observation 5: MCO with LHO may require UMTS-style candidate set management and definition of corresponding measurement events.
Observation 6: To support ACell for MCO with inter-cell L1/L2-centric mobility, RAN2 needs to specify how to both multi-TRP MCO procedures and LHO with MCO procedures. 
Observation 7: The security of LHO command is important and may require SA3 consultation.
And proposed the following:
Proposal 1: MCO operation should allow (active and stored) ACells can be added, released, or modified via RRCReconfiguration.
Proposal 2a: ACell configuration can include at least PDSCH and PDCCH configuration and UE can be configured to use DL from both MCell and ACell. 
Proposal 2b: FFS whether UE can receive PDCCH/PDSCH simultaneously from MCell and ACell. 
Proposal 2c: FFS whether PUCCH and PUSCH are supported for ACell.
Proposal 2d: SUL is not supported for ACell in Rel-17. FFS whether ACell can be used when SUL is configured for MCell.
Proposal 3a: L3 handovers are still possible even if UE is configured with MCO with LHO.
Proposal 3b: FFS what kind of CU/DU coordination is required for MCO with LHO.
Proposal 3c: FFS which ACell measurement events are supported for MCO with LHO.
Proposal 3d: RAN2 to discuss whether/how CHO can be used to trigger MCO with LHO.
Proposal 4a: RAN2 to first focus on common procedures for both MCO with multi-TRP and MCO with LHO. 
Proposal 4b: RAN2 to inform RAN1 that LHO command needs to be secure and this may require SA3 consultation. 
Proposal 5a: Focus Rel. 17 work on MCO with multi-TRP. Work on MCO with LHO can be done as second priority if time allows.
Proposal 5b: Indicate to RAN1 that MCO with LHO requires more effort than MCO with multi-TRP and the performance gains from MCO with LHO compared to L3 HO are not clear.
Proposal 6: For MCO with multi-TRP, the change of the serving cell is performed using one of the legacy handover mechanisms (baseline handover of Rel. 15, CHO, or DAPS of Rel. 16).


Annex A: RAN2 document references
This section contains the RAN2 document references from RAN2#113bis-e.
1. R2-2102625	LS on Agreements Pertaining to L1/L2-Centric Inter-Cell Mobility (R1-2102209; contact: Samsung)	RAN1	LS in	Rel-17	NR_feMIMO-Core	To:RAN2	Cc:RAN3, RAN4
R2-2102627	LS on TCI State Update for L1/L2-Centric Inter-Cell Mobility (R1-2102248; contact: Samsung)	RAN1	LS in	Rel-16	NR_feMIMO-Core	To:RAN2, RAN3, RAN4	Cc:RAN
R2-2104632	Summary of email discussion [AT113bis-e][035][feMIMO] L1L2 Centric Mobility	Samsung
R2-2103330	Considerations on L1/L2 centric inter-cell mobility	Samsung	discussion	Rel-17	TEI17
R2-2102855	Discussion on L1 L2-Centric Inter-Cell Mobility	vivo	discussion	Rel-17	NR_feMIMO-Core
R2-2102870	Discussion on L1/L2-Centric Inter-Cell Mobility	Intel Corporation	discussion	Rel-17	NR_feMIMO-Core
R2-2103079	Discussion on L1/L2 Mobility	Qualcomm Incorporated	discussion
R2-2103260	RAN2 Impacts of L1L2-Centric Inter-Cell Mobility	MediaTek Inc.	discussion
R2-2103639	Discussion on RAN1 LS for L1/L2-Centric Inter-Cell Mobility	Nokia, Nokia Shanghai Bell	discussion	Rel-17	NR_feMIMO-Core
R2-2103823	On RAN1 LS (R2-21xxxxx) for L1/L2 centric inter-cell mobility	Ericsson	discussion
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Annex B: Inter-cell mobility system performance with L1 mobility and L3 mobility 
NOTE: The references inside this section do not refer to Annex B but are only used within this Annex.
B.1	Evaluation Scenarios
We have simulated different handover procedures as summarized in the table below to understand the impact of the handover deactivation delay and interruption time (with no data transfer).
Table B.1-1: Handover Procedures
	Parameters/Cases
	L3(short delay)
	L3(long delay)
	L1/L2(RACH-less)
	L1/L2(RACH)

	L3 mobility based on A3 event
	Enabled
	Enabled
	Disabled
	Disabled

	L1/L2 mobility based on L1-RSRP beam measurements
	Disabled
	Disabled
	Enabled
	Enabled

	HO interruption time (due to RACH)
	80 ms
	80 ms
	1 ms
	80 ms

	HO preparation delay
	40 ms [2]
	820 ms 
	Not applicable 
	Not applicable

	A3 event Time-to-Trigger (TTT)
	160 ms
	160 ms
	No TTT i.e. 0 ms
	No TTT i.e. 0 ms

	IIR L3 filtering delay
	20 ms
	20 ms
	Not applicable
	Not applicable 

	HO deactivation delay
	220 ms
	1000 ms [1]
	1 ms 
	1 ms



The term “HO deactivation delay” refers to “HO latency” which is defined as the time measured from the handover initiation until the completion of the UE association with the new destination cell. The EVM model specifically states that “That is, when the L1-RSRP for the target cell is larger than the L1-RSRP for the source cell by the HO margin (e.g. 3 dB), handover is initiated. Handover to the target cell is completed after HO latency”. Based on this description, the HO deactivation delay accounts for IIR L3 filter delay, TTT and handover preparation delay which part of L3 inter-cell mobility modelling
For L3 mobility, if the Layer 3 cell quality measurement of the non-serving cell is higher than the serving cell quality measurement by the HO margin during TTT, UE sends Layer 3 measurement report to the serving cell (see 38.300 for more details on measurements and reporting). Once the serving cell receives the L3 measurement report from the UE, it initiates the preparation of the HO command (i.e. RRC reconfiguration). In our simulation, the HO preparation time (Handover Request, admission control and Handover Request Acknowledge) is modelled as HO preparation delay. We have simulated two cases for L3 mobility, namely L3(short delay), L3(long delay). In L3(short delay) case, the handover preparation delay is set to reasonable value of 40 ms based on the study in [2].  L3(long delay) case considers 820 ms handover preparation delay to align with the EVM assumptions in [1] which considers the handover de-activation delay to be between 1000 ms and 1500 ms. 
We would also note that a "fixed delay" for mobility search is not very realistic as UE is normally doing cell search continuously, and after acquiring SSB of neighbour cell also continues to do SSB-RSRP measurements while the cell remains detectable as per the requirements in TS38.133. Putting this into a single delay value over-estimates the time needed to obtain L3 measurement samples, thus making the L3 handovers much "slower" than observed in reality. Hence, a system level simulator used for mobility using such a "simple" model should attempt to consider both "short" and "long" delay values to understand how much bias the model itself causes to the L3 mobility performance. This is similar as was already evaluated in LTE Rel-11/12 study on Hetnet mobility (for more details see TR 38.839).
Observation 0: A fixed mobility delay model tends to overestimate the mobility performance degradation. System level simulations for mobility purposes should model both cell search and measurement sampling to properly evaluate the impact of delays in mobility performance. 
L1/L2 based mobility differs from the L3 mobility in the sense that the serving cell change (handover) is triggered using L1-RSRP beam measurements instead of L3 cell quality measurements. Herein, UE sends periodical L1-RSRP beam measurement reports to the serving cell including the K strongest beams of the non-serving cell(s). HO is triggered if the L1-RSRP measurements of the best non-serving cell beam is higher than the best serving cell beam by the HO margin e.g. 3 dB. Note that for L1/L2-centric inter-cell mobility the RRC configurations of the non-serving cell are assumed to be already pre-configured at the UE (similar to CHO). Therefore, HO preparation delay for L1/L2 signalling is assumed to be 0 ms (not applicable) and we don’t have any TTT  timer which leads to shorter a HO deactivation delay for L1/L2-centric inter-cell mobility.
The interruption time for L1/L2(RACH-less) is set to 1 ms assuming that UE has decoded all the RRC configurations of the non-serving cell (i.e. possible target cell/new serving cell) beforehand and UE does not need RACH as timing advance (TA) is zero or the same as the serving cell i.e. RACH-less. For other HO procedures, the interruption time is assumed to be 80 ms.
A.2	Simulation Parameters
The parameters of the simulation follow the assumptions of the EVM model in [1] for inter-cell mobility scenarios which are shown in Table B.1-2.
[bookmark: _Ref61867148][bookmark: _Ref61867130]Table B.1-2 Simulation parameters for inter-cell mobility scenario
	Parameters
	Values

	Frequency Range
	FR2 @ 30 GHz, SCS: 120 kHz, BW: 80 MHz

	BS Antenna Configuration
	(M, N, P, Mg, Ng) = (4, 8, 2, 2, 2). (dV, dH) = (0.5, 0.5) λ. (dg,V, dg,H) = (2.0, 4.0) λ
Using equivalent full array (8, 16, 2, 1, 1) for beamforming with 14 beams. SSB + CSI-RS per beam.

	UE Antenna Configuration
	Number/location of panels: 3 panels (left, right, and back).
Panel structure: 1x1x2 or (M, N, P) = (1, 1, 2), dH = 0.5 λ 
All panels are active (Assumption 3 in R1-1907860)


	Traffic Model
	Full buffer. Best effort FullBuffer traffic model with average of ​5 packets per second and packet size of 500,000 bytes

	Link Adaptation
	Outer loop adaptation + CQI based link adaptation (CSI-RS based measurements)

	Control and RS overhead
	~21% (3/14 symbol overhead)

	Control channel decoding
	Ideal

	Transmission scheme
	2x2 MIMO 

	Other simulation assumptions
	Proportional fair in Time and frequency scheduling with TTI size of one subframe. 1 user is scheduled each TTI.
RLM Qout averaging window: 400 ms
RLM Qin averaging window: 200 ms
RLQ Out (for beam failure detection) averaging window: 200 ms
Bandwidth efficiency: 90%

	Intra-cell beam management
	Beam metric: L1-RSRP 
Ideal measurement reporting and evaluation every 20 ms.
L1-RSRP averaging 60ms (3 samples) 
Beam switching decision: L1-RSRP(best serving cell beam)> L1-RSRP(current serving cell beam) + Offset
Offset: 1 dB

	Inter-cell handover procedure
	L3 (RRC) Mobility 
The figure below illustrates L3 mobility procedure in the simulation. When A3 event condition is satisfied during TTT, UE sends L3 measurement report and the serving cell prepares HO command and sends it to the UE. Once UE receives the HO command, it detaches from the serving cell (interruption time starts) and if RACH is successful (i.e. HO complete is received from the target cell), UE switches to a new serving cell and starts receiving data (interruption time ends).
Handover interruption time (no data transfer): 80 ms
Handover metric: L3 cell quality measurement (IIR filtered L1-RSRP)
A3 event offset i.e. HO margin: 3 dB
Time-to-trigger (TTT): 160 ms
Handover (HO) preparation delay: {40ms, 820ms}
Handover deactivation delay: Filter time constant i.e. the duration of the impact of the previous measurement is halved (assumed to be 20 ms) + TTT + HO preparation delay = 220 ms
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L1/2 centric Intercell Mobility
Intra-cell beam management procedure is extended to include the beams of non-serving cells. Ideal and periodical reporting with 20 ms periodicity.
Serving cell beam reporting i.e. N : 4
Non-serving cell beam reporting i.e. K: 16
The strongest N and K beams of the serving and non-serving cell are reported periodically.
Handover decision is based on (filtered) L1-RSRP beam measurements i.e. L1-RSRP (best non-serving cell beam) > L1-RSRP (best serving cell beam) + Offset
Offset i.e. HO margin: 3 dB 
Handover deactivation delay: 1 ms
Handover interruption time (no data transfer): {1 ms, 80 ms} NOTE: The results with different interruption time i.e. L1/L2(RACH) are also available to understand the impact of the RACH procedure better

	Other potential impairments
	Not modelled (assumed ideal)

	Scenario
	Dense Urban (as described in EVM [ref]), 200m ISD with wrap-around (7 sites, 3 sectors/cells per site), 100% outdoor, 10 UEs per drop (multiple UEs dropped along the trajectory)

	Channel model
	UMa 5G (TR 38.901)

	UE mobility and trajectory
	Linear trajectory across multiple cell edges, inter-cell mobility
[image: ]
Distance d from is the perpendicular distance from the line PQ to the center of site C7. Its value can be d=U[26,34] as shown in the figure above. A UE is dropped in one of the green lines above with random direction of movement towards P or Q. 
UE velocity 120 km/h are simulated.

	UE panel orientation
	UE orientation is the same as UE movement direction.

	Simulated time extent
	1120000 steps (112000 steps per sec) with 1 sec warm-up period 



B.3	Performance comparison of different handover procedures
The different handover procedures as described in the Table B.1-1 are compared for UEs with 120 km/h and the resulting CDF of effective user throughput is shown in Figure 1, whereas the mean and the cell-edge (5% percentile) user throughputs are shown in Figure 2.
We observe a noticeable difference between the throughput CDF of the L3 with long HO deactivation delay i.e. 1 second and L1/L2 (RACH-less) handover procedures. For L3 with long delay, UEs are forced to operate in weak signal quality for 33.3 meters during 1 second HO deactivation delay whereas for L1/L2 mobility the HO deactivation delay is much shorter enabling the UEs to switch earlier to the cell that has higher signal quality than the current serving cell. However, the throughput CDFs of L1/L2 mobility procedures are very similar to that of L3 mobility with shorter (more realistic and reasonable) HO deactivation delay as shown in Figure 2 (on the left part). If we focus on the cell edge UE throughput values in Figure 2 - right part (which are the 5th percentile values of the CDFs in Figure 1), L3 mobility with shorter HO deactivation delay results in even better performance than the L1/L2 mobility mechanisms.
Note that effective user throughput is measured as the net throughput over the air interface including effect of HARQ retransmissions, i.e., erroneous packets do not contribute to the bits received.
Observation 1: The throughput of L1/L2 centric mobility is similar to that of L3 mobility with realistic HO deactivation delay.
Observation 2: The handover de-activation delay of 1000 ms for L3 mobility is over-estimated and a reasonable estimate can be 220ms/250 ms: 20ms/50 ms (e.g. IIR L3 filtering delay) + 160 ms TTT + 40 ms  handover preparation.
Note that for L3 mobility, the network has always the option to set TTT duration to 0 and to de-configure L3 filtering which can reduce the handover de-activation delay to only 40 ms which is needed for handover preparation. However, TTT and L3 filtering are features which are introduced by RAN2 to minimize the number of unnecessary handover and ping-pong handovers as shown later in Figure 3.
[image: ]
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Figure 2 Mean and Cell-edge Effective User Throughput for the L1/L2 and L3 handover procedures

Figure 3 presents the CDFs of the number of handovers per UE and the ping-pong handovers per UE per second. A ping-pong handover happens, for example, if cell A hands over a UE to cell B and cell B hands over the same UE back to cell A shorty after i.e. X duration. The duration of X is set to 1000 ms in our simulations. As expected, the shorter HO deactivation delay (lack of TTT, L3 IIR filtering) for L1/L2 mobility results in higher number of handovers and ping-pongs compared to L3 mobility. We do not observe even any ping-pong handover in L3 (long delay). The handovers can be triggered for L1/L2 mobility if L1-RSRP measurements of the non-serving cell beam is higher than the serving cell beams by HO margin whereas for L3 mobility the UE applies L3 filtering and waits for the A3 event to be met for TTT before sending the measurement report. As such, L3 mobility avoids the triggering of unnecessary handover as performed in L1/2 centric mobility.
Ping-pongs might not be relevant for intra-CU and intra-DU inter-cell mobility case as the signalling on F1-C and Xn interface is minimal/can be suppressed. However, ping-pongs would be a relevant metric for  inter-CU and/or inter-DU mobility cases as they can substantially increase signalling overhead. 
Observation 3: The numbers of handover and ping-pongs increase with L1/L2 centric mobility compared to L3 mobility mechanism which indicates that many handovers are triggered unnecessarily using L1/L2 centric mobility.
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Figure 3 CDF of number of handovers per UE and ping-pong handover for the L1/L2 and L3 handover procedures

Finally, in Figure 4 the average number of Radio Link Problems (RLPs – initiation of T310 timer) and the Beam failure Detections (BFDs) in 100 drops are presented. Note that, we have only 10 UEs (EVM [1] assumes even 1 UE) along the linear trajectory among 21 cells, which do not generate enough interference in the scenario to create mobility problems. However, it is clear that for L3 mobility with long (unreasonable) delay we have around 9 RLPs and 15 beam failures in each simulation/drop. Increasing the delay for L3 mobility forces UEs to connect with the serving cell even if the radio link quality suffers at the cell edge, which result in mobility problems.
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Figure 4 Average number of radio link problem and beam failure detection for L1/L2 and L3 mobility
Based on the following results, changing the serving cell based on L1 measurements does not seem to provide any advantage compared to L3 mobility mechanism. On the contrary, it can even worsen the mobility performance by increasing the number of unnecessary handovers and ping-pongs.
Observation 4: Changing the serving cell based on L1 measurements may increase the number of unnecessary handovers and ping-pongs without improving the mobility performance compared to L3 mobility.
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