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1 Introduction
In RAN2#103bis-e [1], a number of agreements were made on SL DRX related to timers and TX/RX UE behavior.  Furthermore, configuration aspects for unicast have, for the most part been discussed, and finalization is pending discussion of TX vs RX centric question (which we address in our companion contribution [2]).  DRX configuration aspects for groupcast/broadcast was discussed as part of an email discussion [3] in RAN2#103bis-e, however, no agreements were taken.
In this contribution, we address open issues related to the topic of SL DRX timers and UE behavior, as well as the open issues on DRX configuration for groupcast/broadcast.

2 Discussion
2.1 SL DRX Timers
2.1.1 Inactivity Timer
In RAN2#103bis-e, it was agreed that SL inactivity timer is supported for unicast and at least some scenarios of groupcast, but not supported for broadcast.  For both unicast and groupcast, the RX UE behaviour with respect to the inactivity timer is similar to Uu.  Specifically, the RX UE (re)starts the inactivity timer for a pair of src/dest L2 ID (or groupcast dest L2 ID) upon reception of new SL data associated with that pair src/dest ID (or groupcast L2 dest ID).  However, the RX UE uses only the information in the SCI to determine a “new” transmission, and so the decision of restarting the inactivity timer is based on L1 IDs in the SCI.  L1/L2 ID mismatch may therefore lead to the RX UE unnecessarily starting its inactivity timer and consuming power.
Observation 1:
Starting inactivity timer based on L1 IDs in SCI can lead to unnecessary power consumption at the RX UE in case of L1/L2 ID mismatch.  

The possibility of stopping the inactivity timer when the mismatch is detected at the MAC layer was discussed as a solution to this problem in the email discussion on timers [4], but was left FFS.  One difficulty with this solution is the case where the mismatch occurs while the RX UE is already running its inactivity timer due to a non-mismatch reception.  In this case, the timer should not be stopped by the MAC layer as it would result in the RX UE being inactive when it should normally keep its inactivity timer running. To avoid this issue and address most mismatch cases, the MAC layer can stop the inactivity timer only when the mismatch SCI started the inactivity timer in the first place.  Stopping the inactivity timer would therefore not be allowed when the mismatch restarts the inactivity timer.  
Proposal 1: 
The UE can stop the inactivity timer if the L2 source/destination ID in the MAC PDU corresponding to the SCI that last started the timer does not match the source/destination L2 ID of the unicast link.
Another issue discussed in RAN2#103bis is synchronization of the TX and RX UE with respect to the active time.  It was agreed that the TX UE maintains a timer corresponding to the SL inactivity timer at the RX UE, and the TX UE restarts such timer upon SCI transmission indicating new data.  Inactivity timer mismatch may occur between TX and RX UE if the RX UE is not able to decode SCI from the TX UE.  This case is similar to the DL case where a UE does not detect DCI.  However, it may occur more frequently on sidelink due to half-duplex.  In other words, an RX UE with a perfect channel with the TX UE may fail to start the inactivity timer following transmission by the TX UE.  
Observation 2:
Half-duplex on SL results in more frequent misdetection of SCI by the RX UE compared to Uu (DCI) misdetection.  
In Uu, how the NW handles possible mismatch is not specified because maintenance of the timer at the transmitter side is up to NW implementation.  In the email discussion on timers [4], the use of HARQ feedback to solve the inactivity timer mismatch problem was supported by many companies.
One way to avoid the mismatch would be to rely on HARQ feedback to determine whether to stop the inactivity timer that was previously started by the TX UE.  In this case, HARQ feedback is being used to synchronize the timers between the TX and RX in the event of possible SCI misdetection at the RX UE.  This approach may be difficult since the absence of HARQ feedback does not necessarily mean that SCI was not detected by the RX UE, but could mean that PSFCH was not transmitted by the RX UE (e.g. due to UL/SL prioritization), or that PSFCH was transmitted but not detected by the TX UE.  In either case, there is no way to assume with certainty that DTX of PSFCH is associated with SCI misdetection at the RX UE, and so synchronization of the timers may not be feasible.   

Observation 3:
Uncertainty at the TX UE about whether SCI was mis-detected by the RX UE, or PSFCH was not transmitted or mis-detected at the TX UE makes it difficult to synchronize inactivity timers at the TX and RX UE using HARQ feedback.  

An alternate approach to solving the inactivity timer mismatch is to avoid that a possible mismatch can affect transmissions at the TX UE or lessen the impact to such transmissions.  For example, the TX UE can avoid transmitting new data while the inactivity timer is running and HARQ feedback has not yet been received.  Such behaviour can be further restricted to high priority transmissions only.  

Proposal 2: 
HARQ feedback is used to resolve inactivity timer mismatch between the TX UE and RX UE.
Proposal 3: 
The TX UE waits for HARQ feedback before sending some/any new transmissions while the inactivity timer is running.

For unicast, HARQ feedback can be disabled (based on LCH configuration), or the resource pool can be configured without PSFCH.  To solve the problem of mismatch in these case, two options can be considered.  The inactivity timer can be used only for HARQ enabled transmissions.  In other words, the RX/TX UE does not start the inactivity timer when a reception/transmission has HARQ feedback disabled.  This avoids the mismatch but may significantly reduce the active time of the RX UE when HARQ feedback is not used.  Alternatively, the TX UE may transmit only low priority data while only the inactivity timer is running.  Consequently, high priority transmissions are performed only while the on duration timer is running.  With this option, inactivity timer can still be used, and any effect of timer mismatch is limited to low priority data.  Furthermore, if the TX UE has high priority data or data that should be transmitted prior to the next on duration, the UE can enable HARQ-feedback to ensure that the high priority transmissions can be performed once the feedback is received.  
Proposal 4: 
RAN2 discusses the following options to solve inactivity timer mismatch for HARQ disabled transmissions: 1) not using the inactivity timer for HARQ disabled transmissions; 2) transmitting only low-priority data while inactivity timer is running. 
Inactivity timer was agreed to be supported for groupcast, but the specific scenarios were left for further discussion.  Apart from inactivity mismatch that can be solved with HARQ feedback (similar to the unicast case), mismatch in groupcast can also occur from the lack of a stable topology.  Specifically, UEs in groupcast may leave and re-enter the range for reliable SCI transmissions frequently.  When a UE re-enters, it may fail to receive transmissions by a TX UE which assumes the inactivity timer is running.  This would result in some UEs missing data transmissions simply due to the introduction of DRX.  As a guiding principle, the introduction of DRX should not degrade the performance of groupcast transmissions.
Observation 4:
Introduction of DRX should not result in degradation of performance for SL 

Observation 5:
Use of inactivity timer in non-stable groupcast topologies may result in some UEs not reliably receiving groupcast transmissions 

Based on the above observations, we think the usage of inactivity timer should be limited only to groupcast transmissions with stable topology.  As suggested in the email discussion [4], the inactivity timer can be enabled if the UE is configured with a group size and member ID for a particular groupcast transmission.
Proposal 5: 
Inactivity timer for groupcast is supported only for transmissions/receptions where the UE is configured (by upper layers) with a member ID and group size 

Addressing inactivity timer mismatch for groupcast using the same rules used as unicast may be difficult because groupcast involves multiple TX UEs and RX UEs communicating with each other.  Ideally, the inactivity timers maintained by all UEs (both for TX and RX) should be synchronized since the transmissions are intended to all group members.  This allows the transmission by a first UE (which starts the inactivity timers in each of the RX UEs) to enable a second UE to also transmit while the inactivity timer is running, rather than have to wait until the next DRX cycle.   

Proposal 6: 
For groupcast transmissions, inactivity timer can be (re)started when the TX UE receives transmissions from another UE associated with the same group 

Another groupcast specific issue related to the inactivity timer is the handling of transmissions with MCR.  In NR V2X, transmissions outside of the MCR are assumed to be treated as best effort by the system (e.g. RX UE sends HARQ feedback only when it is within the MCR).  Along the same lines, whether an RX UE should consider receptions where it is outside the MCR when deciding whether to (re)start the inactivity timer should be further discussed by RAN2.  From a power savings perspective, there may be no benefit in restarting the inactivity timer when the UE is outside the MCR for a transmission.  On the other hand, the UE may quickly fall within the MCR of additional transmissions after this if the UE is moving.  A safer approach may therefore be to allow the UE to ignore transmissions with respect to resetting of the inactivity timer only when the UE is well outside the MCR. 
Proposal 7: 
RAN2 to define the inactivity timer maintenance rules for groupcast transmissions with MCR 

2.1.2 HARQ RTT and Retransmission Timers
In RAN2#103bis, a working assumption was made to use the retransmission resource timing in the SCI (if present) to derive the HARQ RTT timer.  One concern from companies was how to handle the case where the TX UE performs pre-emption and reselects a resource prior to the initial transmitted resource.  We see two avenues to address this specific corner case:

· Reselection rules/restrictions can be introduced at the TX UE to avoid this case
· If pre-emption is enabled at the TX UE, the RX UE does not use the timing of resources in the SCI to derive the HARQ RTT 
Since either of these options is acceptable, and still results in power savings benefits we think the working assumption can be confirmed.  To maximize power savings, the HARQ RTT timer should therefore reflect the time until the indicated retransmission resource. 
Proposal 8: 
RAN2 confirms the working assumption “SL HARQ RTT timer can be derived from the retransmission resource timing when the SCI indicates a retransmission resource.” 
Proposal 9: 
When SL HARQ RTT timer is derived from the retransmission timing in the SCI, the RX UE sets the SL HARQ RTT timer to a value which expires at the slot indicated by the retransmission resource. 

Regarding which approach to take, it should be noted that re-selection can occur due to pre-emption, UL/SL prioritization, and CBR.  In the later two cases, the reselected resource always occurs after the initially indicated resources, and therefore should not affect HARQ RTT.  For the case of pre-emption, it is therefore questionable whether allowing reselection to a new resource occurring prior to the announced resource is really necessary for the UE to meet latency requirements.  Imposing a restriction on the TX UE reselection so that the timing of the new retransmission resource is after the pre-empted resource (as in the case of UL/SL prioritization and CBR) is a simpler approach which aligns the RX UE behaviour with respect to DRX.  In this way, an explicitly configured HARQ RTT timer is not required when the SCI indicates a retransmission resource.
Proposal 10: 
A TX UE which performs re-selection of retransmission resources due to pre-emption ensures that the newly selected re-transmission resource does not occur earlier in time than the pre-empted resource when communicating to an RX UE in DRX
Another open issue not resolved at RAN2#103bis-e is how to handle HARQ FB disabled transmissions.  While retransmission timer is supported, whether/when to support HARQ RTT was left FFS.  The approach of deriving the HARQ RTT timer from the retransmission resource in the SCI (when it is included) can work equally well for HARQ enabled and HARQ disabled transmissions.  Specifically, the RX UE can use the time between the SCI reception and the indicated retransmission resource to perform microsleep for the HARQ process.  On the other hand, when the SCI does not indicate a retransmission resource, whether there is any opportunity for microsleep for the HARQ disabled case will depend on aspects at the TX UE (e.g. mode 1 vs mode 2, PUCCH configured or not).  The TX can communicate the specific case and/or HARQ RTT timer to use to the RX UE for the case of unicast (in the DRX configuration exchanged by PC5-RRC), but doing so for groupcast may require significant specification impact.  Alternatively, when HARQ FB is disabled and the SCI does not indicate a retransmission resource, the RX UE can monitor SL immediately following SCI reception to handle the worst case scenario (i.e. when a mode 2 UE selects transmission and retransmission SCI in consecutive slots).  In other words, the HARQ RTT timer is not used in this case and the RX UE starts the retransmission timer immediately upon SCI reception.        
Proposal 11: 
The RX UE does not use a HARQ RTT timer (i.e. the retransmission timer is started immediately following SCI reception) when SCI does not indicate retransmission resource and HARQ feedback is disabled

Proposal 12: 
SL HARQ RTT timer is derived from the retransmission resource timing in the SCI when the SCI indicates a retransmission resource and HARQ feedback is disabled

2.1.3 Handling CSI Reports
In the email discussion on timers [4], majority of companies believed the slots where the UE is expecting CSI reports from a peer UE should be included in the active time from an RX UE perspective.  Specifically, transmissions at a UE are generally uncorrelated with DRX for reception.  As a result, a UE should be able to transmit CSI requests without considering its own DRX pattern (determined by on duration timer, inactivity timer, and retransmission timers) and should further be monitoring SL in order to receive the corresponding CSI report.  A separate timer can be started to handle the slots where a UE is expecting CSI feedback, and this time period can be added to the active time of a UE.    

Proposal 13: 
RAN2 confirms working assumption “The slots when the UE is expected CSI report following a CSI request is considered as SL active time”.

2.2 SL DRX Configuration for Groupcast/Broadcast
Unlike unicast, the UEs involved in SL communication for groupcast/broadcast cannot share the DRX configuration.  For this reason, these UEs need to rely on some (pre)configured parameters which are specific to the L2 ID and/or the PQI.
As per majority view in the email discussion [3], at least some parameters of the DRX configuration should be QoS dependant.  In addition to the DRX cycle (which may impact the latency associated with delivering a transmission to an RX UE in DRX, the on duration should also be dependant at least on QoS.  Specifically, for QoS flows with large data rate requirements, the RX UE should use a larger on duration to be able to receive the data within the current DRX cycle.
To be able to align MAC behaviour for unicast/groupcast/broadcast, it would be beneficial to have a single DRX configuration associated to a L2 destination ID and therefore allow the UE to combine the parameters (DRX cycle and on duration) that are specific to QoS.  Since DRX cycles on Uu are configured as multiples of eachother, the same can be expected on SL.  Consequently, the UE can determine the DRX cycle associated with a L2 destination ID as the minimum DRX cycle configured for each of the QoS profiles associated with the L2 destination ID (as indicated by upper layers).  Similarly, the RX UE should monitor sidelink according to an on duration timer that corresponds to the largest on duration timer configured for each of the QoS profiles of that L2 ID.

Proposal 14: 
The TX/RX UE determines the DRX cycle applied for groupcast/broadcast transmissions associated with a specific L2 destination ID as the minimum DRX cycle configured for any of the QoS profiles associated with that L2 destination ID

Proposal 15: 
The TX/RX UE determines the on duration applied for groupcast/broadcast transmissions associated with a specific L2 destination ID as the maximum on duration configured for any of the QoS profiles associated with that L2 destination ID

3 Conclusion
In this contribution, the following observations were made on SL DRX timers:

Observation 1:
Starting inactivity timer based on L1 IDs in SCI can lead to unnecessary power consumption at the RX UE in case of L1/L2 ID mismatch.  

Observation 2:
Half-duplex on SL results in more frequent misdetection of SCI by the RX UE compared to Uu (DCI) misdetection.  

Observation 3:
Uncertainty at the TX UE about whether SCI was mis-detected by the RX UE, or PSFCH was not transmitted or mis-detected at the TX UE makes it difficult to synchronize inactivity timers at the TX and RX UE using HARQ feedback.  

Observation 4:
Introduction of DRX should not result in degradation of performance for SL 

Observation 5:
Use of inactivity timer in non-stable groupcast topologies may result in some UEs not reliably receiving groupcast transmissions 

Based on these observations, the following conclusions were made:
Proposal 1: 
The UE can stop the inactivity timer if the L2 source/destination ID in the MAC PDU corresponding to the SCI that last started the timer does not match the source/destination L2 ID of the unicast link.

Proposal 2: 
HARQ feedback is used to resolve inactivity timer mismatch between the TX UE and RX UE.

Proposal 3: 
The TX UE waits for HARQ feedback before sending some/any new transmissions while the inactivity timer is running.

Proposal 4: 
RAN2 discusses the following options to solve inactivity timer mismatch for HARQ disabled transmissions: 1) not using the inactivity timer for HARQ disabled transmissions; 2) transmitting only low-priority data while inactivity timer is running. 

Proposal 5: 
Inactivity timer for groupcast is supported only for transmissions/receptions where the UE is configured (by upper layers) with a member ID and group size 

Proposal 6: 
For groupcast transmissions, inactivity timer can be (re)started when the TX UE receives transmissions from another UE associated with the same group 

Proposal 7: 
RAN2 to define the inactivity timer maintenance rules for groupcast transmissions with MCR 

Proposal 8: 
RAN2 confirms the working assumption “SL HARQ RTT timer can be derived from the retransmission resource timing when the SCI indicates a retransmission resource.” 
Proposal 9: 
When SL HARQ RTT timer is derived from the retransmission timing in the SCI, the RX UE sets the SL HARQ RTT timer to a value which expires at the slot indicated by the retransmission resource. 

Proposal 10: 
A TX UE which performs re-selection of retransmission resources due to pre-emption ensures that the newly selected re-transmission resource does not occur earlier in time than the pre-empted resource when communicating to an RX UE in DRX

Proposal 11: 
The RX UE does not use a HARQ RTT timer (i.e. the retransmission timer is started immediately following SCI reception) when SCI does not indicate retransmission resource and HARQ feedback is disabled

Proposal 12: 
SL HARQ RTT timer is derived from the retransmission resource timing in the SCI when the SCI indicates a retransmission resource and HARQ feedback is disabled

Proposal 13: 
RAN2 confirms working assumption “The slots when the UE is expected CSI report following a CSI request is considered as SL active time”.

Proposal 14: 
The TX/RX UE determines the DRX cycle applied for groupcast/broadcast transmissions associated with a specific L2 destination ID as the minimum DRX cycle configured for any of the QoS profiles associated with that L2 destination ID

Proposal 15: 
The TX/RX UE determines the on duration applied for groupcast/broadcast transmissions associated with a specific L2 destination ID as the maximum on duration configured for any of the QoS profiles associated with that L2 destination ID
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