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1	Introduction
RAN2 received an LS in [1] about TCI state update for L1/L2-Centric mobility. The LS informs RAN2 about recent RAN1 agreements related to Rel-17 NR_FeMIMO WID [2] objectives:
· “identify and specify features to facilitate more efficient (lower latency and overhead) DL/UL beam management to support higher intra- and L1/L2-centric inter-cell mobility” 
· “QCL/TCI-related enhancements to enable inter-cell multi-TRP operations”
According to the LS, RAN1 is currently investigating TCI state update (beam indication) for DL reception from and UL transmission to non-serving cell(s) – at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH. 
It was further noted that: 
1. The TCI-state can be associated with source RS(s) configured for the non-serving cell(s), if supported. 
2.  A non-serving cell is differentiated from the serving cell by PCI.
The following RAN1 agreements were listed:
Agreement
On Rel.17 enhancements for L1/L2-centric inter-cell mobility, 
· Discuss whether to support at least the source RS types already agreed for intra-cell mobility for the purpose of referencing to non-serving cell(s). Note: This implies the following source RS(s): 
· CSI-RS for BM configured for non-serving cell(s) for DL QCL and UL TX spatial references
· CSI-RS for tracking (TRS) configured for non-serving cell(s) for DL QCL and UL TX spatial references
· SSB configured for non-serving cell(s) for UL TX spatial references
· SRS for BM configured for non-serving cell(s) for UL TX spatial references
· FFS: whether to support CSI-RS for mobility 
· FFS: whether to support other source RS(s) potentially agreed later for intra-cell mobility
· FFS: whether to support CSI-RS for BM and tracking configured for non-serving cell(s) and without non-serving cell SSB as QCL-TypeD source
· Send an LS to RAN2 on TCI state update (beam indication) using source RS configured for non-serving cell(s) for DL reception and UL transmission. The following topics are considered for the LS: 
· RRC configuration issues
· Serving cell issues
· C-RNTI issues
· Issues related to CU-DU split
· Inter-band CA issues
· Inter-frequency issues

The LS then contains six (6) sets of questions for RAN2 where each set has 1-6 separate questions. Altogether there are sixteen (16) questions for RAN2 out of which few questions were also steered to RAN3 and RAN4.
[bookmark: _Ref178064866]2	Discussion
In this section, we provide our views on the questions from RAN1. As the questions are not clear about whether the intention of the questionnaire is about what is supported in the current RAN2 specifications and what ‘could’ be supported in the Rel-17 work in RAN2 (to enable L1/L2 centric inter-cell mobility), we have provided both sets of description.
2.1	Question batch number 1
We list here all six questions and followed by discussion for one question at the time.
Question 1: In regard of serving cell, 
1. Is there a need for a UE to change a serving cell for DL reception from or UL transmission to another (non-serving) cell, at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH? 
2. If so, how can the addition, release or change of a non-serving cell for DL reception and/or UL transmission be done? For example, would any of such actions require L3 handover and/or selection/activation among pre-configured candidate cells from RAN2 perspective?
3. If so, how can the TCI states associated with the previous serving cell be handled?
4. If so, what is the impact on the system information reception by the UE?
5. If so, what is the impact on the RACH and PUCCH-related procedures and configurations?
6. If not, what is the impact on the applicable use cases? That is, in what scenarios can the UE be configured for DL reception from or UL transmission to another (non-serving) cell, at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH, if the serving cell does not change?

Question 1.1 
In regard of serving cell, 
Is a UE expected to change its serving cell for DL reception from or UL transmission to another (non-serving) cell, at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH?

Discussion:
In the current specification, a UE in RRC connected mode is configured with a MAC entity per cell group and at most two MAC entities can be configured per UE, one for MCG (in masterCellGroup) and another for SCG (in secondaryCellGroup) for dual connectivity operation. Each cell group handles the transport channels Downlink Shared Channel(s) (DL-SCH) and Uplink Shared Channel(s) (UL-SCH) i.e., one DL-SCH and one UL-SCH on the SpCell, one DL-SCH and zero or one UL-SCH for each SCell. PDSCH and PUSCH map to these transport channels respectively while PDCCH and PUCCH and the corresponding physical channels are for physical layer control signalling. Essentially this means that in RAN2 terms, UE can receive data only from serving cells for which UE has RRC configuration for the said channels and user plane protocols. Further, there can be only one serving cell on a given frequency.

According to RAN2 definition, a serving cell can be an SpCell or an SCell. For a UE that is not configured with MR-DC, the serving cells are the PCell (e.g. where the UE performs a transition to CONNECTED) and one or more SCells, in different frequencies than the PCell. Even though some PDSCH, PDCCH, PUSCH, and PUCCH configurations are UE-dedicated, they are associated to a serving cell the UE is configured with, as the PDCCH is associated to TCI state, that is associated to the RS of a QCL, that is associated to a serving cell. In other words, a PDCCH configuration needs to be associated to a serving cell, which can either be a PCell or an SCell.


PDCCH-Config ::=                    SEQUENCE {
    controlResourceSetToAddModList      SEQUENCE(SIZE (1..3)) OF ControlResourceSet                      OPTIONAL,   -- Need N
..

ControlResourceSet ::=              SEQUENCE {
…
    tci-StatesPDCCH-ToAddList           SEQUENCE(SIZE (1..maxNrofTCI-StatesPDCCH)) OF TCI-StateId OPTIONAL, -- Cond NotSIB1-initialBWP
…

TCI-State ::=                       SEQUENCE {
    tci-StateId                         TCI-StateId,
    qcl-Type1                           QCL-Info,
    qcl-Type2                           QCL-Info                                                    OPTIONAL,   -- Need R
    ...
}

QCL-Info ::=                        SEQUENCE {
    cell                                ServCellIndex                                               OPTIONAL,   -- Need R
    bwp-Id                              BWP-Id                                                      OPTIONAL, -- Cond CSI-RS-Indicated
    referenceSignal                     CHOICE {
        csi-rs                              NZP-CSI-RS-ResourceId,
        ssb                                 SSB-Index
    },
    qcl-Type                            ENUMERATED {typeA, typeB, typeC, typeD},
    ...
}

Thus based on the current specification, the UE cannot receive or transmit data without associated user plane protocols and bearers and therefore the UE cannot receive or transmit data to a cell whose PCI/SSB is not provided as the QCL source associated to the PDCCH, PDSCH, PUCCH or PUSCH configurations.
[bookmark: _Toc68168564]Based on the current specification, the UE cannot receive or transmit data without associated user plane protocols and bearers and therefore the UE cannot receive or transmit data to a cell whose PCI/SSB is not provided as the QCL source associated to the PDCCH, PDSCH, PUCCH or PUSCH configurations.
Bottom line is that UE cannot receive or transmit data without associated user plane protocols and bearers and thus a common understanding on what the non-serving cell term used in the LS means is needed. The RAN1 understanding of serving cell and non-serving cell may differ from the RAN2 understanding. The LS states - ”A non-serving cell is differentiated from the serving cell by PCI.” This essentially means there is another SSB with another PCI different from the serving cell SSB(PCI) that is likely referred to when RAN1 is discussing ”TCI state related to a non-serving cell”.
[bookmark: _Hlk66772309]
For the UE to start monitoring PDCCH from a cell termed as ‘another (non-serving) cell’ (in our understanding this is a cell that is different from the currently configured SpCell or SCells) in the LS, the QCL source of a configured TCI state of the PDCCH would need to be associated to SSB/PCI that is not a serving cell SSB/PCI. One approach is to add in the serving cell configuration an additional SSB/PCI, link certain TCI states to these SSB beams, configure CSI-RS which could use TCI state reference this “non-serving cell” SSB/PCI. When these TCI states are associated to PDCCH or PDSCH UE can receive DL data that comes from the spatial direction of this “non-serving cell SSB/PCI”. For UL the same applies while “TCI state” may be called as spatial relation as in Rel-15 and Rel-16 or might be updated to “TCI state” in Rel-17. 

[bookmark: _Toc68168565]SSB/PCI information of the ‘another (non-serving) cell’ is needed to be provided to the UE in the TCI state configuration to enable reception from or transmission to the ‘another (non-serving) cell’.
Upon changing to the TCI state configuration belonging to the ’another (non-serving) cell’, this ’another (non-serving) cell’ becomes the serving cell from RAN2 point of view i.e., there can only be a single serving cell in a given frequency. Based on the current specification, this is performed via sending RRCReconfiguration message containing reconfiguration with sync.

Based on the above, we propose the following to be the answer to question-1.1:

Based on the current specification, the UE cannot receive or transmit data without associated user plane protocols and bearers and therefore the UE cannot receive or transmit data to a cell whose PCI/SSB is not provided as the QCL source associated to the PDCCH, PDSCH, PUCCH or PUSCH configurations. Each of the PDCCH, PDSCH, PUCCH or PUSCH configurations is asscoaited with a TCI state that is coupled with a QCL source which in turn includes a serving cell related information. Therefore, SSB/PCI information of the ‘another (non-serving) cell’ is needed to be provided to the UE in the TCI state configuration to enable reception from or transmission to the ‘another (non-serving) cell’. Upon changing to the TCI state configuration belonging to the ’another (non-serving) cell’, this ’another (non-serving) cell’ becomes the serving cell from RAN2 point of view.




Question 1.2 
If so, how can the addition, release or change of a non-serving cell for DL reception and/or UL transmission be done? For example, would any of such actions require L3 handover and/or selection/activation among pre-configured candidate cells from RAN2 perspective?

Discussion:
Based on the current specification, to enable the DL reception from and/or UL transmission to ’another (non-serving) cell’ the UE needs to receive a new RRC reconfiguration containing reconfiguration with sync. To enable what RAN1 intends to achieve i.e., using L1/L2 signaling to perform serving cell switching on the same frequency, if the UE receives in the RRC configuration information about the ’another (non-serving) cell’ SSB/PCI and the respective TCI states and a MAC CE is defined which can switch the association, then there is no need to receive a new RRC reconfiguration containing reconfiguration with sync at the time of switching. Existing signaling can be used if the total number of TCI states remains the same. If the amount of TCI states is increased, new similar MAC CEs need to be defined. With this, L2 signaling can change the TCI state between original serving cell SSB and added SSB that has different PCI than the original SSB.

MAC CEs are already used to enable/change the set of parameters which are configured via the RRC. As an example, we have the ZP CSI-RS resource sets which are configured via the RRC but are activated and deactivated via a MAC CE. The same principles can be applied for configuring the TCI states related to a QCL source associated to a PCI other than the serving cell on the serving frequency and MAC CE could be used to activate such a TCI state and thus enabling lower layer based ‘switching’ of the serving cell on the same frequency.  

Based on the above, we propose the following to be the answer to question-1.2:

If the UE receives a RRC configuration containing information about the ’another (non-serving) cell’ SSB/PCI and the respective TCI states and a MAC CE is defined which can switch the association, then there is no need to receive a new RRC reconfiguration containing reconfiguration with sync at the time of switching. 


Question 1.3
If so, how can the TCI states associated with the previous serving cell be handled?

Discussion:
The association between TCI states and the ’another (non-serving) cell’ needs to be provided to the UE beforehand. We have provided an example of how this association can be done below. In the example, the intention would be to extend the meaning of the field “cell” in the IE QCL-Info in Rel-17 to possibly include ’another (non-serving) cell’ (not a SpCell or an SCell), which is basically a target cell from a L1/L2 centric mobility point of view. Hence, a change of TCI state could lead to a change of QCL from a serving cell to that non-serving/ target cell. 

QCL-Info ::=                        SEQUENCE {
    cell                                ServCellIndex                                               OPTIONAL,   -- Need R
    bwp-Id                              BWP-Id                                                      OPTIONAL, -- Cond CSI-RS-Indicated
    referenceSignal                     CHOICE {
        csi-rs                              NZP-CSI-RS-ResourceId,
        ssb                                 SSB-Index
    },
    qcl-Type                            ENUMERATED {typeA, typeB, typeC, typeD},
    ...
}

As the UE needs to at least find these non-serving cells, synchronize and probably perform measurements for L1 reporting, the UE needs further information such as the PCI. Hence, the UE probably needs a non-serving cell configuration associated to the ServCellIndex (or any other cell index). An example is shown below where the UE receives a list of additional serving cell configurations (the term additional serving cell is used here to refer to the ’another (non-serving) cell’ of the LS) indexed by an asCellIndex of IE ServCellIndex, so it can be referred as a cell in QCL-Info. Upon switching to a TCI state wherein the QCL source is a ‘cell’ referring to a ServCellIndex from the asCellConfig, the UE performs the serving cell switching and applies the new serving cell configuration as provided in asCellConfig. This is just an example to visualize how this serving cell switching can be performed and the exact signaling and possible optimizations can be further discussed, depending on what is a typical configuration. 


asCellToAddModList SEQUENCE (SIZE (1..maxNrofNSCells)) OF ASCellConfig

ASCellConfig ::=                     SEQUENCE {
    asCellIndex                         ServCellIndex,
    asCellConfig						ServingCellConfig	OPTIONAL,
[…]
}


Based on the above and the description in previous question, we propose the following to be the answer to question-1.3:

The association between TCI states and the ’another (non-serving) cell’ needs to be provided to the UE beforehand. There would be a list of TCI states, some associated to the original PCI and some to the ’another (non-serving) cell’ PCI. With this, L2 signaling can change the TCI state between original serving cell SSB and added SSB that has different PCI than the original SSB.

Question 1.4
If so, what is the impact on the system information reception by the UE?

Discussion:
As per the current specification, how the UE acquires the system information differs for PCell, PSCell and SCell. For PCell, the SI acquisition is as per below. 
-	For PSCell and SCells, the network provides the required SI by dedicated signalling, i.e. within an RRCReconfiguration message. Nevertheless, the UE shall acquire MIB of the PSCell to get SFN timing of the SCG (which may be different from MCG). Upon change of relevant SI for SCell, the network releases and adds the concerned SCell. For PSCell, the required SI can only be changed with Reconfiguration with Sync.
The UE shall apply the SI acquisition procedure as defined in clause 5.2.2.3 upon cell selection (e.g. upon power on), cell-reselection, return from out of coverage, after reconfiguration with sync completion, after entering the network from another RAT, upon receiving an indication that the system information has changed, upon receiving a PWS notification, upon receiving request (e.g., a positioning request) from upper layers; and whenever the UE does not have a valid version of a stored SIB or posSIB or a valid version of a requested SIB.


Based on the above, there are different ways to enable system information acquisition upon performing the L1/L2 based switching from the current serving cell to the ‘another (non-serving) cell’. 

1) Preconfiguring the UE with the relevant system information associated to the another (non-serving) cell’.
This method is similar to providing the servingCellConfigCommon for the SCells in the existing dedicated message or providing the servingCellConfigCommon for the SpCell in the reconfiguration with sync message.
2) Requiring the UE to acquire the system information upon L1/L2 switching.
This method is similar to ´performing reconfiguration with sync procedure in the existing methods wherein the UE is expected acquire the system information at the completion of this procedure as not all the system information might be delivered in the reconfiguration with sync message. 


Based on the above, we propose the following to be the answer to question-1.4:

There are different ways to enable system information acquisition upon performing the L1/L2 based switching from the current serving cell to the ‘another (non-serving) cell’. 

1) Preconfiguring the UE with the relevant system information associated to the another (non-serving) cell’.
This method is similar to providing the servingCellConfigCommon for the SCells in the existing dedicated message or providing the servingCellConfigCommon for the SpCell in the reconfiguration with sync message.
2) Requiring the UE to acquire the system information upon L1/L2 switching.
This method is similar to ´performing reconfiguration with sync procedure in the existing methods wherein the UE is expected acquire the system information at the completion of this procedure as not all the system information might be delivered in the reconfiguration with sync message.



Question 1.5
If so, what is the impact on the RACH and PUCCH-related procedures and configurations?

Discussion:
A connected mode UE receives the common RA parameters associated to a cell in the CellGroupConfig  ServingCellConfigCommon  UplinkConfigCommon  BWP-Uplink  BWP-UplinkCommon  RACH-ConfigCommon. In the case of existing reconfiguration with sync procedure, the UE can be provided with the RA configuration of the target cell in the dedicated message so that the UE need not acquire the broadcasted SI before performing the reconfiguration with sync procedure. 

In the current intra-cell beam management procedure, the UE can switch from one beam to another and the UE is not expected to perform the RA at the time of switching. However, even if the UE is required to perform the RA procedure, then the UE can do so as the UE is aware of RA resources associated to the serving cell. 

If the UE needs to perform the RA at L1/L2 centric switching to 'another (non-serving) cell’ then the UE needs to be made aware of the RA parameters of the 'another (non-serving) cell’ at the time of switching to make the procedure similar to reconfiguration with sync procedure. However, if the UE is not required to perform RA to access the ‘another (non-serving) cell’ and if the RA configurations associated to the 'another (non-serving) cell’ is different from the original source cell then there the UE can acquire the RA information associated to the 'another (non-serving) cell’ after completing the switching either via reading the broadcasted information or via dedicated configuration (either received in the source cell or in the 'another (non-serving) cell’). To make the L1-L2 centric inter-cell mobility feature work smoothly RAN2 could adopt a a solution wherein a change in cell via MAC CE would lead to a change in ServingCellConfigCommon (pre-configured to the UE) which would possibly lead to a change in RACH configuration. 

The same applies for PUCCH configurations as well.


Based on the above, we propose the following to be the answer to question-1.5:

If the UE needs to perform the RA at L1/L2 centric switching to 'another (non-serving) cell’ then the UE needs to be made aware of the RA parameters of the 'another (non-serving) cell’ at the time of switching to make the procedure similar to reconfiguration with sync procedure. However, if the UE is not required to perform RA to access the ‘another (non-serving) cell’ and if the RA configurations associated to the 'another (non-serving) cell’ is different from the original source cell then the UE can acquire the RA information associated to the 'another (non-serving) cell’ after completing the switching either via reading the broadcasted information or via dedicated configuration (either received in the source cell or in the 'another (non-serving) cell’). To make the L1-L2 centric inter-cell mobility feature work smoothly RAN2 could adopt a solution wherein a change in serving cell via MAC CE would lead to a change in ServingCellConfigCommon (pre-configured to the UE) which would possibly lead to a change in RACH configuration to be used in the new serving cell. The same applies for PUCCH configurations as well.

Question 1.6
If not, what is the impact on the applicable use cases? That is, in what scenarios can the UE be configured for DL reception from or UL transmission to another (non-serving) cell, at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH, if the serving cell does not change?

Discussion:
It is yet unclear what “serving cell” change means here. If PCell remains the same (the original PCI before the L1/L2 switch), then the mobility anchor remain the same but UE can receive data from SSB/PCI that is different from the serving cell. This could lead to discrepancy between lower layer mobility and the higher layer mobility. From the lower layer point of view, the UE is being ‘served’ by the new PCI which is termed ‘another (non-serving) cell’ prior to the switching. The UE might even perform the RLM based on this new PCI. However, the higher layers would perceive the previous PCI as the serving cell PCI and generate all the RRM measurement reports with the original serving cell PCI thus potentially creating discrepancy between RLM and RRM.
 
Based on the above, we propose the following to be the answer to question-1.6:

The notion of serving cell needs to change at the time of performing the L1-L2 centric inter-cell mobility. Otherwise there could be discrepancy between lower layer mobility and the higher layer mobility assumptions. If the serving cell does not switch at L1-L2 centric inter-cell mobility, from the lower layer point of view, the UE is being ‘served’ by the new PCI which is termed ‘another (non-serving) cell’ prior to the switching. The UE might even perform the RLM based on this new PCI. However, the higher layers would perceive the previous PCI as the serving cell PCI and generate all the RRM measurement reports with the original serving cell PCI thus potentially creating discrepancy between RLM and RRM.













2.2 Question batch number 2
Question 2.1
In regard of RRC configuration, RAN1 is discussing whether to allow a UE to be configured for DL reception from or UL transmission to a non-serving cell on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH. From RAN2 perspective
Depending on the answer to question 1-1, what would be the impact of allowing the UE to transmit and/or receive on some or all of those channels and which RRC parameter(s) would need to be reconfigured for the UE?


Discussion:
As indicated in the question 1.1, the impact would be in the signaling of QCL source in each TCI state wherein the QCL source would possibly need to be associated to a PCI that is not currently belonging to a serving cell PCI. That would require the configuration of more than one PCI to be part of the TCI state configuration per serving frequency so they can be changed or activated with MAC CE.

In the current specification, a UE in RRC connected mode is configured with a MAC entity per cell group and at most two MAC entities can be configured per UE, one for MCG (in masterCellGroup) and another for SCG (in secondaryCellGroup) for dual connectivity operation. Each cell group handles the transport channels Downlink Shared Channel(s) (DL-SCH) and Uplink Shared Channel(s) (UL-SCH) i.e., one DL-SCH and one UL-SCH on the SpCell, one DL-SCH and zero or one UL-SCH for each SCell. PDSCH and PUSCH map to these transport channels respectively while PDCCH and PUCCH and the corresponding physical channels are for physical layer control signalling. Essentially this means that in RAN2 terms, UE can receive data only from serving cells for which UE has RRC configuration for the said channels and user plane protocols. Further, there can be only one serving cell on a given frequency.

Based on the above, we propose the following to be the answer to question-2.1:

The impact would be in the signaling of QCL source in each TCI state wherein the QCL source would possibly need to be associated to a PCI that is not currently belonging to a serving cell PCI. That would require the configuration of more than one PCI to be part of the TCI state configuration per serving frequency so they can be changed or activated with MAC CE.

Question 2.2
Is it feasible to update some of the above RRC parameter(s) via dynamic signaling (e.g. MAC CE and/or DCI, potentially selecting pre-configured values) without any additional RRC reconfiguration signaling?

Discussion:
The simple answer would be it depends on the parameter. Some parameters are currently provided both in RRC and in MAC e.g. C-RNTI is provided during RA in a MAC CE, in the RAR, and provided during handover via RRC  (ReconfigurationWithSync IE). However, these are more exceptions as the general rule is that most RRC parameters are provided in a secure manner, as RRC is integrity protected and encrypted. Enabling RRC parameters to be provided via MAC would possibly require SA3 involvement.
Updating might be challenging, but one possibility is to pre-configure the UE with relevant configurations via RRC and switch configurations with a MAC CE. For example, if the UE is configured with a list of SpCell(s) in a given frequency, and for each SpCell candidate there is a ServingCellConfigCommon, the UE may switch its ServingCellConfigCommon upon reception of the MAC CE associated to a TCI state having QCL source as a different PCI than the current serving PCI. As these ServingCellConfigCommon(s) have been provided in a secure manner, when the UE enters the cell or performs a handover, that should not represent a security issue. 
Based on the above, we propose the following to be the answer to question-2.2:

It depends on the parameter under consideration. Some parameters are currently provided both in RRC and in MAC e.g. C-RNTI is provided during RA in a MAC CE, in the RAR, and provided during handover via RRC  (ReconfigurationWithSync IE). However, these are more exceptions as the general rule is that most RRC parameters are provided in a secure manner, as RRC is integrity protected and encrypted. Enabling RRC parameters to be provided via MAC would possibly require SA3 involvement. Updating the parameters to be used might be challenging, but one possibility is to pre-configure the UE with relevant configurations via RRC and switch configurations with a MAC CE. For example, if the UE is configured with a list of SpCell(s) in a given frequency, and for each SpCell candidate there is a ServingCellConfigCommon, the UE may switch its ServingCellConfigCommon upon reception of the MAC CE associated to a TCI state having QCL source as a different PCI than the current serving PCI. As these ServingCellConfigCommon(s) have been provided in a secure manner, when the UE enters the cell or performs a handover, that should not represent a security issue.

2.3	Question batch number 3
Question 3.1
In regard of C-RNTI:
Is there a need to assign a UE a separate C-RNTI for DL reception from and UL transmission to a non-serving cell, or can the same C-RNTI from the serving cell be reused, at least for transmission and reception on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH? 

Discussion:
The usage of the same C-RNTI before and after a handover, or a different one is something left to network implementation. Currently, the network has the means to change C-RNTI upon the change of cell and forcing the UE to keep the same C-RNTI across multiple cells is something that would require a C-RNTI planning across multiple cells which might get complicated as the area becomes larger and larger. Hence, it seems reasonable to let the network have means to update the C-RNTI in an efficient manner upon a change of SpCell with a MAC CE. 
Based on the above, we propose the following to be the answer to question-3.1:

Whether to use the same C-RNTI before and after performing the serving cell switching is up to network implementation. In the existing reconfiguration with sync procedure, the UE receives a new UE identity as assigned by the target cell. It is beneficial to keep the network flexibility of using different C-RNTI is different PCIs amongst which the L1-L2 centric inter-cell mobility can be enabled as this avoids any newer methods of C-RNTI planning across multiple cells. 

Question 3.2
In restricting the use of the same C-RNTI for serving and non-serving cells, what would be the impact in applicable use cases and/or required specification support, if any?

Discussion:
The impact would be in the network implementation, that would need to allocate a single C-RNTI for multiple cells, which might expand to a large area.  
Based on the above, we propose the following to be the answer to question-3.2:

This would be a limitation on the network implementation wherein the single C-RNTI for multiple cells.


Question 3.3
If separate C-RNTIs are considered necessary, in some cases, for serving and non-serving cells, how would this be configured for UE, i.e. is RRC reconfiguration signaling or some other (dynamic) signaling needed for configuring the separate C-RNTI(s)?

Discussion:
One solution is to possibly indicate a new C-RNTI with the MAC CE that indicates a cell change, or pre-configure a list of C-RNTI and possibly indicate a new C-RNTI with the MAC CE that indicates a cell change. However, such a pre-configuration would waste a large set of C-RNTIs as even though only one of them is active C-RNTI, the others cannot be reused for other UEs.  
Another alternative is to pre-configure a list of C-RNTIs and use the L2 signaling to indicate which C-RNTI is to be used after the cell switching via L1-L2 centric inter-cell mobility.
Based on the above, we propose the following to be the answer to question-3.3:

A UE could be pre-configured with a list of C-RNTIs and L2 signaling could be used to indicate which C-RNTI is to be used by the UE after the cell switching via the L1-L2 centric inter-cell mobility.

2.4	Question batch number 4
Question 4.1 and 4.2
In regard of CU-DU split, from RAN2/3 perspective, is there any difference between supporting intra-DU only and supporting inter-DU in addition to intra-DU, in terms of the following?
	The associated RAN2 specification impact,	
	Applicable use cases (e.g. deployment scenarios), and

Discussion:
One of the goals of L1/L2 centric mobility is to be able to perform a cell change with a MAC CE as in beam management, i.e., without the need of a MAC reset or an RLC re-establishment. 
That seems feasible if source and target cells are associated to the same DU, while questionable in an inter-DU scenario.0. Identify and specify features to facilitate more efficient (lower latency and overhead) DL/UL beam management to support higher intra- and L1/L2-centric inter-cell mobility and/or a larger number of configured TCI states:
0. Common beam for data and control transmission/reception for DL and UL, especially for intra-band CA
0. Unified TCI framework for DL and UL beam indication
0. Enhancement on signaling mechanisms for the above features to improve latency and efficiency with more usage of dynamic control signaling (as opposed to RRC)


Another aspect is security. Handover without key change is supported in NR, which is typical if the UE changes to a cell associated to the same CU (possibly in the same or a different DU). However, while keys do not need to be changed, as PDCP entity does not need to be changed in the network side, the DU may change and that represents a change of UE location. In current handover this is not an issue as the handover command is encrypted and integrity protected. However, multiple DUs could cover a quite large area and allowing the UE to move from one DU to another without RRC signaling, without key updates, and using a signaling that is not encrypted or integrity protected would require not only RAN2 but SA3 and RAN3 involvement.

Each DU already supports multiple cells and this is also a norm in the actual deployments. Thus if the feature is supported for intra-DU deployments only, then it is still beneficial in many deployments. One could expand the usecase to inter-DU scenarios in a later release as such an expansion would mainly require more Tus in the higher layers.  

Hence, the feature should be limited to intra-DU scenarios.

Based on the above, we propose the following to be the answer to question-4.1 and question-4.2:

The main goal of L1/L2 centric mobility is to be able to perform a cell change with a MAC CE as in beam management, i.e., without impacting the user plane protocols. To ensure that there is no user plane impact, one should avoid MAC resetting, and this can be done for intra-DU inter-cell mobility scenarios. 

Another aspect is security. Handover without key change is supported in NR, which is typical if the UE changes to a cell associated to the same CU (possibly in the same or a different DU). However, while keys do not need to be changed, as PDCP entity does not need to be changed in the network side, the DU may change and that represents a change of UE location. In current handover this is not an issue as the handover command is encrypted and integrity protected. However, multiple DUs could cover a quite large area and allowing the UE to move from one DU to another without RRC signaling, without key updates, and using a signaling that is not encrypted or integrity protected would require not only RAN2 but SA3 and RAN3 involvement.

Each DU already supports multiple cells and this is also a norm in the actual deployments. Thus if the feature is supported for intra-DU deployments only, then it is still beneficial in many deployments.

Based on the above, the feature should be limited to intra-DU scenarios at least in Rel-17.


Question 4.3
	Network inter-operability (e.g. across different gNB vendors)

Discussion:
To ensure that the deployments in which the L1-L2 centric inter-cell mobility is enabled can be smoothly co-existing with the legacy (Rel-15 and Rel-16) deployments, there needs to be a smooth mobility between the region where this new feature is supported and where it is not. In essence, the L1/L2 centric inter-cell mobility needs to co-exist with the L3 mobility procedures. 

Based on the above, we propose the following to be the answer to question-4.3:
The L1/L2 centric inter-cell mobility needs to co-exist with the L3 mobility procedures which handles the inter-DU and inter-CU. 

2.5	Question batch number 5
Question 5.1
In regard of  CA issues, RAN1 is discussing whether the operation is supported only for intra-band CA scenario (i.e. UE is configured to operate with serving and non-serving cells that belong to the same frequency band) or for both intra-band CA and inter-band CA scenarios. Note that one common TCI state ID associated with a non-serving cell, if supported, may be optionally applied for CCs in a band.
Are there specific RAN2/4 issues (including higher-layer impact) that need to be considered for deciding  between the two alternatives? 

Discussion:
Supporting intra-band CA and/or inter-band CA is more of a RAN4 issue. 
Based on the above, we propose the following to be the answer to question-5.1:
Supporting intra-band CA and/or inter-band CA is more of a RAN4 issue. 


2.6	Question batch number 6
Question 6.1
In regard of inter-frequency issues, from RAN2/4 perspective, what would be the higher-layer impact assuming inter-frequency scenarios as opposed to intra-frequency scenarios? For intra-frequency scenario, it is assumed that SSBs of non-serving cells have the same center frequency and SCS as the SSBs of the serving cell.
· Note: RAN1 has agreed to support intra-frequency scenarios, whereas the support for inter-frequency scenarios is still for further study.

Discussion:
From RAN2 point of view, the inter-frequency mobility scenarios and intra-frequency mobility scenarios mainly differ from the need for measurement gaps point of view wherein inter-frequency measurements require the UE to have measurement gaps and changing the serving frequency could have an impact on the measurement gaps configured at the UE. 
Further, the higher layer impact is that the association of the non-serving cell to the TCI state configuration needs to include some form of frequency information. One possibility is to include a measurement object identifier in the non-serving cell configuration. If each non-serving cell configuration already contains a ServingCellConfigCommon, frequency information is already included there. 

Based on the above, we propose the following to be the answer to question-6.1:
From RAN2 point of view, the inter-frequency L1/L2 inter-cell mobility would require the following discussions:
1) Provisioning of frequency information associated to the ‘another (non-serving) cell’ to the UE.
2) Impact of switching the serving frequency on the measurement gap configurations to the UE   

Based on the above answers, we request RAN2 to take the LS reply provided in section 5 into account while replying to RAN1.
[bookmark: _Toc347823621][bookmark: _Toc347824073][bookmark: _Toc347824246][bookmark: _Toc68168664]RAN2 is kindly requested to take the LS reply provided in section 5 into account while replying to RAN1.
3	Conclusion
In the previous sections we made the following observations: 
Observation 1	Based on the current specification, the UE cannot receive or transmit data without associated user plane protocols and bearers and therefore the UE cannot receive or transmit data to a cell whose PCI/SSB is not provided as the QCL source associated to the PDCCH, PDSCH, PUCCH or PUSCH configurations.
Observation 2	SSB/PCI information of the ‘another (non-serving) cell’ is needed to be provided to the UE in the TCI state configuration to enable reception from or transmission to the ‘another (non-serving) cell’.

Based on the discussion in the previous sections we propose the following:
Proposal 1	RAN2 is kindly requested to take the LS reply provided in section 5 into account while replying to RAN1.
 
[bookmark: _In-sequence_SDU_delivery]4	References
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5	Proposed answers to RAN1 questions
Question 1: In regard of serving cell, 
1. Is there a need for a UE to change a serving cell for DL reception from or UL transmission to another (non-serving) cell, at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH? 
Based on the current RAN2 specifications, the UE cannot receive or transmit data without associated user plane protocols and bearers and therefore the UE cannot receive or transmit data to a cell whose PCI/SSB is not provided as the QCL source associated to the PDCCH, PDSCH, PUCCH or PUSCH configurations. Each of the PDCCH, PDSCH, PUCCH or PUSCH configurations is asscoaited with a TCI state that is coupled with a QCL source which in turn includes a serving cell related information. Therefore, SSB/PCI information of the ‘another (non-serving) cell’ is needed to be provided to the UE in the TCI state configuration to enable reception from or transmission to the ‘another (non-serving) cell’. Upon changing to the TCI state configuration belonging to the ’another (non-serving) cell’, this ’another (non-serving) cell’ becomes the serving cell from RAN2 point of view.

2. If so, how can the addition, release or change of a non-serving cell for DL reception and/or UL transmission be done? For example, would any of such actions require L3 handover and/or selection/activation among pre-configured candidate cells from RAN2 perspective?
If the UE receives a RRC configuration containing information about the ’another (non-serving) cell’ SSB/PCI and the respective TCI states and a MAC CE is defined which can switch the association, then there is no need to receive a new RRC reconfiguration containing reconfiguration with sync at the time of switching. 

3. If so, how can the TCI states associated with the previous serving cell be handled?
The association between TCI states and the ’another (non-serving) cell’ needs to be provided to the UE beforehand. There would be a list of TCI states, some associated to the original PCI and some to the ’another (non-serving) cell’ PCI. With this, L2 signaling can change the TCI state between original serving cell SSB and added SSB that has different PCI than the original SSB.

4. If so, what is the impact on the system information reception by the UE?
There are different ways to enable system information acquisition upon performing the L1/L2 based switching from the current serving cell to the ‘another (non-serving) cell’. 

1) Preconfiguring the UE with the relevant system information associated to the another (non-serving) cell’.
This method is similar to providing the servingCellConfigCommon for the SCells in the existing dedicated message or providing the servingCellConfigCommon for the SpCell in the reconfiguration with sync message.
2) Requiring the UE to acquire the system information upon L1/L2 switching.
This method is similar to ´performing reconfiguration with sync procedure in the existing methods wherein the UE is expected acquire the system information at the completion of this procedure as not all the system information might be delivered in the reconfiguration with sync message.

5. If so, what is the impact on the RACH and PUCCH-related procedures and configurations?
If the UE needs to perform the RA at L1/L2 centric switching to 'another (non-serving) cell’ then the UE needs to be made aware of the RA parameters of the 'another (non-serving) cell’ at the time of switching to make the procedure similar to reconfiguration with sync procedure. However, if the UE is not required to perform RA to access the ‘another (non-serving) cell’ and if the RA configurations associated to the 'another (non-serving) cell’ is different from the original source cell then the UE can acquire the RA information associated to the 'another (non-serving) cell’ after completing the switching either via reading the broadcasted information or via dedicated configuration (either received in the source cell or in the 'another (non-serving) cell’). To make the L1-L2 centric inter-cell mobility feature work smoothly RAN2 could adopt a solution wherein a change in serving cell via MAC CE would lead to a change in ServingCellConfigCommon (pre-configured to the UE) which would possibly lead to a change in RACH configuration to be used in the new serving cell. The same applies for PUCCH configurations as well.

6. If not, what is the impact on the applicable use cases? That is, in what scenarios can the UE be configured for DL reception from or UL transmission to another (non-serving) cell, at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH, if the serving cell does not change?
The notion of serving cell needs to change at the time of performing the L1-L2 centric inter-cell mobility. Otherwise there could be discrepancy between lower layer mobility and the higher layer mobility assumptions. If the serving cell does not switch at L1-L2 centric inter-cell mobility, from the lower layer point of view, the UE is being ‘served’ by the new PCI which is termed ‘another (non-serving) cell’ prior to the switching. The UE might even perform the RLM based on this new PCI. However, the higher layers would perceive the previous PCI as the serving cell PCI and generate all the RRM measurement reports with the original serving cell PCI thus potentially creating discrepancy between RLM and RRM.


Question 2: In regard of RRC configuration, RAN1 is discussing whether to allow a UE to be configured for DL reception from or UL transmission to a non-serving cell on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH. From RAN2 perspective
1. Depending on the answer to question 1-1, what would be the impact of allowing the UE to transmit and/or receive on some or all of those channels and which RRC parameter(s) would need to be reconfigured for the UE? 
The impact would be in the signaling of QCL source in each TCI state wherein the QCL source would possibly need to be associated to a PCI that is not currently belonging to a serving cell PCI. That would require the configuration of more than one PCI to be part of the TCI state configuration per serving frequency so they can be changed or activated with MAC CE.

2. Is it feasible to update some of the above RRC parameter(s) via dynamic signaling (e.g. MAC CE and/or DCI, potentially selecting pre-configured values) without any additional RRC reconfiguration signaling?
It depends on the parameter under consideration. Some parameters are currently provided both in RRC and in MAC e.g. C-RNTI is provided during RA in a MAC CE, in the RAR, and provided during handover via RRC  (ReconfigurationWithSync IE). However, these are more exceptions as the general rule is that most RRC parameters are provided in a secure manner, as RRC is integrity protected and encrypted. Enabling RRC parameters to be provided via MAC would possibly require SA3 involvement. Updating the parameters to be used might be challenging, but one possibility is to pre-configure the UE with relevant configurations via RRC and switch configurations with a MAC CE. For example, if the UE is configured with a list of SpCell(s) in a given frequency, and for each SpCell candidate there is a ServingCellConfigCommon, the UE may switch its ServingCellConfigCommon upon reception of the MAC CE associated to a TCI state having QCL source as a different PCI than the current serving PCI. As these ServingCellConfigCommon(s) have been provided in a secure manner, when the UE enters the cell or performs a handover, that should not represent a security issue.


Question 3: In regard of C-RNTI:
1. Is there a need to assign a UE a separate C-RNTI for DL reception from and UL transmission to a non-serving cell, or can the same C-RNTI from the serving cell be reused, at least for transmission and reception on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH? 
Whether to use the same C-RNTI before and after performing the serving cell switching is up to network implementation. In the existing reconfiguration with sync procedure, the UE receives a new UE identity as assigned by the target cell. It is beneficial to keep the network flexibility of using different C-RNTI is different PCIs amongst which the L1-L2 centric inter-cell mobility can be enabled as this avoids any newer methods of C-RNTI planning across multiple cells. 

2. In restricting the use of the same C-RNTI for serving and non-serving cells, what would be the impact in applicable use cases and/or required specification support, if any?
This would be a limitation on the network implementation wherein the single C-RNTI for multiple cells.

3. If separate C-RNTIs are considered necessary in some cases, for serving and non-serving cells, how would this be configured for UE, i.e. is RRC reconfiguration signaling or some other (dynamic) signaling needed for configuring the separate C-RNTI(s)?
A UE could be pre-configured with a list of C-RNTIs and L2 signaling could be used to indicate which C-RNTI is to be used by the UE after the cell switching via the L1-L2 centric inter-cell mobility.


Question 4: In regard of CU-DU split, from RAN2/3 perspective, is there any difference between supporting intra-DU only and supporting inter- in addition to intra-DU, in terms of the following? 
1. The associated RAN2 specification impact,
2. Applicable use cases (e.g. deployment scenarios), and 
The main goal of L1/L2 centric mobility is to be able to perform a cell change with a MAC CE as in beam management, i.e., without impacting the user plane protocols. To ensure that there is no user plane impact, one should avoid MAC resetting, and this can be done for intra-DU inter-cell mobility scenarios. 

Another aspect is security. Handover without key change is supported in NR, which is typical if the UE changes to a cell associated to the same CU (possibly in the same or a different DU). However, while keys do not need to be changed, as PDCP entity does not need to be changed in the network side, the DU may change and that represents a change of UE location. In current handover this is not an issue as the handover command is encrypted and integrity protected. However, multiple DUs could cover a quite large area and allowing the UE to move from one DU to another without RRC signaling, without key updates, and using a signaling that is not encrypted or integrity protected would require not only RAN2 but SA3 and RAN3 involvement.

Each DU already supports multiple cells and this is also a norm in the actual deployments. Thus if the feature is supported for intra-DU deployments only, then it is still beneficial in many deployments.

Based on the above, the feature should be limited to intra-DU scenarios at least in Rel-17.

3. Network inter-operability (e.g. across different gNB vendors)
The L1/L2 centric inter-cell mobility needs to co-exist with the L3 mobility procedures which handles the inter-DU and inter-CU. 


Question 5: In regard of CA issues, RAN1 is discussing whether the operation is supported only for intra-band CA scenario (i.e. UE is configured to operate with serving and non-serving cells that belong to the same frequency band) or for both intra-band CA and inter-band CA scenarios. Note that one common TCI state ID associated with a non-serving cell, if supported, may be optionally applied for CCs in a band.
1. Are there specific RAN2/4 issues (including higher-layer impact) that need to be considered for deciding  between the two alternatives? 
Supporting intra-band CA and/or inter-band CA is more of a RAN4 issue. 
Question 6: In regard of inter-frequency issues, from RAN2/4 perspective, what would be the higher-layer and RRM impact assuming inter-frequency scenarios as opposed to intra-frequency scenarios? For intra-frequency scenario, it is assumed that SSBs of non-serving cells have the same center frequency and SCS as the SSBs of the serving cell.
· Note: RAN1 has agreed to support intra-frequency scenarios, whereas the support for inter-frequency scenarios is still for further study.

From RAN2 point of view, the inter-frequency L1/L2 inter-cell mobility would require the following discussions:
1) Provisioning of frequency information associated to the ‘another (non-serving) cell’ to the UE.
2) Impact of switching the serving frequency on the measurement gap configurations to the UE   

