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1	Introduction
RAN1 has sent two LSs on the Rel-17 FeMIMO topic: The first in R1-2102209 (R2-2102625), which just lists the current agreements in the WI, but the second LS in R2-2102627 (R1-2102248) requests RAN2 (and RAN3/4) feedback on the L1/L2-centric mobility, with several questions. This topic was also discussed in RAN#91e, with the conclusion being that RAN2 TUs were added for the RAN2#114e meeting to ensure that RAN#92e can determine how the WI scope should best reflect the work that can be done on this topic during Rel-17. 
In this contribution, we discuss the RAN2 work ahead in light of the LS content and attempt to draft  a potential replies to RAN1 questions.
2	L1/L2 centric mobility
2.1	RAN1 background
RAN1 specified the multi-TRP functionality in Rel-16, which allowed both the single-DCI and multi-DC operation modes for multi-TRP: In effect, that allowed UE to receive PDSCH using two sets of TCI states, i.e. from two different TRPs, as long as they used the same PCI. Then the Rel-17 work item was created to extend this functionality, which then also morphed into a more generic concept of "L1/L2-centric mobility" that aims to leverage the Rel-16 multi-TRP work and allow UE to transmit/receive from more than one TRP in a matter that is "invisible" to the upper layers. To this end, the objective in the Rel-17 FeMIMO WI in states the following as objective for the L1/L2-centric mobility work:
	1. Enhancement on multi-beam operation, mainly targeting FR2 while also applicable to FR1: 
a. Identify and specify features to facilitate more efficient (lower latency and overhead) DL/UL beam management to support higher intra- and L1/L2-centric inter-cell mobility and/or a larger number of configured TCI states:
i. Common beam for data and control transmission/reception for DL and UL, especially for intra-band CA
ii. Unified TCI framework for DL and UL beam indication
iii. Enhancement on signaling mechanisms for the above features to improve latency and efficiency with more usage of dynamic control signaling (as opposed to RRC)
b. Identify and specify features to facilitate UL beam selection for UEs equipped with multiple panels, considering UL coverage loss mitigation due to MPE, based on UL beam indication with the unified TCI framework for UL fast panel selection 



As can be seen, this is somehow mixed with the TCI state and beam management work, so it's perhaps easier to separate the beam management aspects away from the objective to help RAN2 discussion, which we have done below:
	1. Enhancement on multi-beam operation, mainly targeting FR2 while also applicable to FR1: 
a. Identify features to facilitate more efficient (lower latency and overhead) DL/UL beam management to support higher intra- and L1/L2-centric inter-cell mobility 
i. Enhancement on signaling mechanisms to improve latency and efficiency with more usage of dynamic control signaling (as opposed to RRC)



Observation 1: The goal of the L1/L2-centric mobility is to improve "beam change" latency and enable "more dynamic" inter-cell mobility (i.e. avoid reconfiguration with sync).
This is a reasonable goal and it's sensible to extend the multi-TRP work done in Rel-16 , but RAN2 history in discussing mobility-related procedures has shown that such topics always become complicated despite the intentions not to. Hence, considering that the RAN2 TUs are limited, it will be necessary to consider what is the minimum RAN2 can do in Rel-17 timeframe to help RAN1 work to progress. To that end, the RAN1 LS R1-2102248 provides a structure: While it encompasses quite a diverse range of issues concerning the usage of "non-serving cell" for L1/L2 mobility, one way to categorize the questions is as follows:
1.	Protocol impacts (Q1 and Q2, RAN2 only)
2.	CU/DU-split impacts (Q3 and Q4, RAN2 and RAN3)
3.	CA and RF impacts (RAN2 and RAN4).
Since there are many details involved in each category, we discuss each of these separately in the following sections.
2.2	Protocol impacts of L1/L2 mobility
The questions 1 and 2 in the RAN1 LS R1-2102248 concern join transmission to and reception from serving cell and the non-serving cell. The highlights below illustrate one possible way to separate the questions related to serving and non-serving cells.
	Question 1: In regard of serving cell, 
1. Is there a need for a UE to change a serving cell for DL reception from or UL transmission to another (non-serving) cell, at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH? 
2. If so, how can the addition, release or change of a non-serving cell for DL reception and/or UL transmission be done? For example, would any of such actions require L3 handover and/or selection/activation among pre-configured candidate cells from RAN2 perspective?
3. If so, how can the TCI states associated with the previous serving cell be handled?
4. If so, what is the impact on the system information reception by the UE?
5. If so, what is the impact on the RACH and PUCCH-related procedures and configurations?
6. If not, what is the impact on the applicable use cases? That is, in what scenarios can the UE be configured for DL reception from or UL transmission to another (non-serving) cell, at least on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH, if the serving cell does not change?

[bookmark: _Hlk68042100]Question 2: In regard of RRC configuration, RAN1 is discussing whether to allow a UE to be configured for DL reception from or UL transmission to a non-serving cell on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH. From RAN2 perspective
1. Depending on the answer to question 1-1, what would be the impact of allowing the UE to transmit and/or receive on some or all of those channels and which RRC parameter(s) would need to be reconfigured for the UE? 
2. Is it feasible to update some of the above RRC parameter(s) via dynamic signaling (e.g. MAC CE and/or DCI, potentially selecting pre-configured values) without any additional RRC reconfiguration signaling?



The goal of RAN1 seems to be to make the L1/L2 serving cell change "invisible" to RRC (as much as possible). Since this obviously has impacts to RAN2 specifications (at least in terms of RRC configuration and potentially also MAC procedures), the questions attempt to chop the topic into smaller pieces. As mentioned previously, this was partly done in Re-16 multi-TRP so extending that operation (as much as possible) seems like a good starting point: With multi-TRP, the PDSCHs are considered as "resources": for single-DCI, they are seen as extra TCI states, and with multi-DCI, they are seen as extra CORESET pools. Hence, the L1/L2-centric mobility seems akin to that, i.e. "DPS CoMP"-like operation in terms of what was already discussed in LTE Rel-11 timeframe.
Observation 2: L1/L2-centric mobility should aim to build on top of the Rel-16 multi-TRP functionality. 
First of all, question 1 concerns the impacts on serving cell in case UE is configured to receive an additional non-serving cell for the purpose of the L1/L2-centric mobility: RAN1 wonders whether configuration of non-serving cell would impact the serving cell, and how dynamically such a change could occur from RAN2 perspective and what kind of configuration would be required for this? We note that any and all such options would naturally require RRC configuration, and that the CellGroupConfig IE currently provides all DU-specific configurations, a simple modelling could be to assume that UE could be provided with a separate CellGroupConfig to be used for the L1/L2-centric mobility. Alternatively, as most of the configurations relate to ServingCellConfig, a separate ServingCellConfig could be provided for the non-serving cell. All of this depends also on Q3/Q4, i.e. whether intra- or inter-DU configurations are supported (see later section), but it seems like the simplest possible assumption would be that ServingCellConfig needs to be provided for the non-serving cell since that includes the BWP configuration(s), which then contain the physical channel configurations. Additionally, unless it can be assumed that ServingCellConfigCommon is the same for both the serving and non-serving cells, the entire SpCellConfig (for SpCells) or SCellConfig (for SCells) might need to be provided.   This (well-known) signalling structure is shown in Figure 1 below.
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Figure 1. Basic UE configuration coming from CU and DU
Observation 3: Whether the cell-specific configuration (i.e. information within IE ServingCellConfigCommon or IE ServingCellConfigCommonSIB) for the non-serving cell can be the same as for the serving cell requires further discussion.
Observation 4: At least ServingCellConfig needs to be provided for any non-serving cell so UE is able to use physical channels of the non-serving cell.
RAN1 is also asking questions on what kinds of actions would an addition/modification/release of the non-serving cell require? Specifically, would a handover be needed, or could there be some sort of dynamic switching between stored configurations, presumably akin to BWP switch or TCI state change as done in single-DCI multi-TRP? On that, some aspects seem essential from RAN2 viewpoint: For example, RRC configuration is needed for addition and release of non-serving cells. Switching between stored RRC configurations is possible but may impact serving cell reception. Like with DC, it seems simplest to start assuming a single non-serving cell configuration for Rel-17 (i.e. multiple "stored configurations" can be considered in later releases only). However, for L1-related parts such as TCI states, it would be possible to have those switched according to PHY or MAC signalling: For example, it seems possible that the UE can first receive PDSCH from serving cell, and then be asked to switch receiving PDSCH from non-serving cell upon receiving e.g. similar indication as done for TCI state change. To illustrate the basic scenarios presumably needed for the L1/L2-centric mobility, the Figure 2 below shows the fuindamental operations: 1) Addition of non-seving cell, 2) release of non-serving cell and 3) change of non-serving cell.
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Figure 2. Basic procedures for L1/L2-centric mobility
Observation 5: Configuration of non-serving cells should be done via RRC.
Observation 6: Changing which physical channel is used by UE at a given time could be possible to do via L1 or MAC signalling (similar to BWP switch or TCI state change).
Considering the question 1, we think the following could be potential answers to RAN1 questions:
-	The configuration from each cell should be handled separately: E.g. TCI states would be per serving cell and corresponding RS type;
-	UE should only be required to receive system information from serving cell and is not required to receive SI from non-serving cell (same as with PCell/PSCell in DC);
-	RACH configuration could be allowed for both serving and non-serving cells, but PUCCH should be only to one cell at a time (similar to UL+SUL in Rel-15);
-	Radio link monitoring may be required for non-serving cell, especially if used with SpCell (i.e. PCell or PSCell);
-	If UE is required to simultaneously use the same physical channel (i.e. PUCCH/PDCCH/PUSCH/PDSCH) from both serving and non-serving cell, further discussion in RAN2 is needed once more details are known how this would work.
However, the questions 1.1 (need for the feature) and 1.6 (use cases) are far less clear: Normally the need for the feature is justified when the WI is first approved, and judging from the original RAN#84 document RP-191177 (Rel-17 MIMO motivation paper) and the RAN#86 discussion summary (RP-192435) on this, the desire was to allow "seamless" mobility for e.g. URLLC use cases and avoid "RRC overhead". In short, the motivation was a wish for "more dynamic" mobility via "beams", i.e. at least partly getting rid of the "cell"-concept used since 2G. However, as has been seen often, getting rid of one problem tends to just create another problem so care should be taken to understand the implications of these new procedures to avoid creating harder problems to solve. 
Observation 7: It is still unclear what the (unintended) consequences of introducing L1/L2-centric mobility would be to NR system operation.
Therefore, it seems difficult to answer either question 1.1 or 1.6: The "need" is ephemeral and depends on the use case, and should have been thought of when the WI was created. And if the L1/L2-centric mobility is not specified, nothing breaks as the legacy functionality is still there, but the use cases envisioned (e.g. for 1.1!) may not be possible. Hence, such speculation on "need" depends on the exact design. At best, RAN2 can indicate to RAN1 that this should have been clarified in the WI objectives and justification.
Observation 8: RAN2 should not speculate on whether L1/L2-centric mobility is "needed" and only focus on the consequences that introduction of the mechanism would create. 
Finally, the question of whether handover is needed for any case with L1/L2-centric mobility is a good one: It's certainly possible that handover may be needed (or at least desirable) in some cases, but it is very difficult to say it at this phase. Hence, it's best to first consider the other Stage-2 aspects of the potential solutions and come back to the question once the details are understood better. It's certainly desirable to avoid handovers, but whether that is possible cannot be said now.
Proposal 1: RAN2 aims to avoid handovers with L1/L2-centric mobility procedures. Whether this is always possible is FFS. 
Consider the question 2, we think the following could be noted in reply to RAN1:
-	Needed configuration: The UE would need to be provided with at least the dedicated serving cell configuration (e.g. ServingCellConfig or some parts of it), including configuration for each physical channel that would be received from or transmitted to the non-serving cell.
-	Update of configuration: RRC configuration cannnot be updated via dynamic signalling, but switching between stored RRC configurations (e.g. similar to BWP switch) may be possible. However, there are many details to consider in this so it's not possible to given an exhaustive answer without understanding what exactly UE would do in each case. Such switching procedures would also likely impact user plane transmissions similar to the BWP switching in Rel-15, and hence RAN4 impacts (e.g. switching time and interruption requirements) are very likely to be needed.
Hence, RAN2 should answer the Q2.1 and Q2.2 saying that the same parameters that are needed for serving cell are also needed for non-serving cell, and it would be preferable to have only one non-serving cell configuration in Rel-17.Proposal 2: For non-serving cell operation, the same configuration as for serving cell is needed.
Proposal 3: Rel-17 should not consider more than one non-serving cell, configured by RRC.
Proposal 4: Rel-17 should only consider RRC-based  change of non-serving cell.
2.3	CU/DU-split impacts of L1/L2 mobility
The CU/DU-split is described in the TS38.401, and to illustrate how it works (for the purposes of this discussion), we excerpt the relevant picture shown in figure 3 below.
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Figure 2. Overall architecture of CU/DU-split (excerpted from TS38.401, Figure 6.1.2-1)
The questions 3 and 4 in the RAN1 LS R1-2102248 concern the impacts to CU/DU-split and independent/common resources management in the serving cell and the non-serving cell. The highlights below illustrate one possible way to separate the questions related to serving and non-serving cells.
	Question 3: In regard of C-RNTI:
1. Is there a need to assign a UE a separate C-RNTI for DL reception from and UL transmission to a non-serving cell, or can the same C-RNTI from the serving cell be reused, at least for transmission and reception on UE-dedicated PDSCH, PDCCH, PUSCH, and PUCCH? 
2. In restricting the use of the same C-RNTI for serving and non-serving cells, what would be the impact in applicable use cases and/or required specification support, if any?
3. If separate C-RNTIs are considered necessary in some cases, for serving and non-serving cells, how would this be configured for UE, i.e. is RRC reconfiguration signaling or some other (dynamic) signaling needed for configuring the separate C-RNTI(s)?

Question 4: In regard of CU-DU split, from RAN2/3 perspective, is there any difference between supporting intra-DU only and supporting inter- in addition to intra-DU, in terms of the following? 
1. The associated RAN2 specification impact,
2. Applicable use cases (e.g. deployment scenarios), and 
3. Network inter-operability (e.g. across different gNB vendors)



On the question 3, RAN1 seems to think that the same C-RNTI could be assigned to UE for both serving and non-serving cells. However, this goes quite clearly against what RAN2 has always been assuming: Each cell handles its own radio identifiers. That is both efficient from radio resource management viewpoint and aligns with the "source adapts to the target" - principle used in handovers. If the non-serving cell would be forced to use the C-RNTI assigned by the serving cell, there would be more limitations and impacts to the network management.
Observation 9: RAN2 normally assumes that each cell assigns their own C-RNTIs.
It's also not at all clear what is the motivation of taking away the per-cell C-RNTI assignment: to our understanding, C-RNTI is just the identifier used to address UE via PDCCH. If UE can receive two different cells, why could it now receive two different C-RNTIs as well? As the RAN1 question doesn't reveal the background for this, it is very difficult to understand whether RAN1 thinks there would be some cost associated to having two C-RNTIs, so from RAN2 perspective it seems clear that each cell should be allowed to assign its own C-RNTI. This would then also allow network, if it chooses to do so, to utilize the same C-RNTI for a UE involved in the L1/L2-centric mobility if it makes sense, i.e. allowing separate C-RNTIs encompasses the same C-RNTI use case as well.
Proposal 5: The C-RNTI used for non-serving cell may be different from serving cell C-RNTI (up to target cell to assign the used C-RNTI).
It also seems reasonable to assume that, just like currently, UE would obtain the non-serving cell C-RNTI via either 1) random access (i.e. similar to initial connection setup) or 2) RRC configuration (i.e. similar to handover). While the RRC configuration option would seem most suitable here, it's still not clear what would be required for UE to access the non-serving cell, so the first option might also be feasible if UE would have both UL and DL towards the non-serving cell. But using RRC configuration (from target cell) should be the baseline.
Observation 10: Providing C-RNTI via RRC configuration seems like a reasonable baseline assumption.
Proposal 6: The C-RNTI for non-serving cell can be conveyed as part of the RRC configuration. 
Then on the CU/DU-split question, the gNB-splitting is mostly invisible to RAN2 specifications apart from inter-node messages and using OCTET STRING for CellGroupConfig (which is wholly generated by DU) in RRC. The fundamental Rel-15 assumption was that the communication between two different DUs always happens via CU (using the F1AP interface), and this must be the same assumption also in this case. There are obvious benefits to utilizing only one DU, as e.g. data forwarding can be handled more easily and F1AP communication can be minimized.It is also obvious that restricting the functionality to be only within the same DU will also substantially reduce the complexity of the Rel-17 work (for example, the non-serving cell configuration could be wholly provided within the same CellGroupConfig and there would be no need for DU-to-CU-to-DU signalling, which might require additional inter-node messages passed over F1AP interface). It should also be noted that there has been a substantial number of Rel-15  corrections to inter-node messages, which have required a significant amount of RAN2 meeting time so it's essential to keep the complexity manageable and ensure inter-operability. Hence, we conclude that limiting to only intra-DU doesn't restrict the use cases significantly compared to its benefits..
Observation 11: From RAN2 perspective, limiting the L1/L2-centric mobility to intra-DU operation minimizes specification impacts and inter-operability issues without loss to use cases.
Proposal 7: Indicate to RAN1 that RAN2 prefers to only consider intra-DU operation for L1/L2-centric mobility in Rel-17 but RAN3 views should be taken into account as well.
2.4	CA and RF impacts of L1/L2 mobility
Finally, the questions 5 and 6 in the RAN1 LS R1-2102248 concern the RF/RRM impacts of using both the serving cell and the non-serving cell. From RAN2 perspective, these would impact both the procedures as well as UE capabilities. The highlights below illustrate one possible way to separate the questions related to serving and non-serving cells.
	Question 5: In regard of CA issues, RAN1 is discussing whether the operation is supported only for intra-band CA scenario (i.e. UE is configured to operate with serving and non-serving cells that belong to the same frequency band) or for both intra-band CA and inter-band CA scenarios. Note that one common TCI state ID associated with a non-serving cell, if supported, may be optionally applied for CCs in a band.
1. Are there specific RAN2/4 issues (including higher-layer impact) that need to be considered for deciding  between the two alternatives? 

Question 6: In regard of inter-frequency issues, from RAN2/4 perspective, what would be the higher-layer and RRM impact assuming inter-frequency scenarios as opposed to intra-frequency scenarios? For intra-frequency scenario, it is assumed that SSBs of non-serving cells have the same center frequency and SCS as the SSBs of the serving cell.
· Note: RAN1 has agreed to support intra-frequency scenarios, whereas the support for inter-frequency scenarios is still for further study.



The first thing to note on these questions is that it's not entirely clear what RAN1 aim is: the final note indicates that at least intra-frequency scenarios (i.e. serving and non-serving cells share the same SSB frequency) are to be supported, but (obviously) any CA scenarios are always inter-frequency cases (i.e. serving and non-serving cells have different SSB frequency). There are also obvious RF impacts from both intra- vs. inter-frequency and intra- vs. inter-band CA operation. And while past experience in mobility discussions (cv. e.g. Rel-16 DAPS discussions) has taught RAN2 that intra-frequency discussions are the most difficult ones, they are also the most useful ones in practice as ~90% of handovers are for intra-frequency cases. Hence, it seems reasonable to only consider intra-frequency scenarios in Rel-17 work, as that will also limit the impacts to UE capabilities and RF aspects the most. But as this depends on a lot on RAN4 assumptions, we would conclude that RAN4 input is needed on this. From RAN2 perspective, there would be at least impacts on UE capabilities, likely similar to Rel-16 DAPS operation. However, it's clear that what the impacts are will depend on the deployment scenarios where the feature aims to work.
Observation 12: Intra-frequency operation is the most important use case for any mobility procedure.
Proposal 8: Assuming RAN4 finds it feasible, L1/L2-centric mobility should consider at least intra-frequency operation in Rel-17. 
Proposal 9: Request RAN1 feedback on the scenarios where the L1/L2-centric mobility is assumed to be used.
3	Reply LS to RAN1
Based on the discussion in earlier chapter, we have provided a draft LS reply to RAN1 in R2-2103673.
Proposal 10: Discuss and agree to reply LS based on the formulation provided in this contribution and the draft LS in R2-2103673.
4	Conclusion
This documents has made the following observations:
Observation 1: The goal of the L1/L2-centric mobility is to improve "beam change" latency and enable "more dynamic" inter-cell mobility (i.e. avoid reconfiguration with sync).
Observation 2: L1/L2-centric mobility should aim to build on top of the Rel-16 multi-TRP functionality. 
Observation 3: Whether the cell-specific configuration (i.e. information within IE ServingCellConfigCommon or IE ServingCellConfigCommonSIB) for the non-serving cell can be the same as for the serving cell requires further discussion.
Observation 4: At least ServingCellConfig needs to be provided for any non-serving cell so UE is able to use physical channels of the non-serving cell.
Observation 5: Configuration of non-serving cells should be done via RRC.
Observation 6: Changing which physical channel is used by UE at a given time could be possible to do via L1 or MAC signalling (similar to BWP switch or TCI state change).
Observation 7: It is still unclear what the (unintended) consequences of introducing L1/L2-centric mobility would be to NR system operation.
Observation 8: RAN2 should not speculate on whether L1/L2-centric mobility is "needed" and only focus on the consequences that introduction of the mechanism would create. 
Observation 9: RAN2 normally assumes that each cell assigns their own C-RNTIs.
Observation 10: Providing C-RNTI via RRC configuration seems like a reasonable baseline assumption.
Observation 11: From RAN2 perspective, limiting the L1/L2-centric mobility to intra-DU operation minimizes specification impacts and inter-operability issues without loss to use cases.
Observation 12: Intra-frequency operation is the most important use case for any mobility procedure.
And proposed the following:
Proposal 1: RAN2 aims to avoid handovers with L1/L2-centric mobility procedures. Whether this is always possible is FFS. 
Proposal 2: For non-serving cell operation, the same configuration as for serving cell is needed.
Proposal 3: Rel-17 should not consider more than one non-serving cell, configured by RRC.
Proposal 4: Rel-17 should only consider RRC-based change of non-serving cell.
Proposal 5: The C-RNTI used for non-serving cell may be different from serving cell C-RNTI (up to target cell to assign the used C-RNTI).
Proposal 6: The C-RNTI for non-serving cell can be conveyed as part of the RRC configuration. 
Proposal 7: Indicate to RAN1 that RAN2 prefers to only consider intra-DU operation for L1/L2-centric mobility in Rel-17 but RAN3 views should be taken into account as well.
Proposal 8: Assuming RAN4 finds it feasible, L1/L2-centric mobility should consider at least intra-frequency operation in Rel-17.
Proposal 9: Request RAN1 feedback on the scenarios where the L1/L2-centric mobility is assumed to be used.
Proposal 10: Discuss and agree to reply LS based on the formulation provided in this contribution and the draft LS in R2-2103673.
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