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1	Introduction
This paper discusses the postponed issue in the IIoT correction. The companies’ views are collected in the RAN2#113 email discussion [1] with the below conclusion. 
R2-2101744	Configured grant timer handling upon PUSCH cancellation for bundle case	ASUSTeK	CR	Rel-16	38.321	16.3.0	1047	-	F	NR_IIOT-Core
how to handle CGT in the case of autonomous transmission and bundling is postponed 
[bookmark: _Ref178064866]2	Discussion
It has been agreed and captured in the latest MAC spec v16.4.0 that configuredGrantTimer for the corresponding HARQ process of a de-prioritized uplink grant shall be stopped if running. The purpose is that the UE can use the next available configured grant occasion for autonomous transmission. See below yellow highlights in the MAC spec. 
	[bookmark: _Toc29239834][bookmark: _Toc37296193][bookmark: _Toc46490319][bookmark: _Toc52752014][bookmark: _Toc52796476][bookmark: _Toc60791755]5.4.1	UL Grant reception
For the MAC entity configured with lch-basedPrioritization, if the corresponding PUSCH transmission of a configured uplink grant is cancelled by CI-RNTI as specified in clause 11.2A of TS 38.213 [6] or cancelled by a high PHY-priority PUCCH transmission as specified in clause 9 of TS 38.213 [6], this configured uplink grant is considered as a de-prioritized uplink grant. If this deprioritized uplink grant is configured with autonomousTx, the configuredGrantTimer for the corresponding HARQ process of this de-prioritized uplink grant shall be stopped if it is running.
When the MAC entity is configured with lch-basedPrioritization, for each uplink grant whose associated PUSCH can be transmitted by lower layers, the MAC entity shall:
1>	if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:
2>	if there is no overlapping PUSCH duration of a configured uplink grant which was not already de-prioritized, in the same BWP whose priority is higher than the priority of the uplink grant; and
2>	if there is no overlapping PUCCH resource with an SR transmission which was not already de-prioritized and the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:
3>	consider this uplink grant as a prioritized uplink grant;
3>	consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s);
3>	consider the other overlapping SR transmission(s), if any, as a de-prioritized SR transmission(s).
1>	else if this uplink grant is a configured uplink grant:
2>	if there is no overlapping PUSCH duration of another configured uplink grant which was not already de-prioritized, in the same BWP, whose priority is higher than the priority of the uplink grant; and
2>	if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI which was not already de-prioritized, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and
2>	if there is no overlapping PUCCH resource with an SR transmission which was not already de-prioritized and the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:
3>	consider this uplink grant as a prioritized uplink grant;
3>	consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s);
3>	if the de-prioritized uplink grant(s) is a configured uplink grant configured with autonomousTx whose PUSCH has already started:
4>	stop the configuredGrantTimer for the corresponding HARQ process of the de-prioritized uplink grant(s).
3>	consider the other overlapping SR transmission(s), if any, as a de-prioritized SR transmission(s).


In a related matter, how to handle CG timer if the CG is a bundle has not been discussed. The modelling of the bundle operation is at the HARQ entity subclause 5.4.2.1 (see below), but the grant prioritization procedure is at the UL grant reception subclause 5.4.1 (which is before the HARQ entity subclause). 
	[bookmark: _Toc29239836][bookmark: _Toc37296195][bookmark: _Toc46490321][bookmark: _Toc52752016][bookmark: _Toc52796478][bookmark: _Toc60791757]5.4.2.1	HARQ Entity
If REPETITION_NUMBER > 1, after the first transmission within a bundle, at most REPETITION_NUMBER – 1 HARQ retransmissions follow within the bundle. For both dynamic grant and configured uplink grant, bundling operation relies on the HARQ entity for invoking the same HARQ process for each transmission that is part of the same bundle. Within a bundle, HARQ retransmissions are triggered without waiting for feedback from previous transmission according to REPETITION_NUMBER for a dynamic grant or configured uplink grant unless they are terminated as specified in clause 6.1 of TS 38.214 [7]. Each transmission within a bundle is a separate uplink grant delivered to the HARQ entity.


From the above highlighted MAC spec, each transmission within a bundle is a separate uplink grant delivered to the HARQ entity and so each separate uplink within the bundle is subject to the UL grant prioritization procedure. In other words, as long as one PUSCH transmission out of more than one of the bundled CG PUSCH transmissions is de-prioritized, the CG timer is stopped.
[bookmark: _Ref67587969][bookmark: _Toc68166574]RAN2 to confirm: The MAC spec captures that as long as one PUSCH transmission out of more than one bundled CG PUSCH transmissions is de-prioritized, the CG timer is stopped.

There are two sub-cases identified in the email discussion[1]: 
2.1 Sub-case 1
Question 1: If one PUSCH transmission of the bundle is de-prioritized, what does it imply for the remaining (if any) PUSCH transmissions of the same bundle?

The bundled configured uplink grant is treated as a whole and delivered altogether to the HARQ entity. In other words, if a previous PUSCH transmission is deprioritized, there is no autonomous transmission on the remaining PUSCH transmissions of the same bundle. This is illustrated in the below figure
[image: ]
This understanding inherits from the interpretation of the Rel-15 baseline feature in the Rel-15 MAC spec. If not so, then a previous PUSCH transmission of a configured grant would start the configuredGrantTimer and then block the rest of the grants within the same bundle to be delivered to the HARQ entity, see below.  In the highlighted texts, if the configuredGrantTimer is running, then the configured grants are “filtered out” and not visible to the HARQ entity. 
	For each Serving Cell and each configured uplink grant, if configured and activated, the MAC entity shall:
1>	if the PUSCH duration of the configured uplink grant does not overlap with the PUSCH duration of an uplink grant received on the PDCCH or in a Random Access Response for this Serving Cell:
2>	set the HARQ Process ID to the HARQ Process ID associated with this PUSCH duration;
2>	if the configuredGrantTimer for the corresponding HARQ process is not running:
3>	consider the NDI bit for the corresponding HARQ process to have been toggled;
3>	deliver the configured uplink grant and the associated HARQ information to the HARQ entity.


Note that this does not contradict to the understanding that each grant within the bundle is independently subject to the grant prioritization procedure, e.g., the repetition 2 is deprioritized while repetition 1, 3 and 4 are prioritized. As a matter of fact, in RAN1#99, it is agreed that the overlapping condition is per repetition of the uplink transmission for data/control overlapping, and in RAN1#102, it is concluded that DG may override only the actual repetitions of the CG. Although it is not discussed explicitly in RAN2, we don’t see any reasons to re-open this discussion and may potentially go against RAN1 conclusion in the late correction phase. 
	RAN1#99 Agreement 
When a high-priority UL transmission overlaps with a low-priority UL transmission in a slot, 
· The UE is expected to cancel the low-priority UL transmission starting from Tproc,2 +d1 after the end of PDCCH scheduling the high-priority transmission, where
· Tproc,2 is correponding to UE processing time capability for the carrier. 
· Value d1 is the time duration corresponding to 0,1,2 symbols reported by UE capability
· Note: d_2,1=0 is for cancellation
· The minimum processing time of the high priority channel is extended by d2 symbols
· Value d2 is the time duration corresponding to 0,1,2 symbols reported by UE capability
The overlapping condition is per repetition of the uplink transmission

	Conclusion: (RAN1#102)
· In Rel.16, for a DG PUSCH scheduled by a DCI overlapping a CG PUSCH configured with nominal repetition factor K>1,
· If the HARQ process is the same between the DG and the CG, DG may override all remaining repetition occasions after the end of PDCCH reception, under the timeline specified in TS 38.214 section 6.1.
· Otherwise, DG may override only the actual repetition(s) of the CG overlapped with DG, under the timeline specified in TS 38.214 section 6.1.
· No specification change is needed


[bookmark: _Ref67587974]More importantly, we believe the MAC spec has correctly captured these behaviours and we propose that
[bookmark: _Toc68166575]RAN2 to confirm: the bundled configured grant is delivered altogether to the HARQ entity, and each grant within the bundle is independently subject to the grant prioritization procedure.

2.2 Sub-case 2
Question 2: Suppose only part of the PUSCH transmissions in the bundle is de-prioritized. Under which conditions shall UE autonomously transmit the de-prioritized MAC PDU in the next bundle? 

Until the last meeting, RAN2 has not discussed the case when the configured grant is configured with both bundled transmissions and autonomousTx. Consequently, the Rel-16 MAC spec may not work as intended. More precisely, due to the below text in the subclause 5.4.2.1, the next bundled CG occasion would contain a new MAC PDU. 
	3>	else if this uplink grant is a configured grant configured with autonomousTx; and
3>	if the previous configured uplink grant, in the BWP, for this HARQ process was not prioritized; and
3>	if a MAC PDU had already been obtained for this HARQ process; and
3>	if the uplink grant size matches with size of the obtained MAC PDU; and
3>	if none of PUSCH transmission(s) of the obtained MAC PDU has been completely performed:
4>	consider the MAC PDU has been obtained.
3>	else if the MAC entity is not configured with lch-basedPrioritization; or
3>	if this uplink grant is a prioritized uplink grant:
4>	obtain the MAC PDU to transmit from the Multiplexing and assembly entity, if any;


If the CG timer is set to 2 CG period (i.e., the expected time for network to send a retransmission grant), then the data is lost since the HARQ buffer is flushed. See the below Figure 1 for an illustration. Since transmissions on Rep1, Rep3 and Rep4 are completely performed, the MAC entity shall obtain a new MAC PDU. 
[image: ]
[bookmark: _Ref67586432]Figure 1 HARQ buffer flushed in the latest MAC spec

There are proposals in the paper [2] to fix this issue and some companies show support for the first changes in the email discussion [1]. However, due to a potential different understanding of the existing MAC procedure, see Proposal 1 and Proposal 2, it is not straightforward to discuss directly if the CR is acceptable or not. We suggest discussing the intended behaviors first. In a nutshell, there are two options: 
· Option a: If any one of the PUSCH transmission of the bundled CG is not complete, UE autonomously transmits on the next bundled CG occasion.
· Option b: Only if none of the PUSCH transmission of the bundled CG is complete, UE autonomously transmits on the next bundled CG occasion.
For option a, the network configures the bundle with the expectation that it needs all transmissions within the bundle to decode the MAC PDU successfully. A retransmission would most likely be needed and so the autonomous transmission in the next CG bundle occasion (which would otherwise not be used, as in the option b) can reduce the delay of this MAC PDU. Note that this does not preclude a network implementation that sends a retransmission grant, such as before the expiry of the CG timer which restarts at the second bundle.
For option b, the implication is that if at least one of the PUSCH transmission is complete, then the UE cannot perform autonomous transmission. The rationale is that the network is aware of the CG transmission through one successfully completed PUSCH transmission and so can schedule a retransmission accordingly. But as mentioned in the above for option a, this leads to a higher delay of the MAC PDU. Additionally, it is not guaranteed that the network can always detect the transmission, e.g., in the case that only one out of eight bundled PUSCH transmissions is not de-prioritized.  Lastly, in the unlikely case of gNB successfully decoding the MAC PDU from the first bundle with only part of the PUSCH transmissions, there is no way for the network to stop the autonomous transmission in the second bundle that leads to a resource waste.  
The two options are illustrated in the below figures.
[image: ]
Figure 2 option a with autonomous transmission
[image: ]
Figure 3 option b with autonomous transmission
[image: ]
Figure 4 option b without autonomous transmission. 

Last but not least, it is not clear under which scenario a CG is configured with both bundled transmissions and autonomousTx, and at the same time this CG can be deprioritized due to other higher priority traffic. Bundled CG is introduced in Rel-15 to support low latency and high reliability URLLC traffic and it is not expected that it may be deprioritized. The bundled transmission technique can be re-used to support coverage enhancement for low SINR, but in this scenario, at least for Rel-16, it is questionable that UE can support URLLC traffic at all and so no need for a simultaneous support of URLLC traffic and eMBB traffic in one UE.  
In conclusion, there are three options to choose from:
[bookmark: _Toc68166448]There are three options: 
a. [bookmark: _Toc68166449]If any one of the PUSCH transmission of the bundled CG is not complete, UE autonomously transmits on the next bundled CG occasion.
b. [bookmark: _Toc68166450]Only if none of the PUSCH transmission of the bundled CG is complete, UE autonomously transmits on the next bundled CG occasion.
c. [bookmark: _Toc68166451]A CG is not expected to be configured with both bundled transmissions (Rep > 1) and autonomousTx.

A TP for option a is provided in Section 5 and can be used as a baseline for further discussion. For option b, the TP shown in [1][2] modifies the procedure in the grant prioritization. If the spec understanding in Proposal 1 and Proposal 2 is confirmed, the change may lead to further issues, since the timer can be stopped for each PUSCH transmission of the bundle rather than the end of the bundle. It is only in the end of the bundle that the UE knows that none of the PUSCH transmission of the bundled CG is complete, and it is only at that moment that UE knows that the configuredGrantTimer shall be stopped. Consequently, it is not clear and, if possible, not clean to capture it in the MAC spec. In addition, there is an additional latency gain in option a, and thus option a is preferred over option b. 
If there are further identified issues in the TP for option a, it is acceptable to adopt option c, since the use case of this combined feature is not clear for Re-16.  
Therefore, we propose 
[bookmark: _Toc68166576]RAN2 to decide on one of the below two options: 
· [bookmark: _Toc68166577]If any one of the PUSCH transmission of the bundled CG is not complete, UE autonomously transmits on the next bundled CG occasion.
· [bookmark: _Toc68166578]A CG is not expected to be configured with both bundled transmissions (Rep > 1) and autonomousTx.
3. Conclusion
In the previous sections we made the following observations: 
Observation 1	There are three options:
	a.  If any one of the PUSCH transmission of the bundled CG is not complete, UE autonomously transmits on the next bundled CG occasion.
	b.  Only if none of the PUSCH transmission of the bundled CG is complete, UE autonomously transmits on the next bundled CG occasion.
	c.  A CG is not expected to be configured with both bundled transmissions (Rep > 1) and autonomousTx.

Based on the discussion in the previous sections we propose the following:
Proposal 1	RAN2 to confirm: The MAC spec captures that as long as one PUSCH transmission out of more than one bundled CG PUSCH transmissions is de-prioritized, the CG timer is stopped.
Proposal 2	RAN2 to confirm: the bundled configured grant is delivered altogether to the HARQ entity, and each grant within the bundle is independently subject to the grant prioritization procedure.
Proposal 3	RAN2 to decide on one of the below two options:
	 If any one of the PUSCH transmission of the bundled CG is not complete, UE autonomously transmits on the next bundled CG occasion.
	 A CG is not expected to be configured with both bundled transmissions (Rep > 1) and autonomousTx.
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[bookmark: _Ref189046994]5 Text Proposal
5.1	Option a
5.4.2.1	HARQ Entity
The MAC entity includes a HARQ entity for each Serving Cell with configured uplink (including the case when it is configured with supplementaryUplink), which maintains a number of parallel HARQ processes.
The number of parallel UL HARQ processes per HARQ entity is specified in TS 38.214 [7].
Each HARQ process supports one TB.
Each HARQ process is associated with a HARQ process identifier. For UL transmission with UL grant in RA Response or for UL transmission for MSGA payload, HARQ process identifier 0 is used.
NOTE:	When a single DCI is used to schedule multiple PUSCH, the UE is allowed to map generated TB(s) internally to different HARQ processes in case of LBT failure(s), i.e. UE may transmit a new TB on any HARQ process in the grants that have the same TBS, the same RV and the NDIs indicate new transmission.
The maximum number of transmissions of a TB within a bundle of the dynamic grant or configured grant is given by REPETITION_NUMBER as follows:
-	For a dynamic grant, REPETITION_NUMBER is set to a value provided by lower layers, as specified in clause 6.1.2.1 of TS 38.214 [7];
-	For a configured grant, REPETITION_NUMBER is set to a value provided by lower layers, as specified in clause 6.1.2.3 of TS 38.214 [7].
If REPETITION_NUMBER > 1, after the first transmission within a bundle, at most REPETITION_NUMBER – 1 HARQ retransmissions follow within the bundle. For both dynamic grant and configured uplink grant, bundling operation relies on the HARQ entity for invoking the same HARQ process for each transmission that is part of the same bundle. Within a bundle, HARQ retransmissions are triggered without waiting for feedback from previous transmission according to REPETITION_NUMBER for a dynamic grant or configured uplink grant unless they are terminated as specified in clause 6.1 of TS 38.214 [7]. Each transmission within a bundle is a separate uplink grant delivered to the HARQ entity.
For each transmission within a bundle of the dynamic grant, the sequence of redundancy versions is determined according to clause 6.1.2.1 of TS 38.214 [7]. For each transmission within a bundle of the configured uplink grant, the sequence of redundancy versions is determined according to clause 6.1.2.3 of TS 38.214 [7].
For each uplink grant, the HARQ entity shall:
1>	identify the HARQ process associated with this grant, and for each identified HARQ process:
2>	if the received grant was not addressed to a Temporary C-RNTI on PDCCH, and the NDI provided in the associated HARQ information has been toggled compared to the value in the previous transmission of this TB of this HARQ process; or
2>	if the uplink grant was received on PDCCH for the C-RNTI and the HARQ buffer of the identified process is empty; or
2>	if the uplink grant was received in a Random Access Response (i.e. in a MAC RAR or a fallback RAR); or
2>	if the uplink grant was determined as specified in clause 5.1.2a for the transmission of the MSGA payload; or
2>	if the uplink grant was received on PDCCH for the C-RNTI in ra-ResponseWindow and this PDCCH successfully completed the Random Access procedure initiated for beam failure recovery; or
2>	if the uplink grant is part of a bundle of the configured uplink grant, and may be used for initial transmission according to clause 6.1.2.3 of TS 38.214 [7], and if no MAC PDU has been obtained for this bundle:
3>	if there is a MAC PDU in the MSGA buffer and the uplink grant determined as specified in clause 5.1.2a for the transmission of the MSGA payload was selected; or
3>	if there is a MAC PDU in the MSGA buffer and the uplink grant was received in a fallbackRAR and this fallbackRAR successfully completed the Random Access procedure:
4>	obtain the MAC PDU to transmit from the MSGA buffer.
3>	else if there is a MAC PDU in the Msg3 buffer and the uplink grant was received in a fallbackRAR:
4>	obtain the MAC PDU to transmit from the Msg3 buffer.
3>	else if there is a MAC PDU in the Msg3 buffer and the uplink grant was received in a MAC RAR; or:
3>	if there is a MAC PDU in the Msg3 buffer and the uplink grant was received on PDCCH for the C-RNTI in ra-ResponseWindow and this PDCCH successfully completed the Random Access procedure initiated for beam failure recovery:
4>	obtain the MAC PDU to transmit from the Msg3 buffer.
4>	if the uplink grant size does not match with size of the obtained MAC PDU; and
4>	if the Random Access procedure was successfully completed upon receiving the uplink grant:
5>	indicate to the Multiplexing and assembly entity to include MAC subPDU(s) carrying MAC SDU from the obtained MAC PDU in the subsequent uplink transmission;
5>	obtain the MAC PDU to transmit from the Multiplexing and assembly entity.
3>	else if this uplink grant is a configured grant configured with autonomousTx; and
3>	if the previous configured uplink grant, in the BWP, for this HARQ process was not prioritized; and
3>	if a MAC PDU had already been obtained for this HARQ process; and
3>	if the uplink grant size matches with size of the obtained MAC PDU; and
3>	if any one none of PUSCH transmission(s) of the obtained MAC PDU has not been completely performed:
4>	consider the MAC PDU has been obtained.
3>	else if the MAC entity is not configured with lch-basedPrioritization; or
3>	if this uplink grant is a prioritized uplink grant:
4>	obtain the MAC PDU to transmit from the Multiplexing and assembly entity, if any;
3>	if a MAC PDU to transmit has been obtained:
4>	if the uplink grant is not a configured grant configured with autonomousTx; or
4>	if the uplink grant is a prioritized uplink grant:
5>	deliver the MAC PDU and the uplink grant and the HARQ information of the TB to the identified HARQ process;
5>	instruct the identified HARQ process to trigger a new transmission;
5>	if the uplink grant is a configured uplink grant:
6>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed if LBT failure indication is not received from lower layers;
6>	start or restart the cg-RetransmissionTimer, if configured, for the corresponding HARQ process when the transmission is performed if LBT failure indication is not received from lower layers.
5>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
6>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed if LBT failure indication is not received from lower layers.
5>	if cg-RetransmissionTimer is configured for the identified HARQ process; and
5>	if the transmission is performed and LBT failure indication is received from lower layers:
6>	consider the identified HARQ process as pending.
3>	else:
4>	flush the HARQ buffer of the identified HARQ process.
2>	else (i.e. retransmission):
3>	if the uplink grant received on PDCCH was addressed to CS-RNTI and if the HARQ buffer of the identified process is empty; or
3>	if the uplink grant is part of a bundle and if no MAC PDU has been obtained for this bundle; or
3>	if the uplink grant is part of a bundle of the configured uplink grant, and the PUSCH duration of the uplink grant overlaps with a PUSCH duration of another uplink grant received on the PDCCH or an uplink grant received in a Random Access Response (i.e. MAC RAR or fallbackRAR) or an uplink grant determined as specified in clause 5.1.2a for MSGA payload for this Serving Cell; or:
3>	if the MAC entity is configured with lch-basedPrioritization and this uplink grant is not a prioritized uplink grant:
4>	ignore the uplink grant.
3>	else:
4>	deliver the uplink grant and the HARQ information (redundancy version) of the TB to the identified HARQ process;
4>	instruct the identified HARQ process to trigger a retransmission;
4>	if the uplink grant is addressed to CS-RNTI; or
4>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
5>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed if LBT failure indication is not received from lower layers.
4>	if the uplink grant is a configured uplink grant:
5>	if the identified HARQ process is pending:
6>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed if LBT failure indication is not received from lower layers;
5>	start or restart the cg-RetransmissionTimer, if configured, for the corresponding HARQ process when the transmission is performed if LBT failure indication is not received from lower layers.
4>	if the identified HARQ process is pending and the transmission is performed and LBT failure indication is not received from lower layers:
5>	consider the identified HARQ process as not pending.
When determining if NDI has been toggled compared to the value in the previous transmission the MAC entity shall ignore NDI received in all uplink grants on PDCCH for its Temporary C-RNTI.
When configuredGrantTimer or cg-RetransmissionTimer is started or restarted by a PUSCH transmission, it shall be started at the beginning of the first symbol of the PUSCH transmission.
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