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1. Introduction 
In the last meeting, RAN2 discussed the issues of a) whether a de-prioritized uplink grant can be prioritized after high-priority data arrival b) how to handle overlapping grants with the same L1 priority or when a PHY-based prioritization is not enabled, and reached the following agreements:

· RAN2 confirms the following problematic scenario happens for the case of two PDUs generation : “An already de-prioritized uplink grant needs to be prioritized after high-priority data arrival. But the current normative text does not allow it”
· How to fix in the spec will be discussed in the next meeting.
· R2 assumes that PHY-based prioritization and LCH-based prioritization are configured independently, and one can be configured without the other (assumption may be modified when LS reply from R1 is received)

· FFS how to address the scenario where PHY layer of a UE which is not configured to perform PHY-based prioritization, receives from MAC layer two MAC PDUs related to overlapping grants.

Observation at RAN2#109-e meeting:

· In case that two MAC PDUs with the same L1 priority (i.e. high-high or low-low) are delivered by MAC, the second PDU has priority from RAN2 perspective (based on LCH priority).

In this contribution, we first discuss the LCH-based prioritization procedure to identify the gap in the current specification when a high-priority data arrives for a grant which has been already de-prioritized by another grant. Secondly, we discuss how to handle overlapping grants with the same L1 priority or when PHY-based prioritization is not enabled. At the end we provide some proposals.
2. Whether a de-prioritized uplink grant can be prioritized again
When the resources of two uplink grants (i.e. DG vs CG or CG vs CG) overlap in a slot, the current draft of Rel-16 MAC specification specifies that the priorities of the two uplink grants are compared and the PDU of the grant with higher priority is generated and delivered to the physical layer (PHY), where the priority of an uplink grant is determined by the highest priority among priorities of the logical channels with data available that are multiplexed or can be multiplexed in the MAC PDU.
In addition when an uplink grant (DG or CG) overlaps with a Scheduling Request (SR), the priorities of the grant and SR are also compared, and the PDU of the grant or SR with higher priority is delivered to the physical layer, where the priority of an SR is determined by the priority of the logical channel that triggered SR, and the priority of an uplink grant is determined as mentioned earlier.
The above LCH-based prioritization procedure could result in only one uplink grant (or SR) or in two uplink grants (or one grant and SR) being prioritised sequentially. However, it has been identified that the current MAC spec does not allow two grants to be prioritzed sequentially, more specifically when high-priority data for the second grant arrives later than the processing time deadline of the first grant and as a consequene this second grant cannot be prioritized.
Observation 1: The current LCH-based prioritization procedure does not allow two grants to be processed sequentially, more specifically when high-priority data for the second grant arrives later than the processing time deadline of the first grant, and as a consequene this second grant cannot be prioritized.

In order to fix the above issue in the curret spec, our understanding is that each uplink grant (or SR) should go through the prioritization procedure once, where the priority of this grant is compared to the priorities of other overlapping grants in the same slot. We explain this understanding in the following examples.
A single grant is prioritised:
Let’s consider the example shown on Figure 1. In this example, Grant 1 and Grant 2 have the same starting time and same processing time where t1 and t2 represent processing times for Grant 1 and Grant 2 respectively. 
So, at t1, MAC carries out the LCH-based prioritization procedure of Grant 1 with respect to the overlapping Grant 2 and decides to prioritize Grant 1 because it carries a logical channel with higher priority (note that lower number LCH = 5 means higher priority in the current MAC spec). At this stage Grant 2 is de-prioritized. Then MAC again carries out the LCH-based prioritization procedure of Grant 2 with respect to Grant 1 and keeps Grant 2 as de-prioritized because it contains a logical channel with lower priority. Hence, in this example, a single MAC PDU is generated and passed to the physical layer. 
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Figure 1. Two overlapping grants (Grant 1 and Grant 2).
Two grants are prioritized sequentially:
Let’s consider another example where two grants have different starting times as shown in Figure 2. In this practical example, at t1 Grant 1 has data, but Grant 2 has no data available. So, at t1, MAC carries out the LCH-based prioritization procedure of Grant 1 with respect to Grant 2 and prioritizes Grant 1 as data for Grant 2 has not arrived yet (i.e. empty). At this stage Grant 2 is de-prioritized. As the processing timing of Grant 1 is due, MAC generates the PDU for Grant 1 and delivers the PDU to the physical layer. 
Subsequently, in between t1 and t2, high priority data for Grant 2 arrives. At t2, MAC carries out the LCH-based prioritization procedure of Grant 2 with respect to the overlapping Grant 1 and changes the priority of Grant 2 from de-prioritized to prioritised because it now contains a logical channel with higher priority. MAC also changes the priority of Grant 1 from prioritized to de-prioritised although its transmission has already started in the physical layer. As a result, MAC generates a second PDU (for Grant 2) and delivers it to the physical layer. Therefore, from the MAC perspective the PDU for Grant 2 pre-empts the PDU for Grant 1.
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           Figure 2. Two overlapping grants (Grant 1 and Grant 2) with different starting times.
A grant overlapping with two other grants:
Let’s consider a further example where a grant overlaps with two other grants at the same time as shown on Figure 3. In this special example, Grant 1 collides with Grant 2 while Grant 2 collides both Grant 1 and 3. At t1, MAC carries out LCH-based prioritization procedure of Grant 1 with respect to Grant 2 and prioritizes Grant 1 as Grant 1 carries a logical channel with higher priority. At this stage Grant 2 is de-prioritized. As the processing timing of Grant 1 is due, MAC generates the PDU for Grant 1 and delivers the PDU to the physical layer. 

Subsequently, at t2, MAC carries out the LCH-based prioritization procedure of Grant 2 with respect to the overlapping Grants 1 and 3 at the same time and keeps Grant 2 as de-prioritized because it contains a logical channel with lower priority than the logical channel of at least one of the overlapping grants (i.e. Grant 1 in this case). 
Finally, at t3, MAC carries out the LCH-based prioritization procedure of Grant 3 with respect to the overlapping Grant 2, but Grant 2 has already been de-prioritized so it cannot be considered here based on RAN2 agreement (i.e. an uplink grant is not de-prioritized by other de-prioritized SR or uplink grant), hence Grant 3 is prioritized, and Grant 2 remains de-prioritized. As the processing timing of Grant 3 is due, MAC generates the PDU for Grant 3 and delivers the PDU to the physical layer. 

   [image: image3.emf]Grant 2

(LCH = 7)

time

Processing time

Processing time

MAC 

comparison 

Grant  1 

(LCH = 5)

t1

t2

Grant 3

(LCH = 9)

Processing time

t3

Slot   n

MAC 

comparison 

MAC 

comparison 


                     Figure 3. A grant overlapping with two other grants at the same time.
In the second example above, it is evident that Grant 2 was deprioritsed earlier at t1 because its data had not arrived yet but when its data did arrive at t2 and its processing timing deadline had not expired yet, it went through the LCH-based prioritization procedure and it was changed to prioritized because it now contains a logical channel with higher priority. It should be noted that as Grant 1 is now deprioritized at the MAC layer, the gNB can ask a UE to retransmit the TB if it was scheduled using a DG, however, for a CG, a UE can transmit the same TB autonomouly at the next opportunity. Hence, based on these above practical examples, it can be observed that running the LCH-based prioritization procedure sequentially where each grant (or SR) has its turn is the most reasonable way forward, and corrects the issue captured in observation 1.
Observation 2: The LCH-based prioritization procedure can support to operate sequentially where each grant (or SR) has its turn to go through the prioritization procedure even if it has already been de-prioritized by another earlier grant.
In order to align the above discussion with the current spec, we think to remove the condition “which is not already a de-prioritized uplink grant” from MAC Spec in section 5.4.1, as captured below.
Proposal 1. LCH-based prioritization procedure should operate sequentially where each grant or SR has its opprtunity to go through the prioritization procedure even if it has already been de-prioritized by another earlier grant. Hence, our proposal for correction is to remove the condition “which is not already a de-prioritized uplink grant” from MAC Spec in section 5.4.1.
Draft CR for TS 38.321 in section 5.4.1:
------------------------------------

When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant, the MAC entity shall:

1>
if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:

2>
if there is no overlapping PUSCH duration of a configured uplink grant which was not already de-prioritized, in the same BWP, whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
consider this uplink grant as a prioritized uplink grant;

3>
consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s).

1>
else if this uplink grant is a configured uplink grant:

2>
if there is no overlapping PUSCH duration of another configured uplink grant which was not already de-prioritized, in the same BWP, whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI which was not already de-prioritized, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
consider this uplink grant as a prioritized uplink grant;

3>
consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s).

NOTE 6:
If there is overlapping PUSCH duration of at least two configured uplink grants whose priorities are equal, the prioritized uplink grant is determined by UE implementation.
------------------------------------

3. Grants with the same L1 priority or when PHY-based prioritization is disabled

In case that two overlapping grants have the same L1 priority, but logical channels that contain each grant have different priorities, the MAC layer will pass two PDUs/TBs to the physical layer sequentially as discussed in the previous section. But the issue is that the physical layer is unaware which grant contains a prioritized logical channel(s) as both grants have same L1 priority. Hence, the procedure captured in the RAN1 spec is that when a DG collides with a CG with the same L1 priority, the DG has a higher priority and the CG is dropped. This is not a desirable situation in case the CG carries highly urgent data.

Another similar issue is that when PHY-based prioritization is not enabled, how the PHY layer should handle the case when the MAC layer delivers two PDUs/TBs to the physical layer sequentially, as there is no defined rule for prioritizations in the physical layer, and the physical layer is unaware which grant contains a prioritized logical channel(s).
For both the above issues, the MAC layer delivers two PDUs/TBs to the physical layer sequentially only if the second/later grant contains a prioritized logical channel(s). So, it is possible to make a simple fix where the PHY implicitly assumes that the grant delivered later by the MAC layer has a higher priority. This is in line with RAN2’s earlier observation which stated that in case two MAC PDUs with the same L1 priority (i.e. high-high or low-low) are delivered by MAC to the physical layer, the second PDU has a higher priority from the RAN2 perspective (based on LCH priority). A note like RAN2’s observation can be captured in the MAC specification if RAN1 could not fix this issue in their specification in this release.
Observation 3: The MAC layer delivers two PDUs/TBs to the physical layer sequentially only if the second/later grant contains a prioritized logical channel(s).
Proposal 2. In case that two overlapping grants have the same L1 priority or when PHY-based prioritization is not enabled, consider agreeing a simple fix where a PHY implicitly assumes that the grant delivered later by the MAC layer has a higher priority. A note can be captured in the MAC specification if RAN1 could not fix this issue in their specification in the current release.

4.  Conclusions

In this contribution, we have discussed the issues of a) whether a de-prioritized uplink grant can be prioritized after high-priority data arrival b) how to handle overlapping grants with the same L1 priority or when a PHY-based prioritization is not enabled. We have the following observations and proposals:

Observation 1: The current LCH-based prioritization procedure does not allow two grants to be processed sequentially, more specifically when high-priority data for the second grant arrives later than the processing time deadline of the first grant, and as a consequene this second grant cannot be prioritized.

Observation 2: The LCH-based prioritization procedure can support to operate sequentially where each grant (or SR) has its turn to go through the prioritization procedure even if it has already been de-prioritized by another earlier grant.
Proposal 1. LCH-based prioritization procedure should operate sequentially where each grant or SR has its opprtunity to go through the prioritization procedure even if it has already been de-prioritized by another earlier grant. Hence, our proposal for correction is to remove the condition “which is not already a de-prioritized uplink grant” from MAC Spec in section 5.4.1.

Observation 3: The MAC layer delivers two PDUs/TBs to the physical layer sequentially only if the second/later grant contains a prioritized logical channel(s).

Proposal 2. In case that two overlapping grants have the same L1 priority or when PHY-based prioritization is not enabled, consider agreeing a simple fix where a PHY implicitly assumes that the grant delivered later by the MAC layer has a higher priority. A note can be captured in the MAC specification if RAN1 could not fix this issue in their specification in the current release.
References

[1] RP-190728, “New WID: Support of NR Industrial Internet of Things (IoT)”, RAN#83
[2] RP-182089, “New SID on Physical Layer Enhancements for NR URLLC (IIOT),” RAN#81.
