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1 Introduction

This contribution provides a summary of the second part of the following email discussion:

· [Post109bis-e][913][IIOT] MAC CR and remaining issues (Samsung)

Part 1: Scope: CR update after R2-109bis-e capturing meeting agreements. 
Intended outcome: Endorsed CR
Deadline: Short
Part 2 Scope: Remaining MAC Issues, Closest N determination, CG Type 1 continuation after BWP switch, already de-prioritized uplink grant after high-priority data arrival, 
Deadline: Long
This document is focusing on identified MAC open issues for stage-3 completion.

2 Discussion

2.1 Issue #1: Closest N determination

The first issue is how to capture the determination of the closest Nth CG occasions of the type-1 CG, according to the following agreement and Editor’s Note: 
Agreement in RAN2#109-e

· For Type-1 CG, after receiving the configuration, UE should first identify the lowest N value corresponding to the nearest available CG occasion, then, N is incremented after each CG occasion starting from the N identified in the first step.

Editor’s Note in TS38.321 v16.0.0 and endorsed MAC CR (R2-2004289)

	Editor's Note: The step of determining the closest N needs to be added.


In RAN2#109bis-e meeting, there was a discussion but no consensus on agreeable TP. Assuming the simple and clear TP, we can have the following options: 

· Option 1: Nokia (R2-2003169)

	Upon configuration of a configured grant Type 1 for a Serving Cell by upper layers, the MAC entity shall:

1>
store the uplink grant provided by upper layers as a configured uplink grant for the indicated Serving Cell;

1>
initialise or re-initialise the configured uplink grant to start in the symbol which is determined according to timeDomainOffset and S (derived from SLIV as specified in TS 38.214 [7]), and which is the closest in time following the reception of the configured grant configuration;
1> consider the configured uplink grant to occur with periodicity.


· Option 2: CATT (R2-2002753)
	After an uplink grant is configured for a configured grant Type 1, the MAC entity shall consider sequentially that the Nth uplink grant occurs in the symbol for which:

[(SFN × numberOfSlotsPerFrame × numberOfSymbolsPerSlot) + (slot number in the frame × numberOfSymbolsPerSlot) + symbol number in the slot] =
 (timeReferenceSFN × numberOfSlotsPerFrame × numberOfSymbolsPerSlot + timeDomainOffset × numberOfSymbolsPerSlot + S + N × periodicity) modulo (1024 × numberOfSlotsPerFrame × numberOfSymbolsPerSlot)
where N >= 0 and N is the smallest value corresponding to the closest available CG occasion after configured grant Type 1 configuration.


· Option 3: ZTE (R2-2003586)

	Upon configuration of a configured grant Type 1 for a Serving Cell by upper layers, the MAC entity shall:

1>
store the uplink grant provided by upper layers as a configured uplink grant for the indicated Serving Cell;

1>
initialise or re-initialise the configured uplink grant to start in the symbol according to timeDomainOffset, timeReferenceSFN, and S (derived from SLIV as specified in TS 38.214 [7]), and to reoccur with periodicity.


Note that all those options assume the same UE behaviour. During the online and offline discussions in RAN2#109bis-e, some companies thought the determination of the Nth CG occasion can be handled by UE implementation, mainly due to concerns about the UE processing time and “the closest” term being too strict for the UE. On the other hand, it was indicated that leaving the behaviour completely to UE implementation may lead to misalignment between the UE and the network. Eventually, the discussion resulted in the following Chairman notes and decision:

	Chair: it seems that it is assumed that start/intializaion is from the moment of configuration, and opportunities are available from there, but detailed timing such as UE processing time is for implementation.

· The change in the time domain offset seems agreeable, not sufficient support to clarify closest N, at least the way that was proposed here, can discuss more. 


Q1) Companies are invited to provide their view on whether and how to solve the issue, e.g. based on one of the TPs above, some variation of them or another proposal.
	 Company
	Comments

	Fujitsu
	We agree that all options seem to assume a same UE behaviour. However, we think that nothing needs to be clarified (UE implementation could solve this issue), but if MAC update is needed, we prefer Option 3 which is the simplest update of MAC.

	Lenovo
	No strong view, but we prefer to leave it to UE implementation. 

	Huawei
	UE implementation can solve this issue. If needed, we prefer Option 3. 

	LG
	It can be left up to UE implementation. Thus, we prefer Option 3.

	ZTE
	As we suggested, there is no need to define the detail behavior, option 3 is enough, The closest N can be found by UE implementation.

	vivo
	The detailed timing can be left to the UE implementation. We are quite reluctant to use the term “closest”, as this forces the MAC to use such grant even though the grant is unable to be used due to the processing time restriction. This could cause the packet loss at the UE. Option 3 is acceptable to us.

	CATT
	We agree that the “closest” N may not always be achievable considering the processing time, so we prefer leaving it to UE implementation. 

	Sharp
	No Strong view. If needed, option 3 is preferred.

	ITRI
	We prefer option 3 to leave it to UE implementation. 

	Intel
	We also think that this can be handled by UE implementation. If change to MAC specification is needed, option 3 is preferred.

	OPPO
	It can be left to UE implementation. Considering the different CG periodicity configured and the different UE processing time, it is hard to restrict/specify the first occasion which is used, if the intention is to align the actually used CG resources between the gNB and the UE. In addition, even if N is specified, the associated CG occasion may also not be used due to data unavailability at UE. Thus, Option 3 is preferred.

	Nokia, NSB
	Both Option 1 and the following modified version of Option 2 are acceptable to us:

where N >= 0 and N is initialized to the smallest value corresponding to the closest available CG occasion after configured grant Type 1 configuration.
Option 3 does not really result in a different behaviour than what is currently specified in the specifications, since the definition of timeDomainOffset (in Section 5.8.2) is already a function of timeReferenceSFN: 

· timeDomainOffset: Offset of a resource with respect to SFN = timeReferenceSFN in time domain;
We understand the main concerns is about understanding the word “closest” in a very strict way. It is of course not an intention to violate the UE processing times and obviously the “closest” should consider the processing time. In our opinion this is already expressed by saying “the closest available”, but we could further clarify by saying, e.g. “the closest available and applicable”. Please also note that in the proposal above, it is not said that a UE must use the first available occasion, it is just saying how “N” is initialized. UE may or may not use this occasion for many reasons, e.g. it has not data to send.

If that is still unacceptable for some reason, then we could clarify in a note that the UE does not have to start with an “N” equal to 1, but should consider subsequent grants to occur as soon as CG configuration is received. We are strongly against leaving this completely to UE implementation as we cannot afford that some UE implementations, which will implement the specifications literally (i.e. in a correct way actually) will wait with a first transmission until the formula is met for N=1, which may be as long as the duration of a hyper frame in extreme situations. 

	MediaTek
	Agree with other companies that this can be left to UE implementation.

	Samsung
	Agree with other companies that we can leave it to UE implementation, but we are ok with clarification of options 1 and 2. Regarding Nokia’s concern on late transmission after hyper frame boundary, we could capture something in the specification or chairman’s note as an agreement.

	Ericsson
	We think most ambiguity of when CG Type 1 is initialized in UE is resolved by including “timeReferenceSFN” as in Option 3. Furthermore, we don’t think that the term “closest” could fix the further uncertainty when UE is ready to transmit on CG after configuration, as UE processing time for RRC configuration is unclear, and HARQ retransmission may happen. gNB needs to be prepared anyway from “best case” moment, i.e. assuming fastest UE processing / no HARQ, to receive on CG resources. It does not pose a problem for gNB if UE does not use those CG resources since didn’t initialize yet, since gNB anyway needs to handle skipped CG transmission from UE due to lack of data. In summary we prefer Option 3.

	Apple
	We agree that the actual details can be left up to UE implementation. No strong view on the options however, if it comes to a majority decision, we would prefer Option 3 due to its simplicity. 

	Sequans
	Regarding Nokia’s comment: “a UE will wait with a first transmission until the formula is met for N=1, which may be as long as the duration of a hyper frame in extreme situations”. We had this discussion in Rel-15, it was relevant at that time.

However in Rel-16, it seems to us it is less relevant, because we introduced timeReferenceSFN in the MAC formula, with the following definition: “timeReferenceSFN: SFN used for determination of the offset of a resource in time domain. The UE uses the closest SFN with the indicated number preceding the reception of the configured grant configuration”
This means MAC formula works e.g. as follows:
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i.e. most of the time, N=1 occurrence would be “in the past”. The UE would not “wait with a first transmission until the formula is met for N=1”.
It seems to us companies agree with the CG occasions occurrence, but prefer to leave it to UE implementation on which exact first CG should be used (first N value). We agree to leave this to implementation, i.e. not mandate to use the “closest”.
So we are fine with Option 3 (it helps a bit compared to no change at all).
Regarding Nokia’s concern, we are also fine to address it if still not clear enough, e.g. in spec (modified Option 2 with “applicable” seems to work) or in CM note (i.e. confirm the earlier agreement: “For Type-1 CG, after receiving the configuration, UE should first identify the lowest N value corresponding to the nearest available CG occasion, then, N is incremented after each CG occasion starting from the N identified in the first step”)

	Qualcomm
	Option 3 is preferred.

For a type-1 CG, the intention is to setup a long-lasting CG occurrence. Even if there is ambiguity in the spec (which we believe is resolved by option 3 anyway), we consider it a corner case to resolve when the long-lasting CG’s first instance occurs. 


< Summary >
·  Option 1 or Option 2 (1): Nokia (NSB)
· UE implementation but ok with Option 3 (13): Fujitsu, Huawei, LG, ZTE, vivo, Sharp, ITRI, Intel, OPPO, Ericsson, Apple, Sequans, Qualcomm

· Nothing (fully up to UE) (4): Lenovo, CATT, MediaTek, Samsung

All companies except one company agree to leave up to UE implementation or are fine with minimum change based on TP in T2-2003586 (Option 3)
Proposal 1. For closest N determination, TP in R2-2003586 is adopted.
2.2 Issue #2: CG Type 1 continuation after BWP switch

The next issue is how to maintain the CG occasion of type 1 CG after BWP switch. As described in R2-2003586 (ZTE), the source of confusion may be what “(re-)initialization” means, 1) recalculate the CG occasion after BWP activation or 2) keep calculating CG occasion irrespective of BWP switch.

	2> if a BWP is activated and it is not the dormant BWP:

…
2>
(re-)initialize any suspended configured uplink grants of configured grant Type 1 on the active BWP according to the stored configuration, if any, and to start in the symbol according to rules in clause 5.8.2;
…

2> if a BWP is activated and it is dormant BWP for an SCell:

…
2>
stop all the UL behavior, i.e. stop any UL transmission, suspend any configured uplink grant Type 1 associated with the Scell, clear any configured uplink grant of configured grant Type 2 associated with the Scell;

…

2> if a BWP is deactivated:

…

2>
suspend any configured uplink grant of configured grant Type 1 on the inactive BWP.


There were two interpretations

· Option 1: UE continues to use the occasion of the suspended configured grant type 1 when the related UL BWP is activated

· Option 2: UE recalculates the occasion of the configured grant type 1 based on the timeReferenceSFN, timeDomainOffset, and S and the SFN number when the switch on is occurred.

In RAN2#109bis-e, it remains as an FFS as follows:

·   FFS if Option 1 or 2
In 38.321 v16.0.0, timeReferernceSFN applies for SFN boundary of the preceding the reception of the CG configuration, not BWP activation. Thus we could say that the current spec assumes Option 1.

In the last meeting, some companies had a concern on UE processing to maintain the suspended CG occasions. If it is a problem at the UE side, we may need to consider Option 2. On the other hand, Option 2 may have a misalignment between UE and NW when UE performs an automatic BWP switch.

Q2) Which option do you prefer and why?

· Option 1: UE continues to use the occasion of the suspended configured grant type 1 when the related UL BWP is activated

· Option 2: UE recalculates the occasion of the configured grant type 1 based on the referenceSFNnumber, timeDomainOffset, and S and the SFN number when the BWP switch takes place.

	Company
	Option
	Comments 

	Fujitsu
	Option 1
	Option 1 is the intended behaviour. Option 2 has a drawback of the UE autonomous BWP switching, in which case there may be misalignment between gNB and UE. 

	SONY
	Option 1
	This has been our understanding.

	Lenovo
	Option 1
	Agree with Fujitsu

	Huawei
	Option 1
	If, according to Option 2, an UE autonomously switches to another BWP just before a HFN boundary (e.g. with random access which succeeds after several attempts) and the network recognizes that the UE has switched to the new BWP after the HFN boundary, then the UE and the network may have different understanding about the available configured grant type 1 resources. In order to avoid risk of such misalignment, we think Option 1 should be preferred.

	LG
	Option 1
	Option 1 is the correct behavior for CG Type 1.

	ZTE
	Option 1
	In addition to HuaWei’s demonstration, the RACH procedure also can lead to automatic BWP switch, since NW can not deduct the actual BWP switch time point based on the reception of Msg.3 since NW have no idea how many times of the preamble transmission, we still think option 1 is intended behavior.

	Vivo
	Option 1
	The UE autonomous BWP switching may cause the occasion miss-alignment. Not sure whether we need to change anything in the specification, as the specification already states that the occasion calculation is based on the “timeReferenceSFN” at the reception of the RRC message, regardless of the BWP switching.

	CATT
	Option 1
	We agree with Fujitsu on the drawback of option 2. As for option 1, we think a smart UE implementation would not maintain the permanent incrementing of 64 CG type 1 allocations, but would only need to update the stored parameters referenceSFNnumber, timeDomainOffset, and S at each SFN cycle boundary (10240 ms) to account for the potential shift in case the CG period is a non-integer multiple of 10240 ms. So this update only needs to be computed for 64 CG type 1 allocations every 10240 ms, and the associated peak processing can even be distributed sequentially in time by anticipating the calculation in background over a period of time preceding the 10240 ms boundary. Therefore, we don’t view this as a severe complexity issue.

	Sharp
	Option 1
	If we go with option 2, misalignment between gNB and UE may happen.

	ITRI
	Option 1
	Option 1 is the intended behaviour. 

	Intel
	Option 1
	Time domain occasions of configured grant should be aligned with traffic patterns. In option 2, there will be misalignment due to the recalculation, which causes additional delay.

	OPPO
	Option 1, but
	Considering the definition of timeReferernceSFN, option 1 seems a correct understanding on CG occasion determination. However, we also think there is no need to require UE continuously calculate CG occasion when the BWP is deactivated. How to derive such CG occasion upon BWP reactivation, e.g. using the stored SFN cycle number, or keeping CG occasion calculation when BWP is deactivated, or by other ways, depends on UE implementation. 

	Nokia, NSB
	Option 1
	Option 1 allows to keep the alignment between the CG occasions  and the traffic periodicity. Option 2 is not desired because it requires reconfiguration of the referenceSFNnumber and timeDomainOffset after BWP activation for periodicities not-integer of 10240 ms.

Regarding the concerns on UE processing with Option 1, we don’t think there is need to keep track of each individual “Nth” CG occasion while the BWP is suspended; all that is needed is to re-calculate timeDomainOffset once per SFN cycle as a function of the timeDomainOffset in previous SFN cycle and periodicity. 


	MediaTek
	
	While our preference is for option 2, we are willing to compromise and accept option 1

	Samsung
	Option 1
	We think maintenance of CG occasion is not a big burden to UE.

	Ericsson
	Option 1
	Option 1 is correct behaviour. Option 2 would require further standardization changes to e.g. fix operation for autonomous BWP switch. 

	Apple
	Option 1
	It is the most unambiguous. With option 2, there are possibilities of mis-alignment between UE and network. With option 2, different UE implementations might also lead to variations in network implementations. 

	Sequans
	Option 1
	Agree with Fujitsu

	Qualcomm
	Option 1
	Agree with the comments from several companies that the UE does not need to necessarily keep calculating each occasion while the CG is suspended, but just needs to act as if it was doing so when the suspension ends. The spec language should be clear on this.


< Summary >
All companies accept Option 1.Proposal 2. UE continues to use the occasion of the suspended configured grant type 1 when the related UL BWP is activated.
2.3 Issue #3: Already de-prioritized uplink grant after high-priority data arrival

In RAN2#109bis-e, RAN2 confirmed a problem that an already de-prioritized uplink grant may need to be prioritized, after high-priority data arrival, as seen the figure below:
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Figure 1. (Potential) Problematic scenario
· RAN2 confirms the following problematic scenario happens for the case of two PDUs generation: “An already de-prioritized uplink grant needs to be prioritized after high-priority data arrival. But the current normative text does not allow it”

· How to fix in the spec will be discussed in the next meeting.

Companies had different understanding about which options would work or which options would not. Thus, we need to discuss those options with text proposals:

· Option 1: Remove the current condition to perform the prioritization (R2-2002778, vivo): When and how many times UE performs the prioritization is totally up to UE implementation.

	When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant:

1>
if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:

2>
if there is no overlapping PUSCH duration of a configured uplink grant, in the same BWP whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
this uplink grant is a prioritized uplink grant;

3>
the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.

1>
else if this uplink grant is a configured uplink grant:

2>
if there is no overlapping PUSCH duration of another configured uplink grant, in the same BWP, whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
this uplink grant is a prioritized uplink grant;

3>
the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.


· Option 2: Add a condition (R2-2002942, Samsung): Allow prioritization when the priority of an uplink grant changes.
	When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant which is not already a de-prioritized uplink grant or whose priority has changed higher:

1>
if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:

2>
if there is no overlapping PUSCH duration of a configured uplink grant, in the same BWP whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
this uplink grant is a prioritized uplink grant;

3>
the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.

1>
else if this uplink grant is a configured uplink grant:

2>
if there is no overlapping PUSCH duration of another configured uplink grant, in the same BWP, whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
this uplink grant is a prioritized uplink grant;

3>
the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.


· Option 3: Add a NOTE 

	When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant which is not already a de-prioritized uplink grant:

1>
if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:

2>
if there is no overlapping PUSCH duration of a configured uplink grant, in the same BWP whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
this uplink grant is a prioritized uplink grant;

3>
the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.

1>
else if this uplink grant is a configured uplink grant:

2>
if there is no overlapping PUSCH duration of another configured uplink grant, in the same BWP, whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
this uplink grant is a prioritized uplink grant;

3>
the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.

NOTE: When to execute the problematic procedure should be up to implementation.


· Option 4: Do nothing but UE/NW implementation should resolve the problem.

Q3) Companies are invited to provide your acceptable option(s).

· Option 1: Remove the current condition to perform the prioritization

· Option 2: Add a condition 
· Option 2-1: Add a condition. Allow prioritization when the priority of an uplink grant  changes higher than the priority of other overlapped uplink resource.
· Option 3: Add a NOTE 

· Option 4: Do nothing but UE/NW implementation should do.

	Company
	Options
	Comments (if any)

	Fujitsu
	Option 2
	We should keep the statement highlighted in red i.e. “When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant which is not already a de-prioritized uplink grant” because it has specified deterministic UE behaviour for the Case-1 that was discussed in email discussion [RAN2#109-e][036] according to R2-2000797 i.e. L2 (de-prioritized by L1) doesn’t deprioritize L3.
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The proposed text would be implemented based on the latest version in R2-2004289:

Section 5.4.1
When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant which is not already a de-prioritized uplink grant or whose priority has changed higher, the MAC entity shall:

	SONY
	Option 1
	We prefer a simple fix where lch-basedPrioritization operates sequentially, that is: each grant or SR has its opprtunity to go through the prioritization procedure once, just before its processing deadline, even if this grant or SR has been already de-prioritized by another earlier grant.

Hence, removing “which is not already a de-prioritized uplink grant” is preferred.

	Lenovo
	Option 2 
	We think that the Samsung proposal captures the intended behaviour best. 

	Huawei
	Option 1 or Option 4
	Option 2 is quite vague since the step for UE to determine whose priority has changed higher is not clearly discussed. We can adopt Option 1 or just rely upon UE/NW implementation to handle this.

	LG
	Option 1
	The problem has to be fixed, and we prefer a simple fix as in Option 1. Option 2 is too vague, and Option 3 and 4 cannot solve the problem.

	ZTE
	Not option 1
	If option 1 is adopted, I am afraid we need to find a new  way to implement the following agreement achieved in RAN2#109 meeting:

“ An uplink grant is not de-prioritized by other de-prioritized SR or uplink grant. TP in Phase-2 discussion is a baseline.”


	vivo
	Option 1 or Option 2
	The problem of Option 1 is that we need to find another way to capture the agreement to avoid the de-prioritized uplink grant overriding the subsequent SR/PUSCH.
Option 2 seems a good way forward.

The NOTE of Option 3 is a little bit difficult to understand, as “the problematic procedure” is quite vague. 

	CATT
	Option 1
	Option 1 is sufficient because the above issue discussed by Fujitsu is now addressed by the new fix introduced in last meeting:

1>
if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:

2>
if there is no overlapping PUSCH duration of a configured uplink grant which was not already de-prioritized, in the same BWP whose priority is higher than the priority of the uplink grant; and

(and similar additions for prioritizations of CG and SR).



	Sharp
	Option 1
	Option 1 is the simplest way. 

	ITRI
	Option 1
	We prefer a simple fix as in Option 1, and agree with SONY that each grant or SR has its opportunity to go through the prioritization procedure once. 

	Intel
	Option 2
	We prefer deterministic UE behaviour.

	OPPO
	Option 2-1 
	If option 1 is applied, the prioritization judgement for the already deprioritized grant is done even when no higher priority data arrival. It introduces UE complexity and processing load. Yet, if option 2 is applied, the prioritization judgement is performed only for the case that the priority of the already deprioritized uplink grant changes. Compared to option 1, UE processing load is reduced. 

However, we also think some enhancement to option 2 should be made, i.e. the condition is changed to something like this: allow prioritization when the priority of an uplink grant changes higher than the priority of other overlapped uplink resource.

Considering there might be many cases where the priority of the arrival data is not high enough to trigger the change of the priority comparison relationship among the overlapped uplink resources, Option 2-1 is preferred and valuable.

	Nokia, NSB
	1 or 2
	We think both Option 1 and Option 2 should be able to “recover” grants that have been de-prioritized due to late data arrival. 

	MediaTek
	Option 1
	Agree with CATT

	Samsung
	Option 2
	We agree with Intel and prefer to have a deterministic UE behaviour. Option 1 is also ok to us, but it would be better to give a clearer guidance to UE implementation.

	Ericsson
	Option 1 or option 2
	We understand that by option 1, 

1. the agreements that “An uplink grant is not de-prioritized by other de-prioritized SR or uplink grant.“ is captured. 

2. the problematic scenario is resolved.

Option 2 is also acceptable since it captures exactly the intended behaviour. If it can be confirmed that option 1 has captured the intended behaviours, we prefer option 1 as it is simpler. 

	Apple
	Option 1 or Option 2
	We agree with Fujitsu here.

	Sequans
	Option 1 or Option 2
	Both options seem to work, no strong view on which Option to choose as for now.

	Qualcomm
	Option 4, or 1 with changes.
	We disagree that the problem under discussion is whether the UE behavior is deterministic or not. The problem was that baseline spec was disallowing (in some companies’ view) the UE to perform more optimized handling of data that arrived between t1 and t2.

Option 2 in particular seems quite vague and Option 1 causes extra complexity/operations at the UE.
As we stated in the offline email discussion during 109bis-e, the scenario here involves data arriving into the UE buffer within a very narrow window, which is a corner case. So we prefer option 4.
But given the majority view, we can live with Option 1 plus a note that says “It is upto the UE whether to perform these steps for a grant that has previously been deprioritized”. 


< Summary >
· Option 1 (13): SONY, Huawei, LG, vivo, CATT, Sharp, ITRI, Nokia, MediaTek, Ericsson, Apple, Sequans, Qualcomm

· Option 2 (11): Fujitsu, Lenovo, ZTE, vivo, Intel, OPPO, Nokia, Samsung, Ericsson, Apple, Sequans, 

· Option 3 (1): ZTE

· Option 4 (3): Huawei, ZTE, Qualcomm

Option 1 and Option 2 are almost evenly supported (13 vs 11, 5 companies are ok with either way). Option 3 and Option 4 are not much supported. The rapporteur sees most companies would like to modify the condition of the prioritization by Option 1 or Option 2.
Proposal 3. RAN2 agrees to modify the condition of the prioritization by 

· Option 1) removing “which is not already a de-prioritized uplink grant” or

· Option 2) adding “whose priority has changed higher”
2.4 Issue #4: De-prioritization by already de-prioritized SR

Another issue raised by vivo during Part 1 discussion is whether already de-prioritized SR could make other overlapping uplink grant de-prioritized. In RAN2#109bis-e meeting, RAN2 agreed to fix a similar problem that a de-prioritize uplink grant could make other uplink grant de-prioritized. The related agreement was

· Capture “De-prioritized uplink grant is excluded in prioritization of other grants”. CATT’s TP in the comment is a baseline (adding “which was not already deprioritized”)

The latest endorsed MAC CR (R2-2004289) captures the agreement by restricting comparing uplink grant to that was not already de-prioritized (as seen in the green highlighted text). 

	1>
if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:

2>
if there is no overlapping PUSCH duration of a configured uplink grant which was not already de-prioritized, in the same BWP whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
consider this uplink grant as a prioritized uplink grant;

3>
consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s).


A potential issue is that it is not clear whether a de-prioritized SR could make other uplink grant de-prioritized. In the current specification, the MAC entity compares the priorities of overlapping uplink grant and “SR transmission”. The question here is whether “SR transmission” here includes a de-prioritized SR. If the answer is yes, we may need to fix the problem. 

Q4) Do companies agree the problem?

a) Yes, we have to fix it. (Suggestion on TP is encouraged.)

b) No, the current text is clear.

	Company
	Yes/No
	Comments and TP

	Fujitsu
	Yes
	In fact, RAN2 already agree in RAN2#109-e that “an uplink grant is not de-prioritized by other de-prioritized SR or uplink grant”. The agreement seems not exactly captured in the MAC. The focus of the email discussion [RAN2#109-e][036] was “an uplink grant de-prioritized by an SR is not assigned the de-prioritized status”, but didn’t discuss the necessity of capturing the priority status of the SR. The priority status of the SR needs to be captured.

Our suggestion for the MAC improvement is shown below with cyan text based on the latest version in R2-2004289:
Section 5.4.1
When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant which is not already a de-prioritized uplink grant, the MAC entity shall:

1>
if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:

2>
if there is no overlapping PUSCH duration of a configured uplink grant which was not already de-prioritized, in the same BWP where the priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission occasion which was not already de-prioritized where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
consider this uplink grant as a prioritized uplink grant;

3>
consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s).

Section 5.4.4

2>
if the PUCCH resource for the SR transmission occasion does not overlap with a measurement gap:

3>
if the PUCCH resource for the SR transmission occasion overlaps with neither a UL-SCH resource nor an SL-SCH resource; or

3>
if the MAC entity is configured with lch-basedPrioritization, and the PUCCH resource for the SR transmission occasion overlaps with any UL-SCH resource(s), and the priority of the logical channel that triggered SR is higher than the priority of the uplink grant(s) for any UL-SCH resource(s) where the uplink grant was not already de-prioritized, and the priority of the uplink grant is determined as specified in clause 5.4.1; or
3>
if a SL-SCH resource overlaps with the PUCCH resource for the SR transmission occasion for the pending SR triggered as specfied in clause 5.4.5, and the MAC entity is not able to perform this SR transmission simultaneously with the transmission of the SL-SCH resource, and either transmission on the SL-SCH resource is not prioritized as described in clause 5.22.1.3.1 or the priority value of the logical channel that triggered SR is lower than ul-Prioritizationthres, if configured; or

3>
if a SL-SCH resource overlaps with the PUCCH resource for the SR transmission occasion for the pending SR triggered as specfied in clause 5.22.1.5, and the MAC entity is not able to perform this SR transmission simultaneously with the transmission of the SL-SCH resource, and the priority of the triggered SR determined as specified in clause 5.22.1.5 is higher than the priority of the MAC PDU determined as specified in clause 5.22.1.3.1 for the SL-SCH resource:

4> consider the SR transmission occasion as a prioritized SR transmission occasion;
4>
consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s);

3>
else:
4> consider the SR transmission occasion as a de-prioritized SR transmission occasion;

	SONY
	Yes
	It must be fixed.

	Lenovo
	Yes
	Since RAN2 already agreed that an uplink grant is not de-prioritized by other de-prioritized SR or uplink grant, we think that this agreement should be also clearly reflected in the specification. 

	Huawei
	Yes
	Fujitsu’s proposed TP can be a baseline. Besides, in Section 5.4.1, prioritization determination for a configured uplink grant shall also be updated:

1>
else if this uplink grant is a configured uplink grant:

2>
if there is no overlapping PUSCH duration of another configured uplink grant which was not already de-prioritized, in the same BWP, whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI which was not already de-prioritized, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission occasion which was not already de-prioritized where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

3>
consider this uplink grant as a prioritized uplink grant;

3>
consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s). 

	LG
	Yes
	It must be fixed similar to deprioritized uplink grant. TP can be discussed later.

	ZTE
	Yes
	Agree with Fujitsu and huawei

	vivo
	Yes
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The issue is illustrated in the above figure. Grant 1 with higher priority de-prioritizes SR. But the SR can further de-prioritizes the Grant2 according to the current specification. As a result, only grant1 can be transmitted.
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Similar issue also exists in the non-CA scenarios.

To us, it is hard to tell whether SR transmission here includes a de-prioritized SR or not. To avoid ambiguity, we prefer to make it clear in the specification that the already de-prioritized SR is excluded from the future SR/data prioritization.

Suggested TP:

2>
if there is no overlapping PUCCH resource with an SR transmission , which was not already de-prioritized, where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:

	CATT
	Yes
	We can use Fujitsu’s TP as a baseline.

	Sharp
	Yes
	It should be fix and we think the TP proposed by Fujitsu can be a baseline.

	ITRI
	Yes
	Agree with Fujitsu and Huawei

	Intel
	Yes
	Agree with the TP from Fujitsu.

	OPPO
	Yes
	As we illustrated in Issue #5 in R2-2004130, we think current text does not properly capture the agreement “an uplink grant is not de-prioritized by other de-prioritized SR”. According to section 5.4.1 in MAC running CR, the compared SR in prioritization procedure is described as “SR transmission”. The terminology of “SR transmission” is unclear, thus it is hard for the implementer to know whether “SR transmission” includes the de-prioritized SR or not. To make the spec more readable, we propose the following TP:

When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant which is not already a de-prioritized uplink grant, the MAC entity shall:

1>
if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:

2>
if there is no overlapping PUSCH duration of a configured uplink grant which was not already de-prioritized, in the same BWP whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant and the SR was not already deprioritized:

3>
consider this uplink grant as a prioritized uplink grant;

3>
consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s).

1>
else if this uplink grant is a configured uplink grant:

2>
if there is no overlapping PUSCH duration of another configured uplink grant which was not already de-prioritized, in the same BWP, whose priority is higher than the priority of the uplink grant; and

2>
if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI which was not already de-prioritized, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and

2>
if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant and the SR was not already deprioritized:

3>
consider this uplink grant as a prioritized uplink grant;

3>
consider the other overlapping uplink grant(s), if any, as a de-prioritized uplink grant(s).

	Nokia, NSB
	Yes
	We can follow the similar way as the TP agreed for de-prioritized uplink to resolve this issue:

if there is no overlapping PUCCH resource with an SR transmission which was not already deprioritized and where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:


	MediaTek
	Yes
	The TP can be similar to deprioritised UL data, i.e. as suggested by Fujitsu

	Samsung
	No strong view 
	Fujitsu’s TP is ok. But we need to define “de-prioritized SR” which was not defined in the current MAC spec nor running CR.

	Ericsson
	Yes
	We understand that the agreement “An uplink grant is not de-prioritized by other de-prioritized SR.” is not captured. 

There is no clear definition yet in the MAC spec on what is a de-prioritized SR. In order to avoid unexpected errors to other texts, we don’t prefer adding that directly in the procedure text but prefer adding a note in the end of clause 5.4.1, such as 

The overlapping PUCCH duration with an SR transmission is not considered if its transmission would not be triggered if this uplink grant did not exist

	Apple
	Yes
	We agree with the majority opinion above that the issue of “an uplink grant that is not de-prioritized by other de-prioritized SR or uplink grant” should be accurately reflected and captured in the spec.

	Sequans
	Yes
	No strong view on the TP yet.

	Qualcomm
	No strong view.
	


< Summary >
· All companies are ok to fix it, i.e. support or no strong view
· Fujitsu, Huawei, vivo, OPPO, Nokia proposed similar TP for normative text. The high-level principle is 1) to define a de-prioritized SR transmission and 2) exclude the de-prioritized SR in prioritization.

Ericsson proposed to have a NOTE, to avoid unexpected errors to other parts.The rapporteur tends to share Ericsson’s concern that we need to be careful on touching optimally written procedural text. However, many companies are ok with TP proposed by multiple companies and the TP is consistent with the case of de-prioritized uplink grant. The rapporteur would suggest to go with TP by multiple companies and have a careful CR review.
Proposal 4. A de-prioritized SR shall be excluded in prioritization. TP proposed by Fujitsu/Huawei/vivo/OPPO/Nokia can be a baseline.
2.5 Issue #5: Autonomous transmission after BWP switching 

In RAN2#109bis-e meeting, RAN2 agreed to allow the autonomous transmission if the TBS remains the same, for (re-)activation of type 2 CG or reconfiguration of type 1 or type 2 CG. A potential open issue could be whether to continue the autonomous transmission after BWP switching (R2-2003225, Lenovo). It might be less complex for UE to disallow the autonomous transmission after BWP switching. Potential solutions could be, for instance, priority status (e.g. de-prioritized) of an UL grant is cleared or HARQ buffer is flushed at BWP deactivation. 

Since RAN2 has not discuss about BWP switching scenario, the current UE behaviour in the running CR (R2-2004289) is that UE continues the autonomous transmission after BWP switching. 
Q5) Do companies agree to disallow autonomous transmission after BWP switching? 

	Company
	Yes/No
	Comments (if any)

	Fujitsu
	Yes
	But no strong view.

	SONY
	Yes
	

	Lenovo
	Yes
	We don’t have a strong view. One can argue that there is some benefit if the UE behavior for the case of BWP switching is aligned with the case of type-1 CG reactivation.  On the other hand we think from UE implementation perspective it might be less complex for the UE to just disallow autonomous transmissions after BWP switching. 

	Huawei
	Yes or No
	In the RAN2 #109-e meeting, the following agreements were achieved:

=>
UE autonomous transmission uses the same HARQ process and the same CG configuration.

=>
A HARQ process cannot be shared between different CGs.

For two CG type 1 configurations on two BWPs share the same HARQ process of the serving cell, we need to first make clear whether they can be viewed as the same CG type 1 configuration. 

If they can be regarded as the same CG type 1 configuration, then we think there is no problem to allow autonomous transmission after BWP switching. It is then preferred to not change current text. Otherwise if they shall be regarded as different CG configurations, then autonomous transmission after BWP switching shall be disallowed.

	LG
	No
	We don’t see any problem to allow autonomous transmission after BWP switching. The BWP switch is different from the CG Type 2 reactivation case because the confimation MAC CE is not transmitted, and there is no harm to keep the MAC PDU in the HARQ buffer. What is the problem with the current text?

	ZTE
	Yes
	In our understanding , different BWPs may have different numerology and different CG configuration across BWP may have the different PUSCH duration, according to the LCH restriction, the data in the HARQ buffer whose LCH maybe no longer suitable for the PUSCH resources of configure grant type 1 after BWP switch. Thus we think the automatic transmission after BWP switch shall not be supported.

	vivo
	Yes, but
	We only need to correctly capture the previous RAN2 agreement to restrict the autonomous retransmission only within the same CG configuration, as the CG configurations for different BWPs has to be different according to the current ASN.1 structure. 

	CATT
	No
	We are not sure of the complexity difference with the normal continuation of data transmission across CGs in different BWPs.

	Sharp
	Yes
	CG configuration is per BWP. So, the CGs on different BWP should be considered as different BWPs, allowing autonomous retransmission when BWP switching happens will not alignment with the agreement “UE autonomous transmission uses the same HARQ process and the same CG configuration”.

	ITRI
	Yes or No
	If we allow autonomous transmission after BWP switching, the premise is that different CG configurations across BWPs which share the same HARQ process can be viewed as the same CG configuration. 

	Intel
	Yes
	Our understanding is that autonomous transmission is only for the same CG configuration, and CG configurations from different BWPs cannot be considered as same CG configuration. In our view, current TS 38.321 is clear and there is no need to change specification.

	OPPO
	Yes or No
	We share the same view as Huawei.

	Nokia, NSB
	Yes
	Continuation is only possible if the same CG configuration has been configured in the new BWP, and we don’t think this is always guaranteed and potentially this could bring unnecessary scheduling restriction for gNB. To make the specification simpler without adding too many conditions, it is more straightforward to disallow continuation of autonomous transmission in this case (which is likely to be corner case anyway).

	MediaTek
	Yes
	Agree with Intel that CG configurations on different BWPs cannot be considered as same CG configuration. 

	Samsung
	Yes or No
	CG is configured per BWP. Thus, CGs configured on different BWPs shall be different CG configurations. So, cross-BWP autonomous transmission cannot occur.
The only case that we may consider is autonomous Tx after BWP switching back to the original BWP, i.e. 

· De-prioritization in BWP A ( Switching to BWP B and the HARQ process has not been used at all ( Switching back to BWP A.

But we see this is a corner case, so we do not need to consider to disallow the autonomous Tx for this case.


	Ericsson
	Yes
	The autonomous transmission after BWP switching should be disallowed because 

1. It is not clear how long time the BWP would be re-initialized after it was suspended. Any data stuck in the buffer would most likely be re-transmitted by upper layers. The benefits of continuation are not clear.

2. For configured grant type 2, the grants are cleared during BWP switching and we should align the operations of two types configured grants.

	Apple
	Yes
	We agree with Lenovo’s view here.

	Sequans
	Yes
	Agree with Intel

	Qualcomm
	Yes
	


< Summary >
Most companies agree that autonomous Tx cannot be continued after BWP switching. But companies have different understandings on the current behaviour.
· Huawei, OPPO point out that it is not clear whether CGs on different BWPs are viewed as the same CG configuration.
· ZTE, vivo, Sharp, Intel, MediaTek, Samsung, and Sequans see that CG configurations are per BWP. Thus, CGs on different BWPs cannot be the same configuration. 
· ITRI has a different view that those are viewed as the same  CG configuration.
· Ericsson mentioned that type 2 CG on deactivated BWP is cleared and prefers to align. 
As a start point, we need to discuss whether CG configurations with the same HARQ process on different BWPs are considered as the same CG configuration.
· If the answer is yes, current texts allow autonomousTx after BWP switching.

· If the answer is no, current texts do not allow. 

Depending on the correct answer, we can discuss further whether to change the text or current behaviour.
Proposal 5. Discuss whether CG configurations with the same HARQ process on different BWPs are considered as the same CG configuration. After the conclusion, RAN2 will continue to discuss whether to change the current text or behaviour.
3 Conclusion

The rapporteur would suggest to agree the following proposals:
Proposal 1. For closest N determination, TP in R2-2003586 is adopted.
Proposal 2. UE continues to use the occasion of the suspended configured grant type 1 when the related UL BWP is activated.

Proposal 3. RAN2 agrees to modify the condition of the prioritization by 

· Option 1) removing “which is not already a de-prioritized uplink grant” or

· Option 2) adding “whose priority has changed higher”
Proposal 4. A de-prioritized SR shall be excluded in prioritization. TP proposed by Fujitsu/Huawei/vivo/OPPO/Nokia can be a baseline.

Proposal 5. Discuss whether CG configurations with the same HARQ process on different BWPs are considered as the same CG configuration. After the conclusion, RAN2 will continue to discuss whether to change the current text or behaviour.
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