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1   Introduction

This is a summary document, containing the overview of perceived impacts of remaining Rel-16 IAB work on the MAC specification, as captured in the companies’ submissions to this Agenda Item. Key areas of perceived impact are:

· Pre-emptive BSR;

· Timing Delta MAC CE;

· Guard Symbols MAC CE;

· Miscellaneous issues (issues not easy to categorize and/or where there was only one or two submissions per issue, but which are nevertheless captured in the summary).

There is a main section for each of the above key areas, with some sections containing sub-sections. Each section or sub-section contains proposals drawn up by the rapporteur based on relevant submissions, and taking into account guidance from the Chair on aiming for consensus. 

2   Pre-emptive BSR 

2.1   Formats and types (padding, periodic) supported

Discussion between formats supported and types of BSR supported are linked – for instance, we only need the truncated versions of we wish to support the padding pre-emptive BSR. The following Tables show the preferences to do with existing formats to be supported for pre-emptive BSR (Table 1) and whether padding and periodic versions of pre-emptive BSR should be supported (Table 2):

Table 1

	Long BSR formats only
	Long and Short BSR formats only
	Long, Short, Long Truncated and Short Truncated BSR formats
	New format

	[5] – but are open to discussing Short BSR

[6]

[7]
	[14]
	[3], [10]
	[4] – to include timing information

[9] – single buffer size field (no LCG info)


Table 2

	Type
	Support
	Do not support

	Padding pre-emptive BSR
	[1], [10]
	[5], [7]

	Periodic pre-emptive BSR
	
	[5], [7], [10]


From Table 1 it can be seen that the vast majority of the companies who voiced their concerns on this issue agree that no new formats should be introduced, and perhaps we should try and agree this first:

Proposal 1: Pre-emptive BSR will only support formats already available for “normal” BSR, i.e. we will not support pre-emptive BSR formats with special content (e.g. timing information) not used for “normal” BSR, nor will we support pre-emptive BSR formats not based on LCG reporting.

Another potentially straightforward agreement to make is to agree that the periodic version of pre-emptive BSR is not standardized:

Proposal 2: RAN2 to rule out the periodic pre-emptive BSR.

Regarding padding pre-emptive BSR, the rapporteur acknowledges some support for it; however, a clear use case has not been identified, and the majority of the submissions on this issue is against supporting it. Given this, the rapporteur would like to propose the following:

Proposal 3: RAN2 to rule out the sending pre-emptive BSR as padding.

This then leaves us with two possible formats – Long BSR and Short BSR. If we were to support Short BSR, then in the case of only 1 LCG having (expected) data to report, we only need to send one octet; if we do not support Short BSR, then in the same scenario we need to send two octets. However, the granularity of reporting in the latter case will be finer. Given this fact, the fact that one extra octet is not a major overhead worry, given that pre-emptive BSR may be sent relatively infrequently, and the stronger support for Long BSR only (see Table 1), the rapporteur suggest we should go with the following proposal:

Proposal 4: The only reporting format supported for the pre-emptive BSR is the Long BSR.

	Company
	Comments on proposals 1-4

	QC
	We agree on all four proposals. 

	Intel
	Fine with proposals 1-4.

	ZTE
	We agree with proposal 1 and 2, but disagree with proposal 3 and 4. When the pre-emptive BSR is triggered, one LCG or multiple LCGs may have available datas for transmission. So it is reasonable to support both the Short BSR and Long BSR for pre-emptive BSR in IAB. The 'Padding BSR' is triggered when UL resources are allocated and number of padding bits is equal to or larger than the size of the Buffer Status Report MAC CE plus its subheader. In our view, it is reasonable that Short Truncated BSR and Long Truncated BSR are also supported for pre-emptive BSR since the same condition may be met in IAB. 

	Huawei, HiSilicon
	Fine with all above proposals.

	NEC
	We are fine with all proposals


2.2   Priority of the pre-emptive BSR MAC CE in LCP

Only three contributions addressed this issue [5], [6], [7]. On high level, they are aligned – they all agree that the priority of the pre-emptive BSR MAC CE in the LCP procedure should be lower than the “legacy BSR MAC CE except for padding”. On top of that, both [5] and [7] propose that the priority of the pre-emptive BSR MAC CE in the LCP procedure should be higher than the legacy padding BSR MAC CE, and then [7] goes a step further and specifies the exact spot (at the bottom of the list of MAC CEs that come before the data), as given immediately below:

-
C-RNTI MAC CE or data from UL-CCCH;

-
Configured Grant Confirmation MAC CE;

-
MAC CE for BSR, with exception of BSR included for padding;

-
Single Entry PHR MAC CE or Multiple Entry PHR MAC CE;

-
MAC CE for pre-emptive BSR;

-
data from any Logical Channel, except data from UL-CCCH;

-
MAC CE for Recommended bit rate query;

-
MAC CE for BSR included for padding.

Given the above analysis of the 3 submissions covering this issue, the rapporteur would like to propose the following:

Proposal 5: Logical channels shall be 
rioritized in accordance with the following order (highest priority listed first):
-
C-RNTI MAC CE or data from UL-CCCH;
-
Configured Grant Confirmation MAC CE;
-
MAC CE for BSR, with exception of BSR included for padding;
-
Single Entry PHR MAC CE or Multiple Entry PHR MAC CE;
-
MAC CE for pre-emptive BSR;
-
data from any Logical Channel, except data from UL-CCCH;
-
MAC CE for Recommended bit rate query;
-
MAC CE for BSR included for padding.
RAN2 could use the TP in [18] as a starting point to capture this and preceding proposals.

	Company
	Comments on proposal 5

	QC
	We agree on proposal 5.

	Intel
	Agree with proposal 5.

	ZTE
	When padding pre-emptive BSR is considered, its priority should also be considered. 

	Huawei, HiSilicon
	Agree with Proposal 5.

	NEC
	Agree with the priority levels in P5


2.3   Triggering of pre-emptive BSR

As a reminder, at RAN2#107 the following was agreed:

· Will have “preemptive” BSR. 

· R2 assumes that any new triggering rules are only introduced for pre-emptive BSR, i.e. SR triggering is then governed by NR Rel-15 baseline (pre-emptive BSR = regular BSR from SR triggering point of view).

· R2 assumes that Both types of triggers for pre-emptive BSR that were discussed (1. based on UL grants provided to child nodes and/or UEs, and 2. based on BSRs from child nodes or UEs) can be supported for IAB Rel-16 operation. FFS what details need to be specified. 

At RAN2#107-Bis, the following was further agreed:

· Confirmation that this is the expected enhanced behavior: Following the reception by the second (parent) node of a BSR from a first (child) node, resources may be requested from the third node (parent of second node) before actual data arrives from the first node 

And finally, at RAN2#108, we made the following agreement:

· We specify a new BSR (with a new format), for pre-emptive BSR. 

· For the new BSR

- differentiate in BSR available data (as today) and expected data. 
- Associating a LCH with pre-emptive BSR is left to implementation, unless issues are identified requiring normative solutions. 
- FFS if SR and BSR generated by a MAC entity need or can only be reported to the parent node where the peer of that MAC entity resides. 
- On Triggering of pre-emptive BSR, can capture some text similar to the current agreements, in stage-3/2. 
- Exact timing etc is up to implementation.  

Focusing on triggering, the rapporteur would like to make the following observations:

1. Pre-emptive BSR may be triggered even before the relevant data is received.

2. Pre-emptive BSR may be triggered based on UL grants provided to child nodes and/or UEs, and based on BSRs from child nodes or UEs; exact timing of the triggering is left to implementation.

3. Associating a LCH with pre-emptive BSR is left to implementation, unless issues are identified requiring normative solutions.

4. No further agreements were made on this issue, apart from a general understanding to capture existing agreements in stage-2 and/or stage-3 specs.

Therefore, the intention is clear: conditions that need to be met so that the pre-emptive BSR may be triggered have been agreed upon, while the timing of the triggering is left to implementation. Nevertheless, some contributions submitted to the present meeting aim to specify the triggering in a more exact/normative way. The Table 3 below summarizes key aspects of these contributions with focus on triggering:

Table 3

	Key issues
	Agreed baseline
	[1]
	[4]
	[5], [8], [11]
	[12]

	What needs to happen so that pre-emptive BSR may be triggered?
	UL grants provided to child nodes and/or UEs, and based on BSRs from child nodes or UEs
	Baseline, but refined: only trigger if pre-emptive BSR is “helpful”/”necessary”, e.g. do not trigger if a “normal” BSR has already been sent 
	Baseline, but slightly refined: network should be able to configure which of the two event should be used for triggering
	-
	

	Any other conditions?
	None
	Only trigger if egress BH RLC channel with the highest priority has higher priority than any egress BH RLC channel having data
	
	-
	Also trigger pre-empt BSR upon packet rerouting

	Timing of the triggering?
	Left to implementation
	
	
	-
	

	LCH associated with pre-emptive BSR
	Left to implementation
	
	
	Highest priority backhaul LCH that has data/is expected to have data available for transmission in the IAB MT buffer
	


Regarding concerns raised in [1] about “unnecessary” triggering of pre-emptive BSR, the rapporteur would like to draw the attention to the agreement made at RAN2#107-Bis on this issue:

· RAN2 will not specify any normative solution to the perceived issue of possible resource wastage due to introduction of pre-emptive BSR.
Given this agreement, and the agreement that whether to trigger or not is left to network configuration, the rapporteur proposes not to constrain the triggering conditions further.

Regarding the proposal in [4] to agree that the network should be able to configure exactly which event(s) – just the UL grants provided to child nodes and/or UEs, just based on BSRs from child nodes or UEs, or both – may trigger the pre-emptive BSR, the rapporteur sees some benefit in this. However, the existing agreements already covers this. Either of the events or both can be used as triggers to pre-emptive BSR. The assumption therefore is that this is configurable – but [4] does not detail what kind of additional normative work RAN2 needs to perform.

Regarding which LCH associated with pre-emptive BSR, RAN2 already agreed that this should be left to implementation, “unless issues are identified requiring normative solutions”. The rapporteur would like to note that there are several companies [5], [8], [11] who feel that indeed there are issues with the existing agreement, and that highest priority backhaul LCH that has data/is expected to have data (the contributions differ in this aspect) available for transmission in the IAB MT buffer should be used (instead of leaving the choice of the LCH to implementation). We could try and agree on using the highest priority LCH, but then we would face the following issues:

· If we agree that we should use highest priority backhaul LCH that has data already available for transmission in the IAB-MT buffer, then we are faced with the issue of (occasionally) there being no LCH with data available for transmission, in which case we have to specify the handling of this case or leave it to implementation.

· If we agree that we should use the highest priority backhaul LCH that is expected to have data (based on the received pre-emptive BSR), then we are in any case again leaving certain aspects to implementation. In cases where the triggering of the pre-emptive BSR is based on BSRs received from child node(s), the node in any case cannot be 100% (or anywhere near) sure which individual LCHs are expected to have their data increased. The reporting is done on LCG groups, and then on internal mapping to LCGs of the IAB-MT. There is no LCH-level granularity.

Since the submissions addressing this issue are not aligned, and since the vast majority of contributions does not address this issue at all (assuming tacit support for existing agreement – but this will need to be confirmed in the online session), the rapporteur proposes we leave this to implementation.

And finally, looking at the proposal in [12], the concern raised therein has to do with the perceived issue that – if re-routing happens at RLF – there may be a sharp increase in the buffer size of the node which will now take over the re-routed data. The rapporteur acknowledges that this can indeed pose an issue, but RLF is not expected to happen often on relay links, and if it does, regular BSR should be triggered using existing rules by virtue of arrival of new data in the buffers. 

Given the above, the rapporteur proposes the following confirmation of current understanding (and closure of open issues):

Proposal 6: Focusing on triggering, RAN2 agrees that:
1. Pre-emptive BSR may be triggered even before the relevant data is received. 
2. Pre-emptive BSR may be triggered based on UL grants provided to child nodes and/or UEs, and based on BSRs from child nodes or UEs; no additional triggers, or constraints imposed on agreed triggers, are allowed.
3. Exact timing of the triggering is left to implementation.
4. Associating a LCH with pre-emptive BSR is left to implementation. 

	Company
	Comments on proposal 6

	QC
	We agree on proposal 6.

Comment: This proposal is not necessary. Pre-emptive BSR represents an optimization and is not functionally necessary for IAB operation. Present RAN2 agreements already capture the preemptive BSR behavior and leave remaining issues up to implementation. No further discussion is necessary.   

	Intel
	Isn’t proposal 6 just re-stating previous agreements? 

	ZTE
	We agree with proposal 6.

	Huawei, HiSilicon
	Fine with the proposal in general, but we also have doubts to discuss the discussion about pre-BSR triggering again. We assume that if there is no further agreement we will only have what we agreed.

Regarding 4, it is a little bit strange to me to say “associating a LCH with pre-emptive BSR”. The intention may be to associate a SR resource for pre-emptive BSR. Maybe we can directly clarify this.

	NEC
	We agree with proposal 6.


2.4   Content of the pre-emptive BSR

At RAN2#108, we agreed the following:

· For the new BSR

- differentiate in BSR available data (as today) and expected data.

Therefore the receiving node has to be able to tell the difference between already available data at its child node (“normal” BSR) and expected data. This is why we set aside a different LCID for the pre-emptive data. However, we never really confirmed if this pre-emptive data contains just the expected data, or the expected data plus the available backhaul data in the IAB-MT buffers, the latter being something certain companies are now proposing [8]. This being said, the receiving node (according to the agreement quoted immediately above) needs to be able to differentiate between available data and expected data. Since we have only introduced one type of pre-emptive BSR, it follows that its content is limited to expected data only, as explained in [6] and [9].

Proposal 7: Pre-emptive BSR reports exclusively the expected change in IAB-MT buffer occupancy as a result of expected but not yet received data.

	Company
	Comments on proposal 7

	QC
	We agree on proposal 7.

	Intel
	Perhaps the proposal should say “pre-emptive BSR reports exclusively the volume of data expected but not yet received”? Not sure why we talk about expected change in MT buffer occupancy.

	ZTE
	We agree with proposal 7.

	Huawei, HiSilicon
	Fine with Proposal 7.

	NEC
	We agree with proposal 7.


[13] proposes that specs should mandate that all BH RLC channels of an ingress link LCG are mapped to a single egress BH link LCG, while leaving the specific mapping to implementation. This according to [13] ensures unambiguous pre-emptive BSR data volume reporting. The rapporteur agrees that this would indeed remove the ambiguity; however, the proposal in [13] goes against the general approach to pre-emptive BSR which has been to leave many of the aspects to implementation. If the proposal from [13] is agreed, then we would in fact be specifying the internal workings of a network node, since the proposal impacts not just the IAB-MT but also the IAB-DU and how the received BSR is converted to pre-emptive BSR. Therefore, while acknowledging the intention (and the technical issue) raised in [13], the rapporteur instead proposes the following:

Proposal 8: The mapping of LCGs between the ingress and egress links is left to implementation.

Proposal 9: RAN2 to consider inserting a NOTE in TS 38.321 to acknowledge the ambiguity that can occur when BH RLC channels of a single ingress link LCG are mapped to different egress BH link LCGs, thereby informing good implementation, without mandating it.

	Company
	Comments on proposals 8 and 9

	QC
	Agree on P8 and P9.

	Intel
	Agree with proposals 8,9.

	ZTE
	We agree with proposal 8-9. 

	Huawei, HiSilicon
	Fine with P8 and P9.

	NEC
	We agree with proposal 8-9.


2.5   The perceived issue of double-counting the buffer status

Some companies have observed [2], [3] that – if the arrival of data for which pre-emptive BSR has already been sent triggers a “normal” BSR, the receiving node will be notified twice about the same/similar quantity of data coming its way. But while [2] proposes that normative action is taken to remedy this (by subtracting the data volume reported in the pre-emptive BSR), [3] propose that no action is taken. No other submissions have been received on this issue.

Regarding the adjustment proposed in [2] (that the first BSR triggered after the transmission of a pre-emptive BSR should be adjusted by subtracting the data volume reported in the previously sent pre-emptive BSR), the rapporteur would like to note that the receiving node (recipient of the pre-emptive BSR) is already aware of the situation (it can differentiate between a pre-emptive BSR and a regular BSR) and therefore such adjustments – if deemed needed – can be made at the receiving node as part of network implementation. Given this brief discussion, and the lack of support for normative solutions, the rapporteur puts forward the following:

Proposal 10: RAN2 will not specify any normative solutions to handle perceived “double-counting” of the buffer data.

	Company
	Comments on proposal 10

	QC
	Agree on P10.

	Intel
	We do not agree with “RAN2 will not specify any normative solutions…”. This issue has not really been discussed. The normal way to address this would be for the MT transmitting the pre-BSR and then the BSR to make the adjustment. While we agree that the node receiving the BSR can perform adjustments, this is not functionality that is normally performed on the DU side. Either way, a clear common understanding is needed on how this would work.
However, given the late stage, we are ok to postpone this issue at least until other details of pre-BSR are settled.

	ZTE
	We agree on proposal 10. It can be up to implementation. 

	Huawei, HiSilicon
	We also agree with P10. A note may be helpful for implementation, like “the IAB-MT may trigger and adjust the BS size of pre-emptive BSR when a normal BSR is triggered to avoid the overlapped reporting.”

	NEC
	Agree with Proposal 10. This can be done by implementation.


2.6   Cancellation of pre-emptive BSR

This is not an issue we devoted much time to until now. Even though only a handful of submissions have addressed the cancellation of pre-emptive BSR [5], [11], [17], the rapporteur agrees that a clear agreement is needed, even if it is simply to state that the cancellation is left to implementation. In fact, this is precisely what [5] proposes. [11], [17] on the other hand propose that we do not cancel the pre-emptive BSR unless it is actually sent, even if we send all currently available data but not the BSR MAC CE. For the case of “normal” BSR, we would cancel pending BSRs if we send all available data but not a BSR MAC CE. The rapporteur acknowledges that – for the case of pre-emptive BSR – sending of the available data need not be linked to cancellation of pre-emptive BSR, since pre-emptive BSR reports expected data.

This being said, the rapporteur feels that a sensible implementation would in any case do what [11], [17] propose on this issue, and that it is perhaps better to leave this to implementation, while (if agreeable to RAN2) inserting a NOTE outlining the issue. A bigger concern for the rapporteur is not cancelling the pre-emptive BSR when it should be cancelled, rather than cancelling it in the case outlined in [11], [17]. The following proposal should take care of both issues:

Proposal 11: Pre-emptive BSR shall be cancelled when a MAC PDU that contains the pre-emptive BSR MAC CE is sent.

	Company
	Comments on proposal 11

	QC
	Agree on P11.

	Intel
	Agree

	ZTE
	Agree

	Huawei, HiSilicon
	Agree with P11.

	NEC
	Agree with P11


2.7   Applicability to dual-connected IAB node

The most recent agreement on this matter states the following:

- FFS if SR and BSR generated by a MAC entity need or can only be reported to the parent node where the peer of that MAC entity resides.
The following opinions have been voiced in the submissions received:

1. Pre-emptive BSR is not applied to a dual-connected IAB node [3].

2. Pre-emptive BSR is applied to a dual-connected IAB node, and it is down to network implementation to work out the associated MAC entity and the associated expected amount of data [4], [7], [10]

3. Pre-emptive BSR is applied to a dual-connected IAB node, and it is down to network implementation to work out the associated MAC entity and the associated expected amount of data, with the constraint that BH RLC channels mapped to different egress Cell Groups must be mapped to different ingress LCGs [13]

4. Pre-emptive BSR is applied to a dual-connected IAB node, and is reported to both nodes [15]

Given that only one submission objects to using pre-emptive BSR in the DC-connected case, the rapporteur would like to start off by proposing the following:

Proposal 12: Pre-emptive BSR may be used for the case of dual-connected node, when configured.

Regarding proposal from [13], similar reasoning applies as in Section 2.4. The concerns are valid but the proposed solution [13] can be seen as interfering with IAB-DU operation and mapping between IAB-DU and IAB-MT.

Turning our intention now to [15], the rapporteur acknowledges the benefit of reporting the pre-emptive BSR to both nodes, and the parallels between this case and the “normal” threshold-based BSR reporting for the DC case. However, mandating that the pre-emptive BSR should be sent to both nodes is again against the general implementation-based approach to pre-emptive BSR.

The rapporteur therefore proposes the solution of [4], [7], [10]:

Proposal 13: Pre-emptive BSR is applied to a dual-connected IAB node, and it is down to network implementation to work out the associated MAC entity and the associated expected amount of data. 

Proposal 14: We will not apply any further normative constraints to this case (e.g. CG-aware mapping between ingress LCGs and egress LCGs).

Proposal 15: RAN2 to consider inserting a NOTE in TS 38.321 to acknowledge the issue of CG-aware mapping between ingress and egress LCGs for the DC-connected node, thereby informing good implementation, without mandating it.

	Company
	Comments on proposals 12-15

	QC
	Agree on P12-15.

	Intel
	Agree with 12-15.

	ZTE
	We disagree with proposal 12-15. It is difficult for the IAB node to choose which parent node to report the pre-BSR purely based on buffer size report from child node since it does give clue of the BAP routing ID information. We propose to not support the pre-BSR in dual-connected IAB.

	Huawei, HiSilicon
	Agree with P12-15. A proper note should be helpful to clarify the good implementation, and the CG-aware mapping should consider proper bearer mapping and routing configuration.

	NEC
	Like ZTE, we don’t agree with proposal 12-15 either. IAB node don’t know how to choose the parent node to report the pre-BSR. 


2.8   Miscellaneous items to do with pre-emptive BSR

Triggering of SR 

In NR Rel-15, the MAC entity of an IAB node shall trigger a Scheduling Request in case a BSR was triggered and UL-SCH resources are available for a new transmission, but the LCP mapping restrictions configured for the logical channel that triggered the pre-emptive BSR are not met. With Rel-16 IAB pre-emptive BSR, [11] argues that we should not worry about the LCP restriction. In other words, [11] proposes that IAB-MT never triggers an SR if there are UL-SCH resources available for a new transmission, regardless of whether the LCP mapping restrictions configured for the logical channel that triggered the pre-emptive BSR are met. In rapporteur’s opinion this is a valid proposal, but it should be fixed by Proposal 11 above.

Should pre-emptive BSR trigger a pre-emptive BSR?

In [11] it is argued that pre-emptive BSR should not trigger a pre-emptive BSR. This is sensible, given that it may lead to overprovisioning of resources along the chain. However this is also in line with the existing agreement that the BSR received from a child node (implicitly implying “normal” i.e. non-pre-emptive BSR) is a potential trigger for a pre-emptive BSR. Still, for the sake of clarity, the rapporteur proposes that the following is considered:

Proposal 16: Pre-emptive BSR received by a node shall not trigger a pre-emptive BSR at the node in question.

	Company
	Comments on proposal 16

	QC
	Agree on P16. This proposal is relevant.

	Intel
	We do not think this proposal is needed. We have already agreed to not have anything normative about overprovisioning.

This proposal just talks about triggering a pre-BSR based on a received pre-BSR. Then what about resource allocation in response to a pre-BSR, that could trigger a pre-BSR? Specifically excluding these types of scenarios can just make things more complex.

	ZTE
	We agree with proposal 16.

	Huawei, HiSilicon
	Fine

	NEC
	We agree with proposal 16. 


Reporting “normal” BSR MAC CE and pre-emptive BSR MAC CE in the same MAC PDU?

There is no opposition to this, or any reason why this should not be allowed, and this is made explicit in [1], [8], [16]. However, as [16] points out, current spec only allows one BSR MAC CE per MAC PDU. This needs to be changed to clarify that it is allowed to have a pre-emptive BSR MAC CE and a non-pre-emptive BSR MAC CE in the same MAC PDU. (TP provided), [1] (always do this: [8])

Proposal 17: RAN2 to make the clarification in the MAC spec that it is allowed to have a pre-emptive BSR MAC CE and a non-pre-emptive BSR MAC CE in the same MAC PDU. It is recommended to use the TP provided in [16] as a starting point.

	Company
	Comments on proposal 17

	QC
	Agree on P17.

	Intel
	Agree with the intention. But is there something in the spec currently that suggests this is not possible?

	ZTE
	We agree with proposal 17.

	Huawei, HiSilicon
	Fine, and we share the same question as Intel.

	NEC
	We agree with proposal 17. 


However, [8] goes a step further and argues that available backhaul data in the IAB-MT buffer should always be reported always along the pre-emptive BSR. In other words, [8] proposes that – whenever we are sending a pre-emptive BSR – we should also send the actual status of the buffers, regardless of whether a non-pre-emptive BSR is triggered or not. It is not clear at present what the benefit of this method would be. One would assume that “normal” BSR is sent fairly regularly (periodic BSR can always be configured) and that the parent node has a reasonable knowledge of the actual status of the IAB-MT buffers of the child node. If the goal is to simply use the transmission occasion of the pre-emptive BSR to also send the non-pre-emptive BSR, then this results in some additional issues:

· What is the priority (in the LCP procedure) of this non-pre-emptive BSR? It’s not a “normal” BSR in the sense that it has not been triggered or scheduled, so we would need to agree its priority.

· What is the benefit of having the most up-to-date information, when the pre-emptive BSR is an estimate of what is expected to end up in the IAB-MT buffers anyway – so the two combined would still be an estimate.

In summary, since no reason is given behind this proposal, and no other company has proposed this, the rapporteur proposes that this is not taken forward.

How “regular” is the pre-emptive BSR?

In [8] we are reminded that we agreed that “a pre-emptive BSR is treated as a regular BSR”. The rapporteur would like to be very specific here – what we agreed in fact was the following:

· R2 assumes that any new triggering rules are only introduced for pre-emptive BSR, i.e. SR triggering is then governed by NR Rel-15 baseline (pre-emptive BSR = regular BSR from SR triggering point of view).

Therefore, in rapporteur’s understanding, the agreement simply means that the pre-emptive BSR can trigger an SR. In [8] however this agreement is interpreted in a different, very literal way – existence and use of periodicBSR-Timer and retxBSR-Timer, to name a few. The rapporteur agrees with observations made in [8] that many of the procedures for regular BSR do not apply to pre-emptive BSR. The 17 proposals already put forward should go a long way to fixing that. Additionally, we should try and agree that SR triggered by pre-emptive BSR can always be sent (assuming the relevant SR configuration has available resources) i.e. it is not delayed by the use of a timer or mask. Additionally, retxBSR-Timer is not needed for the pre-emptive BSR; it would increase the robustness but even if pre-emptive BSR is not decoded properly the first time round, a regular BSR will follow shortly. Therefore, some additional proposals that the rapporteur feels are valuable, inspired by [8], are:

Proposal 18: SR triggered by pre-emptive BSR can always be sent (assuming the relevant SR configuration has available resources, and assuming of course the BSR itself cannot be sent) i.e. it is not delayed by the use of a timer or mask.

Proposal 19: RRC does not configure any of the parameters applicable to “normal” BSR, to control the pre-emptive BSR. 

	Company
	Comments on proposals 18 and 19

	QC
	Agree on P18-19.

	Intel
	Agree with P18. Unsure about P19; not clear why a network would mix parameters for normal and pre-BSR. If the intention is to say the retxBSR timer is not needed, that seems to be fine.

	ZTE
	We agree with proposal 18-19. 

	Huawei, HiSilicon
	Fine with P18, but P19 may not be needed. If finally there is no conclusion on any parameters, then no configuration at all.

	NEC
	We are fine with proposal 18,19. 


3   Timing Delta MAC CE

Table 4 below summarizes the key issues and where each of the 3 submissions on this topic stands (there were additional submissions but these were TPs and LSs linked to the 3 discussion documents) for each of the issues (where applicable/addressed in the contribution):

Table 4

	Issue
	[20]
	[21]
	[22]

	Should T_delta MAC CE contain SCS?
	No
	Both options are ok
	No

	Where should the mapping between the T_delta index and actual value of T_delta be captured?
	TS 38.321
	-
	RAN1 specs


Two of the submissions are opposed to having SCS in the T_delta MAC CE, and one of the submissions indicates no preference. Additionally, the rapporteur would like to note that, even though T_delta is necessary for IAB-DU DL TX timing alignment, the exact value of T_delta can be derived from the UL BWP of IAB-MT and shared with IAB-DU – so no real need to signal it. Therefore the rapporteur would like to propose the following:

Proposal 20: The T_delta MAC CE will not contain SCS.

	Company
	Comments on proposals 20

	QC
	I am currently waiting from RAN1/4 on what they really want. They have the first say since they introduced this feature. I hope I have more info tomorrow morning. Otherwise, we should send an LS to RAN1. We should not waste any time to discuss this matter before they have made up their mind.

	Intel
	We think both options can work (x bits SCS & y bits T_delta, or z bits T_delta, where z>x,y). Any savings in bits are minimal.

We are fine use the no SCS option and we would prefer to decide this in RAN2 (without any extended LS etc back and forth).

	ZTE
	We agree on proposal 20. As far as I know, RAN1 has completed the preparation phase email discussion. RAN1 chairman decides no official RAN1#100 email discussion to be opened for IAB case-1 timing based on feature lead summary. Some of the conclusion from feature lead summary that may be related to our RAN2 discussion are listed here.  

·        For proposal of adding SCS to T_delta MAC-CE, the majority of participating companies do not think this SCS information is needed from RAN1 perspective. The issue is not brought to official RAN1 #100e discussion.
·        Additional discussion relating to the T_delta MAC-CE is not required from RAN1 at this stage. Meanwhile, the group understand the RAN2 discussion may result in RAN2-RAN1 communication during RAN1 #100e.  

	Huawei, HiSilicon
	Fine with P20.

	NEC
	We are fine with proposal 20. 


Assuming the proposal is agreeable, [21] argues that, in order to cover all the possbile values of T_delta for different SCSs, 12 bits are needed for the maximum range and the finest granularity of 32 Tc. The following is then proposed:

Proposal 21: RAN2 to discuss the number of bits that are set aside for the T_delta index in the T_delta MAC CE (with the rest being reserved bits), using previously agreed calculation captured in MAC CR or the calculations in [21] as a starting point.

	Company
	Comments on proposal 21

	QC
	See comment above

	Intel
	Agree

	ZTE
	It is better to discuss proposal 22 first. Only if RAN2 decides to define the mapping between T delta index and actual value of T delta in RAN2 spec, it may be necessary to further discuss the number of bits used for the index. However, as we mentioned in the TP(R2-1916538) agreed in last RAN2 meeting, the FR information could be determined by the IAB node based on its backhaul link since the backhaul link between one parent and one child node is located within one frequency range. Then the IAB node could determine whether 32Tc or 64 Tc shall be used to calculate the T delta value. So it is better to keep the previous agreed bit size for T delta value. Based on this analysis, we update the proposal.

	Huawei, Hisilicon
	We are open to discuss this issue.

	NEC
	We are fine with Proposal 21. 


Proposal 22: RAN2 to discuss where (in RAN2 or RAN1 specs) the mapping between the T_delta index and actual value of T_delta should be captured. If it is decided it should be captured in the RAN1 specs, RAN2 should send an LS to RAN1 and could use the LS draft in [31].

	Company
	Comments on proposals 22

	
	See comment above.

	Intel
	The same approach as used for timing advance can be followed.

	ZTE
	It is suggested to discuss proposal 22 before proposal 21. If RAN2 decides to leave RAN1 to define the mapping between T delta index and actual value of T delta, why should RAN2 struggle to reconsider the number of bits used for index? It is enough for RAN2 to just agree 2-bytes is used for MAC-CE, which contains T_delta only but nothing else. Then it is up to RAN1 to interpret what each index can be, and based on that interpretation of index, how many bits are needed. This is to say, RAN2 should leave the discussion of Proposal 21 to RAN1 as well.

	Huawei, Hisilicon
	This can be simply captured in RAN2 spec, and if there is a need we can refer to RAN1/4 specs. We believe that no LS is needed for this issue and RAN1 has already finished this WI.
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	NEC
	We are fine with P22.


4   Guard Symbols MAC CE

Based on RAN1 agreement, there is a total of 8 possible values of guard symbols (two directions: parent ( child, child ( parent; and then 4 possible values covering all possible transitions, for each of the 2 directions). They key issue is how to design the MAC CE(s) required to indicate the 8 possible values (or a subset thereof). In fact, there are two main approaches according to the submitted documents:

1. The approach favoured by the vast majority of submissions on this topic [23], [24], [26], [27] (some of them sourced by multiple companies) whereby one single MAC CE signals all 8 possible values of guard symbols.

2. The approach proposed by one company [25], whereby the MAC CE can indicate only one value (for one single direction and one single transition); if several values (for different scenarios) need to be transmitted, then several MAC CEs have to be constructed and sent.

The rapporteur would like to first of all note that none of the submissions propose a variable length MAC CE. So the question is whether to send all 8 values each time at least one value needs changing, or whether to send only the value(s) that need to be signaled/modified, and put one in each separate MAC CE. The drawback of Option 1 is the unnecessary signaling of those values which do not need to be signaled, thereby potentially impacting the overhead. However, Option 2 also has a negative impact on overhead, since in cases where multiple values need to be signaled in the same MAC PDU, we will have multiple MAC CEs for Guard Symbol signaling, each with its own identifier. Additionally, Option 2 impacts negatively the LCID space, requiring 8 different identifiers, as opposed to Option 1 which only requires 1 LCID value.

Given the brief analysis above, the (strong) majority view, and the rapporteur’s understanding that the changes in the 8 values are infrequent (these parameters are static/semi-static), the rapporteur would like to propose we go for Option 1 above:

Proposal 23: RAN2 will design one single fixed-length Guard Symbols MAC CE, containing values (or indices mapped thereto) of all 8 parameters introduced by RAN1.

	Company
	Comments on proposal 23

	QC
	Agreed.

	Intel
	Agree

	ZTE
	We agree with proposal 23.

	Huawei, Hisilicon
	Fine to indicate all, since no requests from RAN1 for separate reproting.

We also provided a TP in our paper R2-2000528.



	NEC
	Agree with P23.


5   Miscellaneous issues

RACH issues

Only one contribution [28] deals with IAB-specific RACH issues. Several detailed proposals are given, some of which the rapporteur feels are optimization issues, while others are indeed helpful for RAN2 to note and discuss.

The first issue is the choice between IAB common RACH configuration and UE common RACH configurations. [28] proposes that the IAB node shall prioritize the use of IAB specific common RACH configurations as baseline – however it is rapporteurs understanding that this is RAN1 intention (and understanding) anyway.

Regarding deciding on a priority rule and/or indication to the IAB node to use IAB specific RACH or “normal” UE RACH in cases of BFR and PDCCH order, this seems unnecessary, since e.g. for BFR, the Gnb could already separately configure the RACH resource different from the initial access purpose in SIB1.

Regarding the beam failure recovery and the application of the prioritized RACH procedure, this seems beneficial to confirm:

Proposal 24: The beam failure recovery of IAB node may apply the prioritized RACH procedure.

	Company
	Comments on proposal 24

	QC
	RAN1’s intention is that the idle IAB-MT uses IAB-specific RACH procedure if contained in SIB1. We will not change this in the last WI meeting!
In RRC connected state, the MT will use whatever the CU has configured, nothing else. What do we need to discuss here? 

	Intel
	Seems unnecessary to exclude the IAB node from using the prioritized RACH procedure (so we agree with the proposal). But not a strong opinion.

	ZTE
	We share the same understanding with QC. If the IAB-specific RACH resource is configured, IAB-MT should anyway use this resource. 

	Huawei, Hisilicon
	We agree with the proposal and also fine to further discuss this issue. Regarding the comments from Qualcomm and ZTE, we would like to understand if the IAB specific PRACH resource is allowed to be used by IAB for any cases of RACH trigger.

	NEC
	IAB node shall be qualified to use prioritized RACH procedure.


Regarding the proposal for RRC Connection Reestablishment procedure of an IAB node to apply the prioritized RACH procedure, it is unclear why we should optimize around RLF. RLF is expected to be uncommon occurrence for stationary Rel-16 IAB nodes, so if the gNB really sees the need to make allowances for frequent RLF, it can configure the IAB specific RACH resource with smaller periodicity. 

LCID space extension

This issue is discussed in [29]. Due to scores of new MAC CEs being introduced across a number of Wis, RAN2 has been discussing the option of adding one more byte to the existing LCID space. This way, the resulting LCID space would be split into two sets: Set_A, which contains existing 32 LCID values used to identify existing MAC Ces (and some reserved values, possibly for a subset of new MAC Ces), and Set_B, which would contain 256 added values to identify new MAC Ces.

However, one alternative over the introduction of Set_B (favoured by the NR MAC rapporteur) is the use of already agreed extension (eLCID space, originally introduced for IAB) for non-IAB related MAC Ces. As a reminder [29], we have reserved 128 values in the top of the eLCID space. What we could also do is set aside 256 values (the size of the proposed Set_B) originally proposed for use as LCH identifiers on the backhaul, for additional Rel-16 MAC Ces agreed to be introduced in other Wis. In other words, this would be the proposed change:

Table 5

	Current running IAB MAC CR for eLCID space
	Proposal for change

	64–(216-65) Identity of the logical channel

(216-64)–(216+63) Reserved
	64–(216-321) Identity of the logical channel

(216-320)–(216-65) LCID for additional MAC Ces
(216-64)–(216+63) Reserved


Proposal 25: RAN2 to discuss the proposal outlined in Table 5 above, as an alternative to the introduction of Set_B or any other options currently on the table. 

Depending on whether the above Proposal is agreed, or whether another solution is agreed (this will involve work across different Wis), we will then need to decide (as part of the IAB AI) where we put the IAB-related MAC Ces.

Proposal 26: RAN2 to decide whether to confirm the agreement to use existing LCID space (rather than the eLCID space) to identify IAB–related MAC Ces, or whether to use the LCID space for additional MAC Ces, depending on where this is located. 

	Company
	Comments on proposals 25 and 26

	QC
	This is outside the scope of IAB and should not be discussed in IAB Tus.

	Intel
	Agree with QC.

	ZTE
	For now, we may keep the previous agreement to use existing LCID space.

	Huawei, Hisilicon
	There is a TEI paper and we can discuss there. For IAB related MAC Ces, it is fine to use the extended LCID range.

	NEC
	Not in the discussion of IAB


LCG-based UL grant

[30] proposes the introduction of what is referred therein as an LCG-based UL grant, whereby certain UL grants can only applicable to a specific LCG. This proposal is borne out of a perceived concern that potential many LCHs will experience starvation due to the vast number of logical channels on the backhaul. It is unclear to the rapporteur however why this would happen – the LCP is a scalable procedure, so assuming the grant is large enough and the PBR values configured appropriately, the issue of starvation should not be significantly more present that for the “regular” UE case. Also, this proposal has been submitted to several recent meetings, with no support, so the rapporteur proposes this is not considered for Rel-16.

6   Conclusions

In this summary…
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