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1	Introduction
The study on NR-IIoT concluded (see TR 38.825 [1]) among others that Ethernet header compression is beneficial in the context of Industrial IoT. The work item [2] defines the following related objective:
· Specify Ethernet header compression based on structure-aware algorithm [RAN2].
· Ethernet header compression solution for LTE to be specified once the design principle for NR is agreed. The impacted LTE specifications to be added latest at RAN#85.
In previous RAN2 meetings, the following agreements were reached. In RAN2#105bis:
We develop Ethernet header compression 100% in 3GPP TS (not by extending ROHC)
In RAN2#106:
· Ethernet Header Compression (EHC) is configured per DRB, separately for UL and DL.
· Use context ID concept such that compressor and decompressor associates a context ID with Ethernet header contents. 
· Compression is done with following principle:
- For Ethernet flow resulting in creation of new context, compressor transmits at least one packet with full header and context id (to establish context in decompressor). 
	- After above, compressor starts transmits compressed packets. FFS if multiple transmissions and/or feedback is needed.  
· EHC header format is designed to include following mandatory fields: Context ID, Indication of header format (i.e. full header and compressed header), FFS other field, e.g. profile ID
In RAN2#107bis
· The EHC function is in PDCP
· The EHC header is located after the SDAP header, and it is ciphered 
· The EHC can removes the following fields: SOURCE/DESTINATION ADDRESS, TYPE, and EHC do not support multiple formats
· FFS: Pad removal 
· For context establishment the compressor send the full header and the context ID via PDCP data PDU
· ROHC and EHC are independent, e.g. from specification point of view they could both be configured for a DRB.
· FFS if for context establishment the explicit feedback is sent via PDCP control PDU.
Baseline feedback mechanism, enhancements not precluded: 
· For context establishment the de-compressor sends an explicit feedback to the compressor after the establishment of the context, i.e. when a full header packet is received with a context id. 
· For context establishment the explicit feedback includes the “Context ID”.
· When the compressor receives the feedback it is confident that the context is successfully established, and from this time compressed header packets can be transmitted. 
· FFS if EHC is allowed to be configured for a unidirectional link. 

In this contribution we discuss the remaining open issues of Ethernet header compression.
[bookmark: _Ref178064866]2	Discussion
2.1 On Padding removal
EHC was discussed at RAN2#107bis and several agreements were reached. One remaining aspect is the consideration of padding removal as part of the EHC protocol. It was noted in the TR that the additional complexity of removing padding in EHC must be justified. Due to the absence of the length field in the Ethernet header (since TYPE field is used instead in typical user plane traffic), removing padding would indeed lead to further complexities: while the receiving side implementation needs to ensure to repopulate an Ethernet frame with padding up to an allowed frame length when delivering it, even higher complexities lie in the transmitting side, i.e., in order to remove padding, the transmitter has to understand and inspect the higher layer datagram and derive its length. This is also illustrated in Figure 2.
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Figure 1: Ethernet padding identification problem.
We don’t believe this extra complexity is justified, in particular considering that various (industrial application) protocol types could be transported with Ethernet, and mandating gNB and UE to be able to identify and inspect all those protocols for their length is not feasible. gNB and UE are not expected to inspect higher layer payload being transported via RAN. On the UE side this would require tight integration of NR Layer 2 with higher layer protocols (Ethernet payload protocols), i.e. for each Ethernet frame transported, assistance information on Ethernet payload size would need to be provided to NR Layer 2. This is not feasible for many implementations, especially for e.g. UEs as industrial device gateway.
Since support of padding removal cannot be assumed for most transmitters, it should not be mandated for receivers to implement the necessary functionality of re-adding of padding, just in case some transmitter implementations somehow support it. 
Calculating the number of padding bytes in the middle of the transport network is not a trivial task. You have to understand in detail (1) the whole Ethernet header (all fields) and (2) the payload. If padding removal is done at sender, then having a 64 or more bytes Ethernet frame after decompression (EHC and ROHC) does _not_ mean that no padding is necessary. One may or may not need padding depending on the Ethernet header fields and the payload. Simply checking a frame size after reapplying the Ethernet header based on a 64-byte frame, random bytes added cannot ensure protocol integrity.
Furthermore, padding removal will break compressor function (Eth, IP) independence: In RAN2 a common agreement is that compression at Ethernet and at IP level are independent. That is, the configuration and use of EHC and ROHC independently in any combination shall be supported so that compressor functions at sender and decompression functions at receiver can be implemented independently and are executed independently. If a padding removal function is introduced, this function independence is broken. For example, at the decompressor the “padding fill-up” has to know the result of IP decompression, because the Ethernet payload size is known only after IP decompression. The number of padding bytes (if any) are dependent on the IP decompression. 
As a result of the above and as we think the additional complexity of such implementation is not justified, we propose:
[bookmark: _Toc3371884][bookmark: _Toc3373930][bookmark: _Toc4587328][bookmark: _Toc4587657][bookmark: _Toc4588355][bookmark: _Toc4588387][bookmark: _Toc4589704][bookmark: _Toc4590941][bookmark: _Toc4591852][bookmark: _Toc4592215][bookmark: _Toc5524770][bookmark: _Toc24011593]Padding removal is not considered, neither for compressor nor decompressor.

A simplified EHC solution had been agreed at RAN2#107bis considering only that the Ethernet fields Source (6oct), Destination (6oct) and Type (2oct), can be removed, and it had been agreed that no further formats are supported. 
2.2 Considering Q-TAGs
The email discussion [4] also discussed removal of sub-field of the Q-TAG, with a clear indication from the 12 replying companies that all sub-fields can be removed (+1 company: at least only TPID and VID subfields). Also, the TR 38.825 concludes the removal of Q-TAGs beneficial, since most part of the Q-TAGs can be considered static. Given that VLAN-ID is included in the Q-TAG one could even say that Q-TAG defines what is an Ethernet flow, and as such should be considered static within an Ethernet compression flow (context). For all those reasons, we should revisit the inclusion of Q-TAGs in EHC. The Q-TAG includes:
· Q-TAG (4 oct): single or double tagging might be used, i.e. one or two Q-TAGs may be included if indicated so by the TYPE field. Q-TAG consists of
· Tag protocol identifier (TPID) (2 oct), identifies the TAG type, typically static within a flow
· Priority code point (PCP), Drop eligible indicator (DEI), (4 bits together), priority and drop indicators; may be used in certain bridge implementations and thus cannot be assumed to be static within a flow.
· VLAN identifier (VID), (12 bit), identifies VLAN flow, may be typically interpreted as static within a flow.
A profile or format is not required to indicate presence of one or two Q-TAGs, since Type and Q-TAG fields themselves indicate their presence. 
The remaining question is how PCP and DEI fields are to be considered in EHC, since staticness of those fields depends on bridge implementation. In alignment with the majority view in email discussion [4] outcome, those fields should indeed be considered static. This way a simple solution is ensured, i.e. Q-TAGs are completely removed from Ethernet header in compressed format. If different PCP DEI fields are identified in the transmitter, it can simply setup another context, i.e. associate another ID with those different fields. 
[bookmark: _Toc24011594]Q-TAGs can be removed in EHC, considering all sub-fields.
From Figure 2 below it can be observed that the additional gains of removing 1 or 2 Q-Tags from the Ethernet header are significant, especially for the targeted small frame sizes. 
Furthermore, it is evaluated in Figure 2, that the efficiency loss in spending 8 bit or 16 bit for the EHC control fields (for context ID and/or other flags) does not significantly reduce the header compression performance. It is assumed that all Q-Ttag sub-fields are removed in the calculation. The results show the significance of including removing Q-Tags in EHC.
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Figure 2: EHC gain = (removedEthHdr+EhcControl) / (frameSize-FCS). No padding removal. Without and with Q-Tag removal.
2.3 Context IDs and protocol formats
In the following we analyze the required context ID space. Assuming that no profile or format is defined, it is always assumed that all fields i.e. Source, Destination, Type, and (acc. to proposal 2) Q-TAGs are static per context ID. This implies that a new context needs to be defined for each combination of those field values. Example (Source S, Destination D, Type T, Q-TAGs Q):
· S1, D1, T1, Q1 					 context 1
· S1, D2, T1, Q1 					 context 2
· S1, D2, T1, Q2 					 context 3
· S1, D2, T1, Q3					 context 4
· S1, D2, T1, Q4, Q5				 context 5
· S1, D2, T1, Q3 with other PCPDEI	 context 6
· S1, D2, T1, Q3 with other PCPDEI	 context 7
· …				
	
It becomes obvious that several context IDs are required, even for a flow originating from the same Source (such as the UE connected to a TSN device). In order to capture the gains of including the Q-Tags in EHC, as proposed in the previous section, regarding the context ID space, we have two options: 
· 1) We should make sure that sufficient context IDs are available to cover e.g. different source-destination pairs and those each with different Q-Tags (for which also different PCP/DEI values may occur). In an 2oct EHC control header, for example 1 bit could indicate either compressed or uncompressed, and remaining 17bits could be used to indicate the context ID. From Figure 2 it became obvious that the difference in header compression efficiency does not depend much on whether 1 or 2 byte are included as EHC control fields, i.e. for EHC context IDs. It is more important to have those several context IDs available e.g. to handle all different Ethernet flows with also potentially different Q-tags (or PCP DEI subfields). Being able to remove Q-Tags (4 or 8 byte) is more efficient than including 1 byte less for EHC control fields. Being able to remove those Q-Tags requires these additional context IDs, as explained above. 
· 2) We should keep Q-Tag removal optional, indicated in a 1 bit flag in uncompressed format. This way, context ID space can be kept smaller: a compressor observing variations in Q-Tags would not need to establish a new context ID for each variation, but could indicate that Q-Tags are not compressed, i.e. that the Q-Tags are part of the remaining uncompressed Ethernet header in the compressed EHC format. Still, with this solution, the additional significant gains for removing Q-Tags are achieved when Q-Tags are static. 
[bookmark: _Toc24011595]Discuss context ID space (e.g. 17bit) and whether 1 bit should be reserved indicating whether Q-Tags are removed.
The resulting EHC protocol format from agreements and P1-3 is illustrated in Figure1, the PDCP data PDU payload can either (after the optional SDAP header) include EHC control field (indicating compressed/uncompressed and context ID only (of which a bit could be used to indicate whether Q-Tags are removed) and then the full Ethernet header in the uncompressed format; or remaining not-removed  Ethernet header fields in the compressed format. Afterwards follows Ethernet payload and padding (if any). Except the optional SDAP header, all those fields in the PDCP payload can be ciphered. 
[image: ]
Figure 3: Formats for Ethernet header compression: Either uncompressed or compressed.
It becomes obvious that in this approach, the PDCP Data PDU header is not modified, i.e., R-fields are not required, and specification for any of the PDCP Data PDU formats does not require changes. Transmitter and receiver expect that EHC protocol formats are used when EHC is configured for this DRB (via RRC).
On the same DRB also frames with additional Ethernet header fields can be transmitted, without indicating them as such. It is a decision of the compressor functions to send them always using the uncompressed format, and never sending the compressed format or compressing their above specified header fields. Always using the uncompressed format comes with a small overhead for those frames, but otherwise, PDCP Data PDU formats needs to be modified to indicate whether EHC is applied or not for the DRB, so that receiver can properly parse the PDCP payload part (needs to know whether EHC control header is included or not). To avoid that the decompressor stores contexts for such uncompressed Ethernet frames, a context ID can be reserved indicating this. 
[bookmark: _Toc24011596]EHC is configured per DRB, and if configured, EHC control header is expected in PDCP payload, i.e. PDCP Data PDU formats are not modified.
[bookmark: _Toc24011597]Unsupported Ethernet header structures/formats are transmitted only in uncompressed format for DRB configured with EHC. Reserved context ID field is used to indicate that no context is established at decompressor for this case.
[bookmark: _Ref189046994]5	Conclusion
Based on the discussion in the previous sections we propose the following:
Proposal 1	Padding removal is not considered, neither for compressor nor decompressor.
Proposal 2	Q-TAGs can be removed in EHC, considering all sub-fields.
Proposal 3	Discuss context ID space (e.g. 17bit) and whether 1 bit should be reserved indicating whether Q-Tags are removed.
Proposal 4	EHC is configured per DRB, and if configured, EHC control header is expected in PDCP payload, i.e. PDCP Data PDU formats are not modified.
Proposal 5	Unsupported Ethernet header structures/formats are transmitted only in uncompressed format for DRB configured with EHC. Reserved context ID field is used to indicate that no context is established at decompressor for this case.
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