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1	Introduction
This document is for the following email discussion agreed during RAN2#106 meeting:
	[106#56][IIOT] SR vs PUSCH prioritization (QC)
	Intended outcome: Report, pave the way for agreements taking into account input to R2#106
	Deadline:  Thursday 2019-08-08



SR vs PUSCH prioritized is covered by following highlighted items in NR IIoT WID (from RP-190728).
	2. The detailed objectives for NR intra-UE prioritization/multiplexing are:
· Specify enhancements to address resource conflicts between dynamic grant (DG) and configured grant (CG) PUSCH and conflicts involving multiple CGs [RAN2, RAN1].
· Specify PUSCH grant prioritization based on LCH priorities and LCP restrictions for the cases where MAC prioritizes the grant [RAN2].
· Address UL data/control and control/control resource collision by:
· specifying a method to address resource collision between SR associating to high-priority traffic and uplink data of lower-priority traffic for the cases where MAC determines the prioritization [RAN2].
· specifying prioritization and/or multiplexing behaviour among HARQ-ACK/SR/CSI and PUSCH for traffic with different priorities, including the cases with UCI on PUCCH and UCI on PUSCH [RAN1, RAN2].



The questions in this document are based on input [2]-[21] to RAN2#106. Excerpts from TS 38.821 v15.4 related to this discussion are included in the appendix this document.
1.1 Related discussion in RAN1
This sub-section discusses some related developments in RAN1. In particular, RAN1 made a working assumption related to SR priority and has an email discussion covering SR vs PUSCH collisions. Related excerpts from Chairman’s Notes RAN1#97 [23] are given below:
	 Conclusion:
Further study the collision scenarios in the table below:
· Companies are encouraged to fill in solutions, e.g. multiplexing, priorization, for each scenario.
· A company can input “not related to RAN1” in one entry.
· A company can input the priority of study for one entry.
· Consider R15 as the starting point for collisions between two URLLC UCIs.
· FFS: Collision between more than two channels.
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Email discussion till next meeting to fill-up the table – Jia (OPPO)

Proposals:
SR priority (e.g. high or low priority) should be known at PHY. 
· The SR priority can be used for different handlings of SRs with different priorities. 
· FFS applicable use cases, e.g. for handling collision between SR and HARQ-ACK.

Friday
Working assumption:
Support that SR priority (e.g. high or low priority) is known at PHY layer. 
· FFS how to use the priority information in handling prioritization/multiplexing of UL transmissions. 
· FFS how the SR priority is known




2		Desired behaviour and prioritization rules
Rel-15 specifications does not allow SR transmission if associated PUCCH resource overlaps with a PUSCH. In particular, Rel-15 allows MAC entity of a UE to instruct PHY to signal an SR only if the PUCCH resource for the SR does not overlap with a UL-SCH resource and related excerpt from TS 38.321 is given below.
	As long as at least one SR is pending, the MAC entity shall for each pending SR:
1>	if the MAC entity has no valid PUCCH resource configured for the pending SR:
2>	initiate a Random Access procedure (see subclause 5.1) on the SpCell and cancel the pending SR.
1>	else, for the SR configuration corresponding to the pending SR: 

2>	when the MAC entity has an SR transmission occasion on the valid PUCCH resource for SR configured; and
2>	if sr-ProhibitTimer is not running at the time of the SR transmission occasion; and
2>	if the PUCCH resource for the SR transmission occasion does not overlap with a measurement gap; and
2>	if the PUCCH resource for the SR transmission occasion does not overlap with a UL-SCH resource:
3>	if SR_COUNTER < sr-TransMax:
4>	increment SR_COUNTER by 1;
4>	instruct the physical layer to signal the SR on one valid PUCCH resource for SR;
4>	start the sr-ProhibitTimer.
3>	else:
4>	notify RRC to release PUCCH for all Serving Cells;
4>	notify RRC to release SRS for all Serving Cells;
4>	clear any configured downlink assignments and uplink grants;
4>	clear any PUSCH resources for semi-persistent CSI reporting;
4>	initiate a Random Access procedure (see subclause 5.1) on the SpCell and cancel all pending SRs.



We start with a basic question about whether there are any scenarios in which SR transmission should be allowed when associated PUCCH resource overlaps with UL-SCH resource. A similar question was discussed in an earlier email discussion [1] and most companies supported addressing the issue (see responses to question 1 of [1]), and the justifications included improving latency and reliability for URLLC traffic associated with the SR. Most papers submitted to RAN2#106 also shared similar views except [16] which argues that transmission of SR overlapping with UL-SCH resource is not needed if a CG configuration is available. Given this is a basic question for this email discussion and to collect latest views on this issue, this email discussion is starting the following question.
Question 1: Should Rel-16, under some conditions, allow transmission of an SR if PUCCH resource for the SR’s transmission overlaps with a UL-SCH resource? If answering yes, companies are encouraged to share their views on the conditions (or use cases) for allowing such an SR transmission in the comments column.
	Company
	 Yes/No
	Comments

	SONY
	No for CASE 1 and 2.
Yes for CASE 3.

	We envision the following cases where the motivation of the conditions is to avoid dropping of PUSCH resources as much as possible:
CASE 1: For periodic data transmissions where corresponding CG resources are available, triggering SR transmission is not needed for IIoT/URLLC. More details in our contribution R2-1907039.
CASE 2: For aperiodic data transmissions (assuming CG resources are not available), or to request CG Type 2 activation when UE has a data to transmit relating to IIoT/URLLC, if this high priority data can be included into the current MAC PDU/UL-SCH resource, SR transmission is not needed. The high priority data can be included into the current MAC PDU/UL-SCH resource if:
· SR periodicity is longer than PUSCH duration/slot duration
· Reliability is improved if not already satisfied   
CASE 3: For aperiodic data transmissions (assuming CG resources are not available), or to request CG Type 2 activation when UE has a data to transmit relating to IIoT/URLLC, if this high priority data cannot be included into the current MAC PDU/UL-SCH resource, then SR transmission is needed. The high priority data cannot be included into the current MAC PDU/UL-SCH resource if
· SR periodicity is shorter than PUSCH duration/slot duration 
· LCP mapping restrictions are configured
· SR was triggered after MAC PDU was built (SR pre-empts PUSCH)

	LG
	Yes
	We have to consider the case when a SR for URLLC is triggered right after an eMBB MAC PDU is submitted to PHY for UL-SCH transmission. Considering that a motivation of the prioritization in this scenario is immediate SR transmission upon SR triggering for the URLLC traffic, it is highly likely that the transmission on the overlapping PUSCH resource is already on going or, at least, a MAC PDU for the PUSCH resources has already been delivered to PHY (See our answer to Q2.1). This case is unavoidable, and the solution should focus on this case.

	CATT
	Yes
	As further elaborated in the following questions, the Rel-15 behaviour is insufficient when an SR is triggered by URLLC traffic because the SR must wait for the potentially long PUSCH completion, or the BSR that triggered the SR could be embedded in the PUSCH transmission, but such PUSCH allocation may not meet the LCP restriction of the LCH that triggered the SR.

	CMCC
	Yes
	The SR triggered by IIOT data should be allowed to be transmitted on a overlapping UL resource if the collision object is a eMBB PUSCH or the priority of data to be transmitted on the PUSCH is lower than the data triggering SR. Note that BSR MAC PDU for the IIOT data requiring high reliability is not suitable to be carried by the eMBB PUSCH resource.

	DOCOMO
	Yes
	The supported use case is the SR is triggered by the traffic with higher priority (in terms of low latency and high reliability) than the overlapped PUSCH transmission. 

	Ericsson
	Yes
	The scenario is that SR is triggered by data arrival at a critical LCH while at the same time UE transmits non-critical data on a long UL-SCH resource.
The first case is that the BSR MAC CE for this critical LCH cannot be included in the UL-SCH. Avoiding this extra delay, due to waiting for the end of the long UL-SCH transmission (e.g., 1 ms in the case of 15 KHz and 14 OFDM symbols), can be critical to meet latency targets in the range of 1-5 ms. 
The second case is that the BSR MAC CE can be included in the UL-SCH. In this case, the pending SR is cancelled. However, network only knows the data arrival after the long UL-SCH transmission, and network might fail to decode at the first transmission and further increase the latency, since the UL-SCH resource is tailored for non-critical data with a lower reliability target. Thus, in this case, it is also beneficial to send the SR on the overlapping UL-SCH.  

	Qualcomm 
	Yes
	The only use case is enabling low latency uplink transmission for a UE with aperiodic uplink URLLC traffic. 
SR prioritization over PUSCH is not needed in settings where network can configured appropriate CG for the URLLC traffic (e.g., CG period is less than the latency requirement), and CG vs DG prioritization is supported. For other settings, SR vs PUSCH prioritization is useful.

	vivo
	Yes 
	In case the SR is triggered by URLLC, and the data of the URLLC cannot be carried by PUSCH due to LCP mapping restriction, the SR should be prioritized to ensure the latency of URLLC.

	Nokia
	Yes
	In general it should be allowed. 
It should be noted that the issue relating to whether or not the SR is sent when there is CG configured, we think such behaviour can already be controlled using logicalChannelSR-Mask or logicalChannelSR-DelayTimer parameters that are already available in Rel-15. They can be used to control whether a certain logical channel can use SR or how long the UE should wait with triggering an SR for a certain LCH respectively.

	InterDigital
	Yes
	For when the UE determines SR is prioritized over the PUSCH.

	Huawei
	Yes
	Agree with CATT

	ZTE
	Yes
	In our understanding, if the triggered SR transmission with a higher priority are overlapping with UL-SCH transmission with lower priority, the SR transmission need override the UL-SCH transmission.
For the concern of the waste of resources caused by dropped UL-SCH transmission ,we think the puncturing SR into the UL-SCH duration can be considered into RAN 1. For RAN2 perspective, the only thing is for sure that the higher priority SR transmission shall override the lower priority UL-SCH transmission.


	OPPO
	Yes
	SR is triggered by the URLLC LCH and the overlapped UL-SCH resources can not transmit the URLLC data, e.g., due to the LCP restrictions or SR triggering after the MAC PDU assembly.

	Samsung
	Yes
	Whether SR is transmitted or not should be based on priority of LCHs. 

	III
	Yes
	Rel-16 should allow transmission of an SR when PUCCH resource for the SR’s transmission overlaps with a UL-SCH resource under the following conditions:
a. The BSR MAC CE of the LCH triggering the SR cannot be multiplexed in the MAC PDU (i.e. due to not satisfying LCP mapping restrictions), and 
The SR’s priority (i.e. based on the priority of the LCH triggering the SR) is higher than the priority of any LCHs which multiplexes the MAC PDU.

	NEC
	Yes
	Basic concept for this interruption should be to send SR for high(er) priority traffic even during PUSCH transmission for lower priority traffic.

	Apple
	Yes
	In SR and PUSCH collision case, if SR is triggered by URLLC traffic, and the overlapped PUSCH transmission is only allowed for eMBB traffic transmission, then we should try to prioritize the SR transmission. 

	Intel
	Yes
	The new condition to allow SR transmission is when the priority of the LCH which triggers the SR is higher than the highest priority of the data to be transmitted on the PUSCH resource.

	MediaTek
	Yes
	SR should be prioritised in case the LCH that triggers it is of a higher priority than the highest priority LCH that an overlapping UL grant can carry.

	Panasonic
	Yes
	Agree with DOCOMO

	Sharp
	Yes
	It is beneficial to allow the transmission of SR triggered by LCH with higher priority and lower latency (e.g, URLLC) when it overlaps with UL-SCH (e.g.,for eMBB).

	Convida
	Yes
	Agree for the same reasons other companies responded Yes



Summary of companies input: 22 companies provided their input:
· 21 companies answered yes,
· One company answered yes for some cases and no for other cases.
The general view is that Rel-15 behaviour needs to be enhanced to allow transmission of an SR if PUCCH resource for the SR’s transmission overlaps with a UL-SCH resource. Supporting arguments included that it enables lower latency scheduling as it allows SR transmission for higher priority traffic without waiting for completion of a long-duration overlapping PUSCH carrying lower priority traffic.
Below is a proposal based on the above input:
Proposal 1: Rel-16, under some conditions, allows transmission of an SR if PUCCH resource for the SR’s transmission overlaps with a UL-SCH resource.

The rest of the questions in this document assume that answer to question 1 is yes.
In the rest of this section (in questions 2.1-2.3), we focus on criteria for deciding whether SR transmission should be allowed when associated PUCCH resource overlaps with an UL-SCH resource. 
Several papers proposed the use of same criteria irrespective of whether a MAC PDU for the UL-SCH resource was generated or not, and some papers ([2], [5], [21]) proposed or considered different criteria. Given this, questions 2.1 and 2.2 respectively were drafted to collect views on applicable criteria before and after MAC PDU generation. 
Option (a) below for questions 2.1 or 2.2 is discussed in many papers (e.g., [2], [4], [5], [8], [9], [10], [13], [14], [17], [20], [21]), and determination of priority value for UL-SCH resource referred to in option (a) is discussed further in question 2.3. Options (b)-(d) are based on discussion in papers [2], [5], [19] and [21]. Note that LCH that triggered the SR is the logical channel that triggered the BSR which in turn caused the triggering of the SR according to clause 5.4.5 of TS 38.321. Some papers ([3], [4]) suggested to also consider presence of MAC CEs in the MAC PDU in the criteria (e.g., [3] suggests to separately discuss cases where MAC PDU only involves MAC CEs and at least one MAC CE, and [4] suggests that use of PDCP duplication can also be considered as a factor when MAC CEs are involved), and companies are encouraged to share their views on this.
Question 2.1: Consider an SR triggered before MAC PDU generation for a UL-SCH resource, where a PUCCH resource for the SR’s transmission occasion overlaps the UL-SCH resource. Which of the following criteria should be used to determine whether the SR’s transmission using the PUCCH resource is allowed:	Comment by Ericsson: This should be rephrased as “an overlapping transmission of SR with UL-SCH is allowed.“ 

It is not necessarily that the SR is transmitted on the PUCCH resource. The detailed mechanisms are part of the question 5. 	Comment by Qualcomm: Thanks for the comment.  
Hoping that the rewording addresses the comment. The rewording is slightly broader than the one suggested in the comment.

A similar change has been made to question 2.2.
Option a. Priority based: A comparison of priority of the LCH that triggered the SR and a priority value for the UL-SCH resource.
Option b. LCP mapping restriction based: LCP mapping restrictions do not allow LCH that triggered the SR to be selected during LCP for the grant for the UL-SCH resource.
Option c. Semi-static configuration based: LCH that triggered the SR is configured by the network to allow SR transmission regardless of overlap with a UL-SCH resource.
Option d.  Never.
Option e. Other (please elaborate in the comments column).
	Company
	Preferred option
	Comments

	SONY
	Option a
	CASE 3 only

	LG
	Option c
	We think the solution should be common for both Q2.1 and Q2.2, and the focus should be on Q2.2 which is an unavoidable and even likelier case in the SR vs PUSCH overlapping scenarios. If a URLLC SR is triggered before MAC PDU generation for a UL-SCH resource as in Q2.1, it is highly possible that there is a valid PUCCH resource that is not overlapped with the UL-SCH resource before the transmission timing of the UL-SCH resource and the SR could be signalled on the PUCCH resource. It is not reasonable that the first valid PUCCH resource for the URLLC SR overlaps the UL-SCH resource even if the SR is triggered before the MAC PDU generation, since the PUCCH resources for the URLLC traffic would be densely configured in time domain. Thus, the main scenario in the SR vs. PUSCH prioritization should be the case in Q2.2 where the SR is triggered after MAC PDU generation.

	CATT
	Option b
	In case the SR is triggered before the PDU is assembled, the PDU could embed the BSR that triggered the SR, irrespective of its priority. But, we think that, consistently with the Rel-15 procedure for triggering the SR, the PUCCH-SR should be prioritized over the PUSCH if the PUSCH resources do not meet the LCP mapping restrictions configured for the logical channel that triggered the BSR/SR. As whether the SR and PUSCH priorities should be additionally considered in that case (+ Option a) is questionable. It would need to identify a usecase where a low priority LCH (e.g. eMBB) would trigger an SR colliding with a PUSCH carrying high priority data (e.g. URLLC) but the PUSCH would not meet the LCP mapping restrictions of this LCH. We haven’t identified such usecase. 

	CMCC
	Option a
	Processing time is expected to be shortest

	DOCOMO
	Option. a
	Allowing SR transmission even if there is overlapped UL-SCH resource is motivated by the case that SR triggered by the traffic with higher priority than the priority for the overlapped PUSCH. If the priority for SR and PUSCH is the same, Rel.15 rule can be applied. Therefore, option c cannot be the reasonable criterion. 

	Ericsson
	Option a
	Option a has a good synergy with the proposed solutions in the data versus data prioritization discussion. 
Option b has its limitation. For example, consider that an SR is triggered and UL-SCH transmission is ongoing. This UL-SCH can allow the LCH to be transmitted but there are lower priority LCH multiplexed on that. We should allow SR transmission, which is not possible by this option. 
Option b and Option c have limitations when MAC CE is included in this UL-SCH. In our opinion, the UL-SCH that carries the MAC CE should have a higher priority compared to the LCH that triggers the SR, see answers to question 2.3. 

	Qualcomm 
	Option a, also considering UCI 
	Option a is needed when allowing the SR transmission: if option a is not considered, it could lead to scenarios where SR transmission is allowed which impacts PUSCH transmission for higher priority traffic. 
In addition to criteria in option (a), transmission of any UCI (especially UCI for high priority traffic) using PUSCH should also be considered.
Further, using option (a) alone has a limitation that it needs to be defined carefully to avoid scenarios where SR transmission of traffic is allowed to impact even transmission of slightly higher priority traffic. For instance, assuming LCH priorities are used for determining priorities, this could even lead to SR triggered by one LCH for MBB traffic (e.g., with LCH priority n+1) impacting another PUSCH carrying MBB traffic (e.g., with LCH priority n) with slightly lower priority.  This limitation can be addressed by using quantization when determining priority levels and realization of this quantization is discussed further in our answer to question 2c.

	vivo
	option a
	We prefer to have a common solution for Q2.1 and Q2.2. 
For Optiona, in the case of Q2.1, the priority value for the UL-SCH resource can be decided by the non-empty LCH with highest priority that can be mapped to the UL-SCH resource. In the case of Q2.1 , the priority value for the UL-SCH resource can be decided by the LCH with highest priority included in the MAC PDU.

	Nokia
	Option a 
	We can determine this simply based on comparison between the priority of LCH that triggers SR, and the highest priority of LCHs to be mapped to the overlapping UL-SCH. Note that before generation of PDU for a grant, we can already identify the LCHs that can be mapped to a UL-SCH, by checking which LCHs have non-empty buffer and if they are allowed to use the grant based on configured LCH mapping restrictions.
In cases where the data from the LCH that triggers SR is allowed to be mapped to the UL-SCH resource (and hence emptying the buffer), the SR can be cancelled.

	InterDigital
	(a) or variant of (a)
	There is no need to differentiate between whether a PDU has been generated for the PUSCH, unless a timing requirement for evaluating prioritization at MAC is specified. MAC should generate the PDU even if it overlaps with a PUCCH resource, and let the physical layer handle the conflicting transmissions in the event of a prioritized overlapping SR. PHY can multiplex SR in the PUSCH transmission (similarly to other UCI), puncture the PUSCH transmission, or drop the deprioritized PDU.
A variant of option a is to configure a priority value per SR configuration which can then be compared to the PUSCH priority. Such can be beneficial for handling at the physical layer where the SR may collide with other UCI on PUSCH (priority of which may not have 16 levels).

	Huawei
	Option a
	The priority of SR should be delivered to PHY and it is PHY to make the prioritization.

	ZTE
	Option a
	In our understanding, option a is quite simple for both question 2.1 and question 2.2
For option b, it still exists some foreseen problems, for example, in the case that one LCH triggered SR is configured with allowedServingCell, if the current UL grant is receiving for another URLLC service in a higher priority on a  serving cell other than allowedServingCell, the SR for this LCH will override the UL-SCH transmission, which is not rational. For option c, it has a similar problems, the SR will override all of PUSCH transmission no matter what the PUSCH transmission is for  (URLLC or eMBB).

	OPPO
	Option a
	We agree to have a same solution to Q2.1 and Q2.2, and decide whether to prioritize SR based on the priority of LCH that triggers SR and the priority of MAC PDU that carries on the overlapping PUSCH. The priority of MAC PDU is equivalent to the highest priority of LCH to be mapped into the overlapping PUSCH. Note that the LCH of the overlapped MAC PDU is identified whether the LCHs are the ones with available data to be transmitted and whether the LCHs can be transmitted on the grant based on the LCH mapping restriction.

	Samsung
	Option a
	

	III
	Option b / Option a
	We are not sure whether in option a the triggered SR implies the UL-SCH is not suitable (i.e. after LCP mapping restrictions) for URLLC data. If yes, then option a can be a simple solution.  
If not, option b further provides opportunities for transmitting URLLC data. Only option a may cause URLLC data not to be transmitted on the UL-SCH resource.     

	NEC
	Option a
	This seems sufficient and very simple. We also think the common solution should be applied regardless of before/after MAC PDU generation.
And agree with Nokia comment on cancelling the SR.

	Apple 
	Option a
	We prefer the common solution for both SR&PUSCH collision and PUSCH&PUSCH collision. 

	Intel
	Option a
	We prefer to follow the recommendation in TR 38.825 [1] to handle the collision between SR and PUSCH: “Possible solutions include to define a prioritization handling rule to determine whether to transmit SR or PUSCH based on e.g. the priority of the LCH which triggers the SR and priorities of the data to be transmitted on the PUSCH resource.”

	MediaTek
	Option a (along with c)
	For those LCHs for which SR prioritisation is configured, prioritisation should be done by comparing the priority of the LCH that triggered SR with the priority of the highest priority data that an overlapping UL grant can carry.
For LCHs for which SR prioritisation is not configured, Rel-15 rules apply.

	Panasonic
	Option a
	SR is triggered if BSR cannot be included due to low priority of UL-SCH resource. Additionally, UE MAC should generate MAC PDU and deliver to PHY. PHY can either cancel one of them based on prioritization or multiplex PUSCH and SR in case of same priority or upto UE implementation.
If BSR can be included into UL-SCH resources then SR should be cancelled. 

	Sharp
	Option a
	Data or SR with higher priority should be allowed to be transmitted.

	Convida
	Option a
	Agree with Nokia



Summary of companies input: 22 companies provided input to this question and
· 20 companies support (a), 
· 2 companies support (b),
· 2 companies support (c).
There is substantial support for determining prioritization of SR based on priority of the LCH that triggered the SR and a priority value for the UL-SCH resource. 
A joint-proposal based on input for questions 2.1, 2.2 and 2.3 is provided after question 2.3.
Question 2.2: Consider an SR triggered after MAC PDU generation for a UL-SCH resource, where PUCCH resource for the SR’s transmission occasion overlaps the UL-SCH resource. Which of the following criterion should be used to determine whether the SR’s transmission using the PUCCH resource is allowed:
Option a. Priority based: A comparison of priority of the LCH that triggered the SR and a priority value for the UL-SCH resource.
Option b. LCP mapping restriction based: LCP mapping restrictions do not allow LCH that triggered the SR to be selected during LCP for the grant for the UL-SCH resource.
Option c. Semi-static configuration based: LCH that triggered the SR is configured by the network to allow SR transmission regardless of overlap with a UL-SCH resource.
Option d. Never.
Option e. Other (please elaborate in the comments column).
	Company
	Preferred option
	Comments

	SONY
	Option a
	CASE 3 only

	LG
	Option c
	The most problematic case is an URLLC SR is triggered right after an eMBB MAC PDU is submitted to PHY. 
As the MAC PDU is already submitted to the PHY, it is difficult for the MAC entity to remember the priority of the submitted MAC PDU. In this sense, the Option a and the Option b are not preferred.
The Option c is the cleanest and easiest way to solve the problem. The network knows the priority of all the LCHs configured in UE, and the network can control whose SR should be prioritized over other MAC PDUs.

	CATT
	Option a
	In case the SR is triggered after the PDU is assembled, the BSR cannot be embedded in the PDU so only LCH-priority criterion can be used for the SR/PUSCH prioritization rule (aligned with TR conclusions).

	CMCC
	Option a
	

	DOCOMO
	Option. a
	Same replies as for Question 2.1. In addition, we prefer to use the same criterion for simplicity and sufficiency. For the MAC PDU generation, it is implementation specific, different criterion would complex the NW operation/scheduling.  

	Ericsson
	Option a
	The same criterion should be used regardless whether SR triggered before or after.  

	Qualcomm 
	Option a
	 Same justification as that for question 2a.

	vivo
	option a
	We prefer to have a common solution for Q2.1 and Q2.2. 


	Nokia
	Option a
	We can simply compare the priority of the LCH which triggers SR and the LCHs conveyed by this MAC PDU, to make the decision

	InterDigital
	(a) or variant of (a)
	Refer to the previous answer

	Huawei
	Option a
	The priority of SR should be delivered to PHY and it is PHY to make the prioritization.

	ZTE
	Option a
	See above Q2.1

	OPPO
	Option a 
	Same rule as the one for Q2.1 If SR for higher priority LCH is triggered after MAC PDU assembly, it is beneficial to send SR due to the latency requirement. Otherwise, there is no need to consider SR sending issue.

	Samsung
	Option a
	We prefer a common solution as much as possible.

	III
	Option a
	Because MAC PDU is already delivered to PHY, SR with higher priority should be delivered to PHY to pre-empt/stop/cancel the MAC PDU. 

	NEC
	Option a
	same as Q2.1. common solution should be applied.

	Apple
	Option a
	Same as Q2.1. We prefer the common solution.  

	Intel
	Option a
	In [21], we prefer that if SR is triggered after MAC PDU assembly and there is resource collision between SR and PUSCH, SR is not transmitted (i.e. Option d). However given that MAC PDU can be deprioritized (as from agreements of RAN2#106 meeting), we are OK for Option a for consistency.

	MediaTek
	Option a (along with c)
	See our response to Q2.1 Regardless of the time-line, we prefer one behaviour to be defined in MAC. 
In case a MAC PDU was provided to PHY, MAC would only provide an SR to PHY if it’s of a higher priority than the PDU. PHY always transmits the latest UL provided by MAC. The means to do so, i.e. by the use of pre-emption, puncturing and so on, should be discussed by RAN1. 

	Panasonic
	Option a
	Same as Q2.1

	Sharp
	Option a
	As we said in Q2.1, Data or SR with higher priority should be allowed to be transmitted.

	Convida
	Option a
	Same as Q2.1. We prefer a common solution.



Summary of companies input: 22 companies provided input to this question.
· 21 companies support (a), 
· 2 companies support (c).
Most companies indicated preference for a common solution for the case when SR is triggered after MAC PDU generation for a UL-SCH resource and for the case when SR is triggered before MAC PDU generation.A joint-proposal based on the input for questions 2.1, 2.2 and 2.3 is provided below question 2.3.
Next question discusses determination of priority of UL-SCH resource discussed in option (a) of questions 2.1 and 2.2. Some papers ([9], [20]) proposed that a priority associated with the grant for the UL-SCH resource (e.g., based on a DCI indication for dynamic grant, or based on indication from upper layers) can be used for the priority determination. Many papers ([2], [4], [5], [8], [9], [10], [13], [14], [17], [21]) proposed to determine the priority based on LCH priorities of LCHs associated with the UL-SCH resource. 
In their answers, companies are encouraged to also share their views on whether same or different priority criteria is needed for dynamic grant, configured grant, initial transmission and HARQ retransmissions including repetition in a bundle (see [21], proposing a common criterion, for a related discussion). Comments are also welcome on how this priority determination is carried out when UL-SCH resource is used to send a MAC PDU with either only MAC CEs or at least one MAC CE (see [3] for a related discussion).
Question 2.3: Suppose that priority-based criteria discussed in option (a) of questions 2.1 or 2.2 is used. Then, using which of the following options is priority of a UL-SCH resource determined:
Option a. Grant characteristics based: A priority associated with the grant for the UL-SCH resource, determined based on DCI content for dynamic grant and upper layers configuration for configured grant.
Option b. LCH priority based: Maximum of priority of LCHs associated with the UL-SCH resource, where the LCHs associated with the UL-SCH resource are LCHs selected based on LCP mapping restrictions for the grant of the UL-SCH resource and have data available.
Option c. Other (please elaborate in the comments column).
	Company
	Preferred option
	Comments

	SONY
	Option b
	Maximum priority of LCHs to be filled (or already filled) in the MAC PDCU/ UL-SCH resource.

	LG
	Option b
	

	CATT
	Option b
	Priority handling is related to QoS and so is a legacy MAC task. So MAC has all in hand to determine the priority of a grant. The grant characteristics are also already taken into account by the LCP mapping restrictions when determining which LCH(s) go(es) in which grant and the resulting priorities. Hence we don’t see the added value of an explicit additional priority indication from PHY (DCI).

	CMCC
	Option b
	

	DOCOMO
	Option a
	Assume that SR priority is known in PHY layer, it is also reasonable and simpler to assume that UL-SCH resource priority is known in PHY layer. For dynamic grant, such priority can be indicated explicitly by the UL grant or implicitly derived from the DCI contents, MCS table/level, TBS, repetition factors etc. For configured grant, the way for its priority to be known by PHY layer is the same as the way of SR priority known by PHY layer, e.g. by higher layer configuration. 

	Ericsson
	Option b
	In the current MAC spec, pprioritization decisions are based on LCP, and Option B builds on this baseline.
Option a based-on grant characteristics have limitations that it ignores what are actually multiplexed on that grant. For example, the grant is intended for high priority data but there is only low-priority data at UE buffer, or the grant is intended for low priority data but there is a MAC CE multiplexed on that. 
Related with some other questions above: 
The same rules apply regardless of dynamic grant, configured grant, initial transmission and HARQ retransmission including repetition in a bundle, etc. 
In addition, the prioritization of the LCHs considers the MAC CE and should be prioritised in the existing order in clause 5.4.3.1.3.

	Qualcomm 
	Option a, also considering UCI 
	Option a is better since
· Option a and option a result in similar outcomes most of the time, since LCHs allowed for a grant generally are restricted by LCP mapping restrictions.
· Option a naturally enables quantization to address the limitation of priority based techniques we described in 2a (that it can lead to unnecessary de-prioritization of PUSCH by SR of slightly higher priority).
· Option a naturally prevents de-prioritization of PUSCH carrying UCI for high priority traffic, since high priority traffic UCI should typically be sent using reliable/low-latency grants. In other words, prioritization metric used for SR-PUSCH prioritization and that for UCI multiplexing/prioritization decisions will be the same, and this prevents undesirable outcomes like SR for medium priority LCH causing de-prioritization of PUSCH carrying (no high priority LCH data and) UCI for high priority traffic.
· Computation of priority in Option a is less complex than in option b (and the complexity is not providing any benefits).
Also, for option a, we don’t see the value in considering data availability for each LCH since data availability does not impact suitability of a PUSCH for BSR. Instead it should only consider whether a MAC PDU is available or not for UL-SCH resource. 

	vivo
	Option b
	For option a, the priority of the ul grant  may be higher than the priority of  LCH mapped or to be mapped on the ul grant. Assume the priority of ul grant for the MAC pdu is 5, however the maximum of priority of LCHs in the MAC pdu is only 3 for there is no data with priority higher than 3 to be transmitted.  Then data of LCH with priority 4 arrivals after a above MAC pdu is assembled. We think the SR triggered by LCH with priority 4 can be prioritized over the assembled MAC PDU, which is prevented by optiona. 
Hence, we prefer option b. In which the priority associated with the grant should be decided by the priority of LCH mapped or to be mapped on the ul grant.

	Nokia
	Option b
	It should be determined by the highest priority of the LCH mapped on the TB created for this UL-SCH.
We do not think applying priorities for the grants (i.e. Option a) makes sense, since it may lead to prioritizing low priority data in case it happens to be mapped on the grant indicated as high priority. Hence the determination of the priority should be based on data priority. In particular, information relating to priority of LCHs triggering SR, and the priority of LCHs mapped to the UL-SCH, can be forwarded to PHY.

	InterDigital
	Option a
	If the priority of SR is determined based on priority level configured for the selected SR configuration, option a is preferred, as the network can configure the number of priority levels to match the granularity of the priority levels indicated per grant.
Otherwise, if the priority of SR is determined based on the LCH that triggered SR, option b is preferred, as the number of priority levels are comparable.
The same criteria can be used for dynamic grant, configured grant, initial transmission and HARQ retransmissions including repetition in a bundle.

	Huawei
	Option b
	When comparing SR priority which is assumed to be priority of the logical channel that triggered the SR, the priority indicated in DCI is not comparable with SR priority as they are of different meaning.

	ZTE
	Option b
	

	OPPO
	Option b
	The comparison criteria for SR and UL-SCH is the priority of data, thus it is the most straightway to compare the LCH priority triggering SR and the maximum priority of LCHs filled(or to be filled) in UL-SCH. In addition, we think the extra complexity for option a will be introduced due to the need of the introduction of priority indication in DCI or RRC.

	Samsung
	Option b
	

	III
	Option b
	We have the same view with Ericsson. Grant characteristics based method may cause low priority data not be transmitted even there is space. 

	NEC
	Option b
	agree with some of comments above for e.g. ignoring (not considering) the actual data to be transmitted in Option a. Also, possibility of putting the lower priority data in the grant with high priority according to the DCI.s

	Apple
	Option b
	

	Intel
	Option b
	As analysed in [21], we prefer LCH prioritization based option, and the prioritization rule applies irrespective of PUSCH types (e.g. dynamic grant and configured grant, initial transmission or HARQ retransmissions including repetition in a bundle).

	MediaTek
	Option b
	Our view is that for those LCHs for which SR prioritisation is allowed, prioritisation should be done by comparing the priority of the LCH that triggered SR with the priority of the highest priority data that an overlapping UL grant can carry.

	Panasonic
	Option b
	

	Sharp
	Option b
	

	Convida
	Option b
	We have the same view as Ericsson



Summary of companies input: 22 companies provided input to this question.
· 3 companies support (a), 
· 20 companies support (b).
Most companies support determining priority of a UL-SCH resource based on priorities of associated LCHs. A proposal based on the input for questions 2.1, 2.2 and 2.3 is provided below.
Proposal 2: If PUCCH resource for an SR’s transmission occasion overlaps a UL-SCH resource, SR’s transmission is allowed based on a comparison of priority of the LCH that triggered the SR and a priority value for the UL-SCH resource.  Priority value of the UL-SCH resource is the maximum of priority of LCHs that have data available and are allowed based on LCP mapping restrictions of the UL-SCH resource.

3	Handling MAC PDU of deprioritized UL-SCH 
The previous section discussed whether and how transmission of an SR should be allowed when associated PUCCH resource overlaps with a UL-SCH resource. This section focusses on aspects of “deprioritized” UL-SCH resource, i.e., a UL-SCH resource for which an overlapping SR transmission is allowed.
Question 3 discusses delivery of MAC PDU to PHY when an SR has been triggered whose transmission overlaps with the UL-SCH resource for the MAC PDU. Options (a) and (b) are based on discussion in [10], which notes that MAC PDU is stored in HARQ buffer when MAC PDU is delivered to PHY and MAC PDU is not stored in HARQ buffer when MAC PDU is not delivered to PHY, and that whether or not MAC PDU is stored in HARQ buffer has implications on recovery of associated data (discussed further in question 4).
Question 3: Suppose that MAC has not yet delivered MAC PDU for a UL-SCH resource to PHY, and an SR is triggered such that the PUCCH resource for the SR’s transmission occasion overlaps the UL-SCH resource. If UE decides (based on criteria discussed in questions 2.1-2.3) that the SR’s transmission is allowed (despite the overlap), which of the following options for MAC PDU delivery is preferred:
Option a. MAC delivers the MAC PDU to PHY.
Option b. MAC does not deliver the MAC PDU to PHY.
Option c. Other (please elaborate).
	Company
	Preferred option
	Comments

	[bookmark: _Hlk16248948]SONY
	Option b
	If MAC already knows that PUSCH transmission will not succeed due to interruption of SR then there is no point to deliver to physical layer.

	LG
	Option a
	It is not clear to us how the Option b works. There is no buffer in MAC, and if the MAC does not deliver the constructed MAC PDU, the MAC PDU is just discarded? We think the constructed MAC PDU should be submitted to PHY, and PHY will store it in the HARQ buffer. 
Anyway, the PHY should handle the case when an instruction of URLLC SR transmission is received from MAC while an eMBB MAC PDU is stored in HARQ buffer waiting for transmission. 

	CATT
	Option b
	Assuming PHY would drop the PUSCH transmission, always delivering the MAC PDU means wasting the initial transmission which sounds unnecessary. For example with dynamic grants the MAC PDU will need to be requested via HARQ re-transmission, hence using the same HARQ process, which unnecessarily delays the associated packets by the HARQ RTT. Moreover, the HARQ combining has no useful signal as initial transmission, only noise and interference to combine the re-transmission with, which is a sub-optimal condition of re-transmission usage.

	CMCC
	Option b
	The UL-SCH resource is associated with a HARQ process. In the case that the data in the UL-SCH resource could not be sent by the UE, the UE should just simply store data in the corresponding HARQ buffer and wait for the next transmission opportunity (could be triggered by the network via sending DCI)

	DOCOMO
	Option b
	Option b is straightforward. It helps reduce UE power consumption and reduce UE processing complexity in PHY layer, otherwise, UE needs to prepare the PUSCH transmission, then later it may need to drop/puncture the PUSCH transmission due to transmission of higher priority of SR.

	Ericsson
	Option a
	There are two possible cases:
Case 1): If the delivered PUSCH is “punctured” by the SR in the sense that the PUSCH transmission is un-decodable and not useful for gNB.
Case 2): If the SR can be multiplexed on the PUSCH in the sense that both PUCCH and PUSCH are decodable at gNB. 
It is our understanding that both cases are possible, and which one to choose and possible is better known at PHY layer and in both cases, MAC should deliver the MAC PDU to PHY (in order to allow Case 2). 

	Qualcomm 
	Option a
	Option a is better from resource-efficiency point of view since 
· Allows PHY to transmit the PUSCH if a different non-overlapping PUCCH resource is selected for SR transmission, depending on presence of other UCI.
It allows PHY to consider options such as puncturing/multiplexing to SR in the PUSCH.

	vivo
	Option a
	 Agree with Ericsson.

	Nokia
	Option a
	Since it is possible to multiplex SR into PUSCH, we can deliver the MAC PDU to PHY anyway and allow the PHY to decide how to deal with this SR (e.g. cancelling/pre-empting PUSCH, or multiplex the SR by puncturing/rate-matching. The details are up to RAN1 to decide. To assist the decision making of PHY, the MAC should forward the information relating to LCH priority of both SR and UL-SCH.

	InterDigital
	Option a
	PHY can multiplex SR in the PUSCH transmission (similarly to other UCI), puncture the PUSCH transmission by the SR transmission, or drop the deprioritized PDU transmission all together. Handling the conflicting transmissions can be determined at the physical layer.

	Huawei
	Option a
	MAC PDU can be delivered to PHY and it is up to PHY to do prioritization.

	ZTE
	Option c
	Once a MAC PDU is generated (after the LCP procedure), it shall be delivered to PHY. If the MAC PDU has not been generated, it shall not be generated, thus will not be delivered to PHY.

	OPPO
	Option c
	Two cases can be considered for SR overlapping to PUSCH, one is SR triggered after MAC PDU assembly and another is SR triggered before MAC PDU assembly. For the first one, MAC can deliver the MAC PDU to PHY and hope PHY can transmit SR and MAC PDU together. For the second one, if the priority of MAC PDU is lower than the priority of SR, it is better not to deliver it to PHY, since SR transmission reliability may be decreased and the case where SR and the deprioritized MAC PDU transmit together will not happen all the time.

	Samsung
	Option a
	If SR can be multiplexed with PUSCH, the MAC PDU should be delivered to PHY. Otherwise, the processing of MAC PDU is not necessary. Also we prefer to have a common solution with CG/CG and CG/DG collisions.

	III
	Option b
	PUSCH to be punctured or multiplexed by SR should be studied by RAN1. To simply PHY process, MAC PDU/SR should not be delivered to PHY if it is not intended to be transmitted. 

	NEC
	Option a
	As pointed out by docomo, there may be some waste of UE processing in Option a. On the other hand, option b tends to be sub-optimum in terms of the throughput performance. For the confirmation of the expected PHY behaviour according to Option a, it may be good to send an LS to RAN1 (with some issues, if any).

	Apple
	Option a/b
	It’s dependent on whether PHY can multiplex SR and PUSCH. If Yes, then we prefer option a. 

	Intel
	Option a
	We prefer that MAC PDU is delivered to PHY. How to handle the MAC PDU can be discussed by RAN1.

	MediaTek
	Option b
	MAC should only provide a PDU to PHY if its transmission is intended. In this case, as MAC knows that data transmission will not take place, there is no point in requiring MAC to perform LCP unnecessarily and deliver a PDU to PHY. 
Furthermore, delivering the PDU to PHY unnecessarily adds delays to data transmission, as data will be stuck in a HARQ buffer awaiting a retransmission grant for that HARQ process. If the PDU is not sent to PHY, data remains in L2, ready for transmission on any UL grant.

	Panasonic
	Option a
	Agree with Ericsson

	Sharp
	Option a
	Agree with Ericsson and Qualcomm.

	Convida
	Option b
	We have the same view as CATT



Summary of companies input: 22 companies provided input to this question.
· 13 companies support (a), 
· 8 companies support (b).
· 2 companies support (c).
There is no overwhelming support for any option. It may be useful to discuss all the options further during online sessions, potentially considering any dependencies on input to question 6 (about assistance information for SR sent to PHY). A proposal based on the majority-view is provided below.
Proposal 3: MAC may deliver a MAC PDU to PHY, if an SR was triggered previously and PUCCH resource for the SR’s transmission occasion overlaps UL-SCH resource of the MAC PDU.

The next question considers loss/recovery of data of a deprioritized UL-SCH resource, and is based on discussion in [10], [11] and [14] concerning recovery of dropped MAC PDU. Note that a similar discussion is taking place in the context of grant prioritization (e.g., see [22]). Some related agreements were made in RAN2#106 and they are copied below: 
	For de-prioritized PUSCH on dynamic grant, the UE should store the de-prioritized MAC PDU in the HARQ buffer, to allow gNB to schedule re-transmission using the same HARQ process. 
For de-prioritized PUSCH on configured grants, a) the UE could store the de-prioritized MAC PDU in the HARQ buffer, to allow gNB to schedule re-transmission. b) FFS if the UE could transmit it using the subsequent radio resources e.g. associated with the same HARQ process
The above agreements are at least applicable for cases when MAC has already generated the de-prioritized MAC PDU 



Given the above, the following question has been framed to also see if there is need for a separate discussion on this topic in this email discussion.
Question 4: Suppose PUSCH transmission associated with a MAC PDU is impacted (e.g., pre-empted with no/partial transmission, punctured etc) due to an overlapping SR transmission. How should the impacted MAC PDU be recovered:
a. No need for a specific discussion in SR-PUSCH context beyond ongoing discussion in the grant prioritization context.
b. Other (please elaborate).
	Company
	Preferred option(s)
	Comments

	SONY
	Option a
	A common solution is needed as Grant based prioritisations.

	LG
	Option a
	

	CATT
	Option a
	We share the same view as SONY.

	CMCC
	Option a
	

	DOCOMO
	Option a
	The question may be more proper to be discussed in Email discussion [106#53][IIOT] Handling of overlapping PUSCH grant prioritization.

	Ericsson
	Option a
	We prefer reusing the same rule to recover MAC PDU. 
For dynamic grant, gNB transmitted dynamic DCI previously and hence gNB is aware that there was transmission on that dynamic grant and there is no need for explicit spec enhancement, the similar as data versus data periodization case. 
For configured grant, in the case of PUSCH-PUSCH multiplexing, the assumption in RAN2 is that the PUSCH transmission attempt on configured grant might not be detected at gNB. There might be differences between PUCCH-PUSCH and PUSCH-PUSCH multiplexing/puncturing schemes, which is up-to RAN1 to discuss. But from RAN2 point of view, we can also for sure foresee that there can be some cases that PUSCH transmission attempt on configured grant is not detected at gNB in the case of PUCCH-PUSCH multiplexing. Therefore, at this moment we think there is no need for specific discussion in SR-PUSCH context unless further inputs from RAN1.

	Qualcomm 
	Option a
	We don’t see a need for a discussion covering aspects specific to SR-PUSCH prioritization.

	vivo
	Option a
	Keep it simple

	Nokia
	Option a
	This can be addressed once the PUSCH collision is concluded. Basically the same rule should be applied.

	InterDigital
	Option a
	No need to differentiate from the handling of a deprioritized TB due to data-data prioritization.

	Huawei
	Option a
	A common solution is beneficial.

	ZTE
	Option a
	This issue is overlapping with the discussion for “Handling of overlapping PUSCH grant prioritization”, and a common solution is preferred.

	OPPO
	Option a
	A common solution is sufficient.

	Samsung
	Option a
	

	III
	Option a
	HARQ re-transmission can be used for the impacted MAC PDU. 

	NEC
	Option a
	

	Apple
	Option a
	

	Intel
	Option a
	In case the MAC PDU is not transmitted by PHY, we prefer to handle the deprioritized MAC PDU in the same way as in the grant prioritization context.

	MediaTek
	Option a
	

	Panasonic
	Option a
	

	Sharp
	Option a
	We don’t think any special handling is needed.

	Convida
	Option a
	



Summary of companies input: 22 companies provided input to this question and all 22 companies support (a),  
A proposal based on the above input is provided below.
Proposal 4:  Recovery of MAC PDU impacted by an overlapping SR transmission can reuse solution(s) used for recovery of MAC PDU impacted by grant prioritization.


4	MAC-PHY interactions
This section discusses some MAC-PHY interactions required to enable the behaviours discussed in previous sections. Note that some of the previous questions (e.g., question 3) also touched on certain MAC-PHY interactions. 
The next question discusses the desired PHY behaviour when MAC delivers an SR to PHY and SR transmission overlaps a PUSCH. Papers like [5], [7], [8], [9], [14], [20] discussed various options and these papers also suggested proceeding based on RAN1 input.
Question 5: When MAC delivers an SR to PHY and SR transmission overlaps a PUSCH, what is the desired PHY behaviour (from RAN2 perspective):
Option a. Up to RAN1 to decide.
Option b. SR should prevent start of transmission of PUSCH or terminates the PUSCH after start of PUSCH.
Option c. SR should puncture the PUSCH.
Option d. SR should be multiplexed into the PUSCH.
Option e. Other (please elaborate in the comments column).
	Company
	Preferred option(s)
	Comments

	[bookmark: _Hlk16249109]SONY
	Option e
	There are different cases:
· If PUSCH has not been delivered to Phy, then prioritised SR should prevent start of transmission of PUSCH.
· If PUSCH has already been delivered to Phy, then SR to puncture the PUSCH is acceptable.

	LG
	Option a
	RAN1 should figure out the solution how to handle the prioritized SR when there is low priority MAC PDU waiting for transmission.

	CATT
	Option b
	If PHY received an SR but no MAC PDU for the PUSCH, obviously, it should not start any PUSCH transmission. If PHY received a MAC PDU and then an SR, it means the SR takes priority over the PUSCH. And Option b is the baseline assumption in that case: the SR pre-empts PUSCH. Feasibility of Option c is clearly in RAN1 domain so we prefer not anticipating on its support. We don’t understand Option d: if an SR can be multiplexed into the PUSCH (we understand as an ACK/NACK format) why not including directly the BSR then?

	CMCC
	Option a
	It is obviously RAN1’s work to figure out the following action is puncture implementation or termination of the PUSCH transmission.

	DOCOMO
	Option a
	

	Ericsson
	Option a
	The discussion of Option b, c ,d falls into RAN1 scope and we should leave to RAN1 to decide. From RAN2 perspective, PHY should send SR and the transmitted SR should be detected at gNB as soon as possible.

	Qualcomm 
	Option a
	Options b-d are clearly in RAN1 scope and also will likely depend on timeline of associated events.
For de-prioritization of the PUSCH, RAN1 may also want to consider whether UCI (especially for high priority traffic) is multiplexed in the PUSCH.

	vivo
	Optiona 
	In our understanding, both optionb and c can work. But we prefer to leave it to RAN1 to decide. 

	Nokia
	Option a
	It is up to RAN1 to decide. However, the MAC may provide some information relating to LCH priority to PHY, so the decision can be made by PHY in a more judicious manner. Hence, some joint effort should be made by RAN2 as well.

	InterDigital
	Option a
	Handling the conflicting transmissions should be left to the physical layer.

	Huawei
	Option a
	

	ZTE
	Option a
	

	OPPO
	Option a
	It is in RAN1 scope.

	Samsung
	Option a
	From RAN2 perspective, we can only say that the SR should be transmitted. The remaining PHY behavior on deprioritized data is up to RAN1 issue.

	III
	Option e
	We have the same view as SONY. 

	NEC
	Option a
	possible solutions are in RAN1 scope.

	Apple 
	Option a
	

	Intel
	Option a
	This is a RAN1 issue.

	MediaTek
	Option a/e
	We have a similar view as Sony, i.e. if UL transmission has not yet started, MAC will either provide an SR or a PUSCH PDU to PHY, depending on which of the two is of a higher priority.
In case PUSCH UL transmission has started, SR will only be provided to PHY if it is deemed to be higher priority than the ongoing PUSCH. In this case, it is up to RAN1 to decide how to transmit the SR, i.e. by puncturing or terminating the PUSCH, or by other means.

	Panasonic
	Option a
	

	Sharp
	Option a
	It is up to RAN1.

	Convida
	Option b
	We agree with CATT



Summary of companies input: 22 companies provided input to this question.
· 18 companies support (a), 
· 2 companies support (b).
· 3 companies support option (e) proposed by SONY.
Most companies supported leaving the PHY behaviour to RAN1. A proposal based on the above input is provided below.
Proposal 5: When MAC delivers an SR to PHY and PUCCH resource for the SR transmission overlaps a PUSCH, desired PHY behaviour is for RAN1 to decide.

Papers [7, 8, 9, 20] discuss information that MAC needs to provide to PHY for enabling SR transmission when SR’s transmission resource overlaps a UL-SCH resource, and is the basis for the next question. This question may have overlaps with related discussion in the context of conflicts involving grants. Option (a) has been included as a Rel-15 baseline given many papers have not discussed MAC-PHY information exchange, and is essentially saying that no Rel-16 enhancements are needed (e.g., PHY could potentially infer the priority information of the SR based on the LCHs mapped to the SR configuration). Option (b) has been included based on papers [8], [20] which separately dicsuss signaling of priority information related to SR. Papers [7], [9] propose providing priority information for both SR and UL-SCH to PHY, i.e., option (c).
Question 6: What information should MAC provide to PHY for enabling transmission of an SR when the SR’s transmission overlaps a UL-SCH resource:
Option a. MAC delivers the SR to PHY layer without explicitly providing priority information for the SR.
Option b. MAC delivers the SR and the SR’s priority information to PHY.
Option c. MAC delivers the SR, the SR’s priority information, and UL-SCH priority information to PHY.
Option d. Other (please elaborate in the comments column).
	Company
	Preferred option(s)
	Comments

	SONY
	Option a
	Implicit parameters are used.

	LG
	Option a
	MAC will deliver SR to PHY only when the SR has higher priority.

	CATT
	Option a or b (FFS RAN1)
	Strictly speaking, from RAN2 perspective, Option a) seems sufficient. However RAN1 already took as a working assumption in RAN1#95 that “SR priority (e.g. high or low priority) is known at PHY layer”. But its usage remains FFS in RAN1. So we prefer to wait for further RAN1 progress on the confirmation and details of Option b.

	CMCC
	Option a
	Agree with LG

	DOCOMO
	Option b
	On UL-SCH priority, for dynamic grant scheduled PUSCH and Type 2 Configured grant, UL grant can indicate the priority. For Type 1 configured grant, similar as SR, MAC delivers the priority information to PHY.

	Ericsson
	Option a
	MAC should instruct on overlapping SR transmission with UL-SCH only in the case that the SR is more important than UL-SCH transmission. The PHY layer should implicitly know that in this overlapping case, the SR has a higher priority. 
In the case of multiplexing rules of this high priority SR with other control information (such as CSI, HARQ ACK/NACK feedback), PHY could potentially infer the priority information of the SR based on the LCHs mapped to the SR configuration. However, it is a separate RAN1 discussion. 

	Qualcomm 
	Option b or option a
	If PHY can infer priority of an SR from the SR configuration of the PUCCH resource for the SR and the associated priority is enough for deciding SR transmission, then option a can be used. Otherwise, option b can be used.
Delivering priority information of UL-SCH mentioned in option (c) is not needed if priority is determined using DCI content (for DGs) or upper layer configuration (for CGs)

	vivo
	Option c
	The PUSCH may carry ACK/NACK/CQI information used by URLLC, which is not known by MAC.  Hence, we prefer the PHY to make the final decision on which one, the SR or PUSCH, should be transmitted.

	Nokia
	Option c
	In cases where the HARQ process has already instructed the PHY to transmit the PUSCH, then priority of both SR and UL-SCH are needed at PHY. Implicitly inferring the SR priority as suggested by some companies above,  only works in case the SR was triggered after MAC PDU delivery. In case MAC PDU was provided later, most companies preferred that it is always delivered to PHY. This means it will be provided in both cases, i.e. having lower or higher priority. Hence, the priority should be always provided for both SR and PUSCH to let the PHY make best decision. Priority based on grant type does not work properly as what counts is the priority of the LCH mapped to the grant. 

	InterDigital
	Option a
	Assuming the priority of the SR is configured per SR configuration, and thus can be used at the physical layer. If the SR priority is determined by MAC according to the LCH that triggered it, option c is more suitable. 

	Huawei
	Option c
	Option c seems the simplest solution.

	ZTE
	Option a
	Agree with LG, in the case that collision between SR and UL-SCH,  MAC only send SR to PHY only if the SR have a higher priority than the overlapping UL-SCH

	OPPO
	Option a 
	Only when the later one with a higher priority, the PHY can receive SR and MAC PDU from MAC layer, otherwise, one of them will be sent to PHY layer. Thus, PHY can determine which one is with a higher priority without explicit indication.

	Samsung
	Option a
	Agree with LG that the SR is delivered only if SR has the higher priority.

	III
	Option c
	Considering other control signal (e.g. HARQ-ACK ) and PUSCH prioritization, and new transmission and re-transmission prioritization, LCH priority information is required. 

	NEC
	Option a
	Basically MAC delivers the prioritized SR to PHY and it already implies the SR is to be prioritized over PUSCH. Given the PHY can infer the SR priority level based on its configurations (if necessary), option a seems sufficient. 

	Apple
	Option a
	MAC only deliver the SR to PHY when the SR is in high priority. 

	Intel
	Option a
	If SR has lower priority compared with PUSCH, SR is dropped by MAC without delivering to PHY. If SR is delivered from MAC to PHY, and SR overlaps with PUSCH, then PHY is aware that SR has higher priority over PUSCH. Therefore, no additional information is needed (i.e. SR’s priority information) between MAC and PHY.

	MediaTek
	Option a
	As indicated in our response to Q5, MAC will only deliver the SR to PHY if it is of a higher priority than an ongoing transmission. No additional information is required.

	Panasonic
	Option C
	PHY can cancel SR or PUSCH based on the prioritization or multiplex SR and PUSCH if it allows. Hence, option C is better.

	Sharp
	Option a
	SR is delivered to PHY only when it is in higher priority.

	Convida
	Option c
	We have the same view as Nokia, Huawei… 



Summary of companies input: 22 companies provided input to this question.
· 15 companies support (a), 
· 3 companies support (b),
· 6 companies support option (c).
Even though there is substantial support for option (a), it may be worth evaluating option (a) alongside discussion in question 3 (about MAC PDU suppression) since assistance information and PDU suppression are closely tied. A proposal based on the above input is provided below.
Proposal 6: When MAC delivers an SR to PHY and PUCCH resource for the SR’s transmission occasion overlaps a UL-SCH resource, MAC does not explicitly provide priority information for the SR.


5	Enhancements to Pending SR cancelation 
Rel-15 requires cancelation of all pending SRs triggered before a MAC PDU assembly when the MAC PDU is transmitted and it includes a Long or Short BSR MAC CE, and related excerpt from TS 38.321 is copied below.
	[bookmark: _Hlk16518446]When an SR is triggered, it shall be considered as pending until it is cancelled. All pending SR(s) triggered prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see subclause 5.4.5) prior to the MAC PDU assembly. All pending SR(s) shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the UL grant(s) can accommodate all pending data available for transmission.


[12], [13] and [14] propose changes to the above Rel-15 behaviour arguing that cancelation of pending SR based on BSR MAC CE can introduce delays or unreliability to associated URLLC traffic, and options (a) and (b) are based on discussion in [12], [13] and [14]. Option (c) was not explicitly discussed in any paper submitted to RAN2#106, though it has been included given a related option has been included in questions 2.1 and 2.2.
Question 7: Under what condition should a pending SR not be cancelled due to transmission of a Long or Short BSR MAC CE, where the SR is triggered prior to assembly of MAC PDU including the BSR MAC CE:
Option a. The BSR MAC CE is in a MAC PDU including only data from LCHs that have LCH-priority lower than that of the LCH that triggered the pending SR.
Option b. Due to LCP mapping restrictions, LCH that triggered the pending SR cannot be selected during LCP for the grant used to send the BSR MAC CE.
Option c. LCH that triggered the SR is configured by the network to not be cancelled due to transmission of the Long or Short BSR MAC CE.
Option d. Never (no changes to Rel-15 behaviour).
Option e. Other (please elaborate in comments).
	Company
	Preferred option
	Comments

	[bookmark: _Hlk16249243]SONY
	Option d
	No changes to Rel-15 behaviour.

	LG
	
	This issue could be discussed after the SR prioritization solution is decided.

	CATT
	Option d
	With the improvements discussed in Q2.1, we don’t think that the above scenarios would occur.

	CMCC
	
	Agree with LG. This issue is irrelevant with SR vs PUSCH prioritization 

	DOCOMO
	Option d
	It is not clear how serious the issue it is. For example, if the UL-SCH resource for PUSCH containing the BSR before the SR transmission occasions, then depending on the time gap between the PUSCH containing the BSR and the SR occasion, additional delay may not be produced if BSR transmitted and SR is cancelled. While if the UL-SCH resource for PUSCH containing the BSR overlaps the SR transmission occasions, it is preferred to prioritize the SR with higher priority. So seems there is no need of additional optimization.

	Ericsson
	Option b
	In clause 5.4.5 of MAC spec, it is stated that a SR is triggered (i.e., pending) according to the following:
3>	if the UL-SCH resources available for a new transmission do not meet the LCP mapping restrictions (see subclause 5.4.3.1) configured for the logical channel that triggered the BSR:
4>	trigger a Scheduling Request.
The intention is that both SR and BSR is triggered under the condition that UL-SCH resources available for a new transmission do not meet the LCP mapping restrictions configured for the logical channel that triggered the BSR.
In Rel-15, the triggering of both SR and BSR can be both sent in the case that the SR transmission opportunity occurs before the start of the UL-SCH. However, in the case, the SR transmission opportunity is after the start of the UL-SCH, the SR is cancelled, see the above highlighted part by the rapporteur. This introduces longer delay, since the BSR MAC CE is only decoded after the reception of the long UL-SCH with possible re-tx since it is for a low priority data. 
Therefore, we believe this is the scenario that requires spec enhancements and we cannot choose option d. 
Compared to the other two options, option b is the most straightforward solution that follows the principle in rel-15 and targets the root cause of this both SR and BSR triggering.   


	Qualcomm
	Option a
	Option a appears to be reasonable criterion for deciding when not to cancel the pending SR. 
Option b may not allow cancellation of MBB SR by BSR MAC CE sent using URLLC CG which is only allowed to carry URLLC LCHs (due to Rel-16 LCP mapping restrictions)

	vivo
	Optiona or b
	We failed to find the difference between a and b.
The R15 mechanism, which cancels the pending SR triggered by URLLC when BSR MAC CE is included in PUSCH for eMBB, can introduce delays or unreliability to URLLC traffic.

	Nokia
	Option a and Option e
	Option e:
The duration of the overlapping PUSCH is too long, and hence BSR does not help much in terms of latency even if it is relating to the LCH that triggers the SR. If the LCH triggering such SR is of higher priority than data in the overlapping UL-SCH and can be transmitted (by e.g. puncturing) before the end of PUSCH duration, then it should not be cancelled.

	InterDigital
	Option e
	If the SR cancellation condition “when the MAC PDU is transmitted” is interpreted as the instance of the start of the transmission or when the PDU is submitted to the HARQ process, rather than when the transmission is completed, then some enhancement is justified. 
It can be clarified that cancellation happens upon the completion of the transmission, i.e. “when the MAC PDU is transmissiontted is completed”

	Huawei
	Option b (only clarification is needed)
	First, not that current specification doesn’t cancel SR in the case of option a. It means option a is already supported by existing specs
Option b is also a Rel-15 condition, but need to clarify that “the MAC PDU is transmitted” means after the MAC PDU is transmitted. This doesn’t matter in Rel-15, as in Rel-15 SR cannot be transmitted when there is a PUSCH transmission but now it is different.
Not sure option c really works.

	ZTE
	option d
	n our understanding, the option a and option b was already included in the current release.
in the current release:
When an SR is triggered, it shall be considered as pending until it is cancelled. All pending SR(s) triggered prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see subclause 5.4.5) prior to the MAC PDU assembly. All pending SR(s) shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the UL grant(s) can accommodate all pending data available for transmission.
The word ‘last event ’ is so clear that once the SR triggered by a LCH whose information can not be included in BSR, the pend SR will not be canceled.  For the case that SR triggered after MAC PDU assembly, SR is still there. 
Thus we cannot identify the difference of  option a and option b with the current wording . We suggest nothing is needed.

	OPPO
	Option b
	In TS36.321, there is a description for SR cancelling:
All pending SR(s) triggered prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see subclause 5.4.5) prior to the MAC PDU assembly.
To compare this description and SR overlapping scenarios, we can see that:
· If SR is triggered after the MAC PDU assembly associated to the overlapped UL-SCH, the SR will not be cancelled, since it is said in the spec that the SR can be cancelled only for the ones triggered prior to the MAC PDU assembly.
· If SR is triggered before the MAC PDU assembly associated to the overlapped UL-SCH and BSR MAC CE is carried in the MAC PDU, the SR will be cancelled according to the spec. However, from our perspective, if SR and MAC PDU are sent together in PHY, the SR should not be cancelled when the MAC PDU is transmitted, otherwise SR with higher priority may not be sent eventually.

	Samsung
	Option a
	If a BSR is included in a MAC PDU with lower priority data (e.g. eMBB resource), the BSR could be delayed due to retransmission. gNB’s late URLLC scheduling based on the delayed BSR in eMBB resource may not meet the URLLC requirement.
The difference of Option b is that low-priority SR (e.g. eMBB) cannot be cancelled when the BSR is included in a MAC PDU with higher priority data (e.g. URLLC). We see that this case is not an intended UE behaviour. Thus we prefer Option a.

	III
	Option a or b 
	We have similar view with vivo. Because SR costs shorter latency for requesting UL resource and may be more reliable than BSR MAC CE, prioritized SR should not be cancelled even the associated BSR MAC CE can be multiplexed in the MAC PDU. 

	NEC
	Option a
	Option a would work as expected. but agree that this is not just related to SR vs PUSCH prioritization discussion.

	Apple
	Option d
	We have same view as DOCOMO.

	Intel
	Option d
	We think that Rel-15 behaviour can be kept.

	MediaTek
	Option b, if we choose to address the scenario
	This is a minor aspect, as it requires an eMBB PUSCH transmission occasion to be scheduled before a URLLC SR transmission occasion. Given the latency criteria associated with URLLC, such a scenario seems unlikely as the SR frequency should be quite high.
If we choose to address the scenario, we prefer to go with Option b. There is a slight difference between Option a and b, i.e. Option a relies on the outcome of the LCP procedure (considering Bj for the LCH) while Option b relies on the ability of the grant to meet the data’s transmission requirements. If the grant does not meet the transmission criteria on the LCH that triggered the BSR, the BSR should not be cancelled (and thereby the SR is still pending). Else, the transmission of the BSR would cancel the SR as today.

	Panasonic
	Option d
	Agree with DOCOMO

	Sharp
	Option a
	It is based on the condition that we agreed to allow SR transmission when overlaps with UL-SCH.

	Convida
	Option b
	Agree with Ericsson, MediaTek…



Summary of companies input: 22 companies provided input to this question.
· 7 companies support (a), 
· 7 companies support (b),
· 7 companies support (d),
· 2 companies support (e),
· 2 companies indicated support for no option and preferred to discuss this after 
A majority of companies support an enhancement to the Rel-15 behaviour. Perhaps, more details will be easier to resolve after other questions (e.g., in section 2) are decided. A proposal based on the above input is provided below.
Proposal 7: Transmission of a MAC PDU including a Long or Short BSR MAC CE does not result in cancellation of pending SRs of some LCHs. Details FFS.

6	Summary
[bookmark: _Hlk6406644]To be completed after email discussion deadlineFollowing proposals are based on input to this email discussion and should be discussed further.
Proposal 1: Rel-16, under some conditions, allows transmission of an SR if PUCCH resource for the SR’s transmission overlaps with a UL-SCH resource.
Proposal 2: If PUCCH resource for an SR’s transmission occasion overlaps a UL-SCH resource, SR’s transmission is allowed based on a comparison of priority of the LCH that triggered the SR and a priority value for the UL-SCH resource.  Priority value of the UL-SCH resource is the maximum of priority of LCHs that have data available and are allowed based on LCP mapping restrictions of the UL-SCH resource. 
Proposal 3: MAC may deliver a MAC PDU to PHY, if an SR was triggered previously and PUCCH resource for the SR’s transmission occasion overlaps UL-SCH resource of the MAC PDU.
Proposal 4:  Recovery of MAC PDU impacted by an overlapping SR transmission can reuse solution(s) used for recovery of MAC PDU impacted by grant prioritization.
Proposal 5: When MAC delivers an SR to PHY and PUCCH resource for the SR transmission overlaps a PUSCH, desired PHY behaviour is for RAN1 to decide.
Proposal 6: When MAC delivers an SR to PHY and PUCCH resource for the SR’s transmission occasion overlaps a UL-SCH resource, MAC does not explicitly provide priority information for the SR.

Proposal 7: Transmission of a MAC PDU including a Long or Short BSR MAC CE does not result in cancellation of pending SRs of some LCHs. Details FFS.
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8	Appendix: Related excerpts from TS 38.821 v15.4
Following text from TS 38.321 is related to triggering and handling of scheduling requests.
	[bookmark: _Toc534933449]5.4.4	Scheduling Request
The Scheduling Request (SR) is used for requesting UL-SCH resources for new transmission.
The MAC entity may be configured with zero, one, or more SR configurations. An SR configuration consists of a set of PUCCH resources for SR across different BWPs and cells. For a logical channel, at most one PUCCH resource for SR is configured per BWP.
Each SR configuration corresponds to one or more logical channels. Each logical channel may be mapped to zero or one SR configuration, which is configured by RRC. The SR configuration of the logical channel that triggered the BSR (subclause 5.4.5) (if such a configuration exists) is considered as corresponding SR configuration for the triggered SR.
RRC configures the following parameters for the scheduling request procedure:
-	sr-ProhibitTimer (per SR configuration);
-	sr-TransMax (per SR configuration).
The following UE variables are used for the scheduling request procedure:
-	SR_COUNTER (per SR configuration).
If an SR is triggered and there are no other SRs pending corresponding to the same SR configuration, the MAC entity shall set the SR_COUNTER of the corresponding SR configuration to 0.
When an SR is triggered, it shall be considered as pending until it is cancelled. All pending SR(s) triggered prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see subclause 5.4.5) prior to the MAC PDU assembly. All pending SR(s) shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the UL grant(s) can accommodate all pending data available for transmission.
Only PUCCH resources on a BWP which is active at the time of SR transmission occasion are considered valid.
As long as at least one SR is pending, the MAC entity shall for each pending SR:
1>	if the MAC entity has no valid PUCCH resource configured for the pending SR:
2>	initiate a Random Access procedure (see subclause 5.1) on the SpCell and cancel the pending SR.
1>	else, for the SR configuration corresponding to the pending SR:
2>	when the MAC entity has an SR transmission occasion on the valid PUCCH resource for SR configured; and
2>	if sr-ProhibitTimer is not running at the time of the SR transmission occasion; and
2>	if the PUCCH resource for the SR transmission occasion does not overlap with a measurement gap; and
2>	if the PUCCH resource for the SR transmission occasion does not overlap with a UL-SCH resource:
3>	if SR_COUNTER < sr-TransMax:
4>	increment SR_COUNTER by 1;
4>	instruct the physical layer to signal the SR on one valid PUCCH resource for SR;
4>	start the sr-ProhibitTimer.
3>	else:
4>	notify RRC to release PUCCH for all Serving Cells;
4>	notify RRC to release SRS for all Serving Cells;
4>	clear any configured downlink assignments and uplink grants;
4>	clear any PUSCH resources for semi-persistent CSI reporting;
4>	initiate a Random Access procedure (see subclause 5.1) on the SpCell and cancel all pending SRs.
NOTE 1:	The selection of which valid PUCCH resource for SR to signal SR on when the MAC entity has more than one overlapping valid PUCCH resource for the SR transmission occasion is left to UE implementation.
NOTE 2:	If more than one individual SR triggers an instruction from the MAC entity to the PHY layer to signal the SR on the same valid PUCCH resource, the SR_COUNTER for the relevant SR configuration is incremented only once.
The MAC entity may stop, if any, ongoing Random Access procedure due to a pending SR which has no valid PUCCH resources configured, which was initiated by MAC entity prior to the MAC PDU assembly. Such a Random Access procedure may be stopped when the MAC PDU is transmitted using a UL grant other than a UL grant provided by Random Access Response, and this PDU includes a BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see subclause 5.4.5) prior to the MAC PDU assembly, or when the UL grant(s) can accommodate all pending data available for transmission.
[bookmark: _Toc534933450]5.4.5	Buffer Status Reporting
The Buffer Status reporting (BSR) procedure is used to provide the serving gNB with information about UL data volume in the MAC entity.
RRC configures the following parameters to control the BSR:
-	periodicBSR-Timer;
-	retxBSR-Timer;
-	logicalChannelSR-DelayTimerApplied;
-	logicalChannelSR-DelayTimer;
-	logicalChannelSR-Mask;
-	logicalChannelGroup.
Each logical channel may be allocated to an LCG using the logicalChannelGroup. The maximum number of LCGs is eight.
The MAC entity determines the amount of UL data available for a logical channel according to the data volume calculation procedure in TSs 38.322 [3] and 38.323 [4].
A BSR shall be triggered if any of the following events occur:
-	UL data, for a logical channel which belongs to an LCG, becomes available to the MAC entity; and either
-	this UL data belongs to a logical channel with higher priority than the priority of any logical channel containing available UL data which belong to any LCG; or
-	none of the logical channels which belong to an LCG contains any available UL data.
	in which case the BSR is referred below to as 'Regular BSR';
-	UL resources are allocated and number of padding bits is equal to or larger than the size of the Buffer Status Report MAC CE plus its subheader, in which case the BSR is referred below to as 'Padding BSR';
-	retxBSR-Timer expires, and at least one of the logical channels which belong to an LCG contains UL data, in which case the BSR is referred below to as 'Regular BSR';
-	periodicBSR-Timer expires, in which case the BSR is referred below to as 'Periodic BSR'.
NOTE:	When Regular BSR triggering events occur for multiple logical channels simultaneously, each logical channel triggers one separate Regular BSR.
For Regular BSR, the MAC entity shall:
1>	if the BSR is triggered for a logical channel for which logicalChannelSR-DelayTimerApplied is configured by upper layers:
2>	start or restart the logicalChannelSR-DelayTimer.
1>	else:
2>	if running, stop the logicalChannelSR-DelayTimer.
For Regular and Periodic BSR, the MAC entity shall:
1>	if more than one LCG has data available for transmission when the MAC PDU containing the BSR is to be built:
2>	report Long BSR for all LCGs which have data available for transmission.
1>	else:
2>	report Short BSR.
For Padding BSR:
1>	if the number of padding bits is equal to or larger than the size of the Short BSR plus its subheader but smaller than the size of the Long BSR plus its subheader:
2>	if more than one LCG has data available for transmission when the BSR is to be built:
3>	if the number of padding bits is equal to the size of the Short BSR plus its subheader:
4>	report Short Truncated BSR of the LCG with the highest priority logical channel with data available for transmission.
3>	else:
4>	report Long Truncated BSR of the LCG(s) with the logical channels having data available for transmission following a decreasing order of the highest priority logical channel (with or without data available for transmission) in each of these LCG(s), and in case of equal priority, in increasing order of LCGID.
2>	else:
3>	report Short BSR.
1>	else if the number of padding bits is equal to or larger than the size of the Long BSR plus its subheader:
2>	report Long BSR for all LCGs which have data available for transmission.
For BSR triggered by retxBSR-Timer expiry, the MAC entity considers that the logical channel that triggered the BSR is the highest priority logical channel that has data available for transmission at the time the BSR is triggered.
The MAC entity shall:
1>	if the Buffer Status reporting procedure determines that at least one BSR has been triggered and not cancelled:
2>	if UL-SCH resources are available for a new transmission and the UL-SCH resources can accommodate the BSR MAC CE plus its subheader as a result of logical channel prioritization:
3>	instruct the Multiplexing and Assembly procedure to generate the BSR MAC CE(s);
3>	start or restart periodicBSR-Timer except when all the generated BSRs are long or short Truncated BSRs;
3>	start or restart retxBSR-Timer.
2>	if a Regular BSR has been triggered and logicalChannelSR-DelayTimer is not running:
3>	if there is no UL-SCH resource available for a new transmission; or
3>	if the MAC entity is configured with configured uplink grant(s) and the Regular BSR was triggered for a logical channel for which logicalChannelSR-Mask is set to false; or
3>	if the UL-SCH resources available for a new transmission do not meet the LCP mapping restrictions (see subclause 5.4.3.1) configured for the logical channel that triggered the BSR:
4>	trigger a Scheduling Request.
NOTE:	UL-SCH resources are considered available if the MAC entity has an active configuration for either type of configured uplink grants, or if the MAC entity has received a dynamic uplink grant, or if both of these conditions are met. If the MAC entity has determined at a given point in time that UL-SCH resources are available, this need not imply that UL-SCH resources are available for use at that point in time.
A MAC PDU shall contain at most one BSR MAC CE, even when multiple events have triggered a BSR. The Regular BSR and the Periodic BSR shall have precedence over the padding BSR.
The MAC entity shall restart retxBSR-Timer upon reception of a grant for transmission of new data on any UL-SCH.
All triggered BSRs may be cancelled when the UL grant(s) can accommodate all pending data available for transmission but is not sufficient to additionally accommodate the BSR MAC CE plus its subheader. All BSRs triggered prior to MAC PDU assembly shall be cancelled when a MAC PDU is transmitted and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR prior to the MAC PDU assembly.
NOTE:	MAC PDU assembly can happen at any point in time between uplink grant reception and actual transmission of the corresponding MAC PDU. BSR and SR can be triggered after the assembly of a MAC PDU which contains a BSR MAC CE, but before the transmission of this MAC PDU. In addition, BSR and SR can be triggered during MAC PDU assembly.





