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Introduction
In RAN#81 the revised study item on NR Industrial Internet of Things (NR-IIoT, [1]) has been approved. The objectives of the study include Ethernet header compression, which we will discuss in the following.
Ethernet is a family of computer networking technologies and originally designed to be used in local area networks (LAN). During its history it gained momentum in metropolitan area networks (MAN) and wide area networks (WAN). Due to the large speed links used in such networks Ethernet header compression was never a major issue.
[bookmark: _Ref178064866]Discussion
Forwarding in Layer 2 (L2) networks is usually based on information available in L2 frame headers. Each Ethernet frame starts with an Ethernet header, which contains destination and source MAC addresses as its first two fields. Further header fields of an Ethernet frame are constructed quite simple using tagging. Some of the header fields are mandatory some are optional, and they depend on network scenario. 
Even if typical Ethernet header size (i.e., MAC addresses, VLAN-tag) is smaller than usual Layer-3 (IPv4 or IPv6) headers, its compression can provide relative high gain for small Ethernet frames, what is quite common in industrial network scenarios. As ultra-robust radio link transmissions are very costly, reducing the overhead is very important. 
[bookmark: _Toc525824619][bookmark: _Toc525824669][bookmark: _Toc525834294][bookmark: _Toc525846647][bookmark: _Toc528658991]Ethernet header compression is beneficial when small Ethernet frames are transmitted over an ultra-robust radio links.

This document focuses on three topics:
1. What Ethernet header fields to compress?
2. What are the expected gains?
3. How to compress? What method to use?

What fields to compress?
There are multiple formats of Ethernet frames (e.g., 802.3, 802.2 LLC, 802.2 SNAP). They are identified based on the value of the EtherType vs. Length field. The figure shows an example of the frame format:
[image: ]
Figure 1, Example of IEEE 802.3 MAC frame format – 802-1Q (2014)
Regarding Ethernet frame transmission over 3GPP networks some parts of the Ethernet frame does not need transmission (e.g., Preamble, SFD (Start of Frame Delimiter), FCS (Frame Check Sum), see also existing specification for PDU session type, TS 23.501).
Fields of the Ethernet header can be compressed but the gain achieved by compression might be dependent on the network scenario. 
The Ethernet link can be either an access link or a trunk link. For a trunk link, the number of sessions is significantly larger and can be affected by Ethernet topology change that results in temporary flooding. On the other hand, an access link is more stable from L2 session perspective. 
5G domain used for access link scenarios are shown below.
[image: ]
Figure 2, 5G as used in access link scenario
Ethernet header compression must be L2 link specific, i.e., covering a single L2 hop (a.k.a. link-by-link basis), as illustrated above.
The following fields are candidates for compression:
MAC addresses: dst-MAC / src-MAC
Each Ethernet frame contains both a destination dst-MAC and a source src-MAC. Depending on the link type and the network scenarios these field can contain only limited number of values. For example, in case of an access link there may be a single L2 host using a single MAC. However, in case of a L2 trunk (non-access-link), there can be many possible MAC addresses used, which limits the achievable gain of compressing these fields.
EtherType 
The number of values depends on how many protocols are used over the link. It is worth to note that there may be multiple EtherType fields in an Ethernet frame.
Tagging: C-Tag, S-Tag, I-Tag, R-Tag
During forwarding various tags may be added to and removed from user data frames by the tag encoding and decoding functions of L2 nodes. Purpose of tagging is 
(1) to allow consistent VLAN classification of the frame throughout the network and enabling segregation of frames assigned to different VIDs; and
(2) to allow priority to be conveyed with the frame when using IEEE 802 LAN media access control methods that provide no inherent capability to signal priority.
Each tag comprises the following sequential information elements:
· A Tag Protocol Identifier (TPID);
· Tag Control Information (TCI) that is dependent on the tag type;
· Additional information, if and as required by the tag type and TCI.
TPID is EtherType encoded.
TCI: C-Tag, S-Tag. Number of used VID (VLAN ID) depends on network scenario. The PCP/DEI (Priority Code Point/Drop Eligibility Indicator) bits of tagging in many cases probably not worth to compress unless a single priority used in a VLAN (e.g., VoIP VLAN, etc.).
TCI: I-Tag: its primary goal is to increase scalability (e.g., many VLANs, many MACs used) what contradicts to compression. I-Tag usage is envisioned for backbone links/scenarios, so its usage is rather unlikely for industrial access scenarios. Needs further discussion whether worth to include this field in header compression
TCI: R-Tag: used for FRER (802.1CB, Frame Replication and Elimination for Redundancy) purposes contains reserved bits and sequence number fields. Compression of sequence number may be not worth to do (too complicated for achievable gain). Reserved fields are currently not used so their transmission is useless. However further specifications may use this field and then their transport will be required.
Padding
802.3 says the minimum frame length is 64 bytes. Any frame which is received and which is less than 64 bytes is illegal and dropped by the receiving end. Therefore, every Ethernet frame less than 64 bytes should be padded with 0 before transmitted on an Ethernet link. Padding contains no information, so its transmission is useless. 
Even if padding is not part of the ethernet header, some thoughts are added here. Detecting padding is simple if the Ethernet frame contains a Length field (not the case for the majority of traffic). In other cases, it may require to analyse information of the encapsulated protocol (e.g., IP packet length, etc.). As padding is used only in special scenarios may be not worth to detect and not to transmit padding part (too complicated for the achievable gain).
[bookmark: _Toc525120031][bookmark: _Toc525133135][bookmark: _Toc525404519][bookmark: _Toc525824620][bookmark: _Toc525824670][bookmark: _Toc525834295][bookmark: _Toc525846648][bookmark: _Toc528658992]Compression of Ethernet header fields depends on link type and network scenario.
[bookmark: _Toc525120032][bookmark: _Toc525133136][bookmark: _Toc525404520][bookmark: _Toc525824621][bookmark: _Toc525824671][bookmark: _Toc525834296][bookmark: _Toc525846649][bookmark: _Toc528658993]Compression of some Ethernet header fields may require too complex methods, which mitigate the achievable gain by compression.
Therefore, it is proposed:
[bookmark: _Toc525120034][bookmark: _Toc525133138][bookmark: _Toc525404522][bookmark: _Toc525824624][bookmark: _Toc525824674][bookmark: _Toc525834299][bookmark: _Toc525846652][bookmark: _Toc528658461][bookmark: _Toc528658999]Preamble, SFD (Start of Frame Delimiter) and FCS (Frame Check Sum) part of Ethernet frames must not be transmitted.
[bookmark: _Toc525120035][bookmark: _Toc525133139][bookmark: _Toc525404523][bookmark: _Toc525824625][bookmark: _Toc525824675][bookmark: _Toc525834300][bookmark: _Toc525846653][bookmark: _Toc528658462][bookmark: _Toc528659000]Consider Ethernet header compression only for access link scenarios, i.e. not for scenario where NR is used for Ethernet trunking.
[bookmark: _Toc525120036][bookmark: _Toc525133140][bookmark: _Toc525404524][bookmark: _Toc525824626][bookmark: _Toc525824676][bookmark: _Toc525834301][bookmark: _Toc525846654][bookmark: _Toc528658463][bookmark: _Toc528659001]Consider Ethernet header compression for the following fields (MAC src/dst addresses, VID (VLAN ID) part of C-tag / S-Tag, EtherType).

What are the expected gains? 
Ethernet frame transmission over 3GPP networks does not need forwarding of some parts of the Ethernet frame (i.e., Preamble, SFD, FCS). Those fields are excluded from the gain calculations.
For the gain calculation the following assumptions were made:
· Network scenario: 3GPP provides Ethernet access 
· Traffic: single tagged, C-Tag used
· Compressed fields:
· src-MAC, dst-MAC, C-Tag, Ether-type
Ethernet Access scenario
In the Ethernet Access scenario the UE is an L2 end host. Therefore, it generates Ethernet traffic with a single MAC address in the Ethernet network. The network scenario is shown below.
[image: ]
Figure 1, 3GPP used as Ethernet Access
MAC addresses: dst-MAC / src-MAC (6 bytes each)
In case of an access link there is a single L2 host using a single MAC address, what limits the possible src-MAC addresses used by that L2 host. 
Tagging: C-Tag (4 bytes)
During forwarding various tags may be added to and removed from user data frames by the tag encoding and decoding functions of L2 nodes. As the UE represents an L2 host only C-Tagging of frames is assumed.
C-Tag comprises the following sequential information elements:
· A Tag Protocol Identifier (TPID);
· Tag Control Information (TCI) that is dependent on the tag type;
· Additional information, if and as required by the tag type and TCI.
TPID is EtherType encoded (2 bytes).
TCI: C-Tag (2 bytes). Number of used VID (VLAN ID) depends on network scenario. The PCP/DEI bits of tagging in many cases probably not worth to compress unless a single priority used in a VLAN.
EtherType  (2 bytes)
The number of values depends on how many protocols are used over the link. As the UE represent a L2 host number of protocols are expected to be limited.
As shown above, 18 bytes of the Ethernet header are assumed to be compressed. The tables below show calculated gain for two cases: 
1. Ethernet header is compressed to 3 bytes
2. Ethernet header is compressed to 5 bytes
In case of L2 hosts these numbers can be treated as conservative and they work for most access network scenarios. The compression limits depend on the number of L2 sessions used by the L2 host. Using lower numbers (e.g., 1-2 bytes) might be use-case dependent, but it does not change significantly the achievable gain.  
[image: ]
Figure 2, Gain of Ethernet header compression
Note: There is a minimum Ethernet Frame size of 64 bytes. 
The average gain depends also on the frame size distribution. 

[bookmark: _Toc528653876][bookmark: _Toc528658994]Gain of compression of Ethernet header fields depends on frame size.
[bookmark: _Toc528653877][bookmark: _Toc528658995]2 digits gain can be provided only for small Ethernet frames (64-128 bytes).
[bookmark: _Toc528653878][bookmark: _Toc528658996]Overall gain depends on the Frame size distribution.

How to compress Ethernet header?
Ethernet is a family of computer networking technologies and originally designed to be used in local area networks (LAN). During its history it gained momentum in metropolitan area networks (MAN) and wide area networks (WAN). Due to the large speed links used in such networks Ethernet header compression was never a major issue.
Header compression related work mainly focused on Layer 3 (IP) headers (e.g., RTP header compression (used for RTP packets), TCP header compression (used for TCP packets), etc.). Header compression techniques usually focused on serial interfaces using e.g., Frame Relay, HDLC, or PPP encapsulation. As a general networking rule header compression on any high-speed interfaces is not recommended. Any bandwidth savings achieved with header compression may be offset by an increase in CPU utilization on the node.
[bookmark: _Hlk525749768]Based on the proposals of the previous section 14-22 bytes of the Ethernet header can be compressed, what is less than the targeted L3 header sizes. Depending on the content of the Ethernet frame it may be worth to compress together Ethernet header and IP header. Defining Ethernet header only compression methods should be considered in case of lack of IP. 
Ethernet header compression must be L2 link specific, i.e., covering a single L2 hop (a.k.a. link-by-link basis).
The possible header compression methods are as follows:

Ethernet frames containing IP
A) Extend the Static Context Header Compression (SCHC) with Ethernet header fields. IETF work is in progress on defining the SCHC framework, which provides both header compression and fragmentation   functionalities. SCHC has been tailored for Low Power Wide Area Networks (LPWAN).
B) Extend existing 3GPP compression used for IP (i.e. ROHC) with Ethernet header fields.  

Ethernet frames containing non-IP
Many industrial networks applications encapsulate directly in Ethernet, so no IP header can be considered for common compression. 
C) Define Ethernet specific compression.

[bookmark: _Toc525120033][bookmark: _Toc525133137][bookmark: _Toc525404521][bookmark: _Toc525824622][bookmark: _Toc525824672][bookmark: _Toc525834297][bookmark: _Toc525846650][bookmark: _Toc528658997]Ethernet header compression was not in focus in the past, due to the large speed links used in such networks.
[bookmark: _Toc525824623][bookmark: _Toc525824673][bookmark: _Toc525834298][bookmark: _Toc525846651][bookmark: _Toc528658998]Depending on the content of the Ethernet frame it may be worth to compress together Ethernet header and IP header.
Therefore, it is proposed:
[bookmark: _Toc525120037][bookmark: _Toc525133141][bookmark: _Toc525404525][bookmark: _Toc525824627][bookmark: _Toc525824677][bookmark: _Toc525834302][bookmark: _Toc525846655][bookmark: _Toc528658464][bookmark: _Toc528659002]Extend IP header compressions with Ethernet where appropriate.
[bookmark: _Toc525120038][bookmark: _Toc525133142][bookmark: _Toc525404526][bookmark: _Toc525824628][bookmark: _Toc525824678][bookmark: _Toc525834303][bookmark: _Toc525846656][bookmark: _Toc528658465][bookmark: _Toc528659003]Consider further, what achievable gain via header compression for non-IP traffic.

Finally, we present a text proposal in the annex for TR 38.825 capturing the Ethernet header compression analysis of this document. We propose:
[bookmark: _Toc528658466][bookmark: _Toc528659004]Capture text proposal for Ethernet header compression (from annex) in the TR 38.825.

Conclusion
We made the following observations:
Observation 1	Ethernet header compression is beneficial when small Ethernet frames are transmitted over an ultra-robust radio links.
Observation 2	Compression of Ethernet header fields depends on link type and network scenario.
Observation 3	Compression of some Ethernet header fields may require too complex methods, which mitigate the achievable gain by compression.
Observation 4	Gain of compression of Ethernet header fields depends on frame size.
Observation 5	2 digits gain can be provided only for small Ethernet frames (64-128 bytes).
Observation 6	Overall gain depends on the Frame size distribution.
Observation 7	Ethernet header compression was not in focus in the past, due to the large speed links used in such networks.
Observation 8	Depending on the content of the Ethernet frame it may be worth to compress together Ethernet header and IP header.

And propose the following:
Proposal 1	Preamble, SFD (Start of Frame Delimiter) and FCS (Frame Check Sum) part of Ethernet frames must not be transmitted.
Proposal 2	Consider Ethernet header compression only for access link scenarios, i.e. not for scenario where NR is used for Ethernet trunking.
Proposal 3	Consider Ethernet header compression for the following fields (MAC src/dst addresses, VID (VLAN ID) part of C-tag / S-Tag, EtherType).
Proposal 4	Extend IP header compressions with Ethernet where appropriate.
Proposal 5	Consider further, what achievable gain via header compression for non-IP traffic.
Proposal 6	Capture text proposal for Ethernet header compression (from annex) in the TR 38.825.
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[bookmark: _Toc525833427]6.6.1	Scenario and benefits assessment
Editor’s note: RAN2 responsibility 
In the Ethernet Access scenario the UE is an L2 end host. Therefore, it generates Ethernet traffic with a single MAC address in the Ethernet network. The network scenario is shown below.
[image: ]
Figure 1, 3GPP used as Ethernet Access
In such scenario, the following Ethernet header fields are considered for header compression:
MAC addresses: dst-MAC / src-MAC (6 bytes each)
In case of an access link there is a single L2 host using a single MAC address, what limits the possible src-MAC addresses used by that L2 host. 
Tagging: C-Tag (4 bytes)
During forwarding various tags may be added to and removed from user data frames by the tag encoding and decoding functions of L2 nodes. As the UE represents an L2 host only C-Tagging of frames is assumed.
C-Tag comprises the following sequential information elements:
· A Tag Protocol Identifier (TPID);
· Tag Control Information (TCI) that is dependent on the tag type;
· Additional information, if and as required by the tag type and TCI.
TPID is EtherType encoded (2 bytes).
TCI: C-Tag (2 bytes). Number of used VID (VLAN ID) depends on network scenario. The PCP/DEI bits of tagging in many cases probably not worth to compress unless a single priority used in a VLAN.
EtherType  (2 bytes)
The number of values depends on how many protocols are used over the link. As the UE represent a L2 host number of protocols are expected to be limited.
As shown above, 18 bytes of the Ethernet header are assumed to be compressed. The tables below show calculated gain for two cases: 
1. [bookmark: _GoBack]Ethernet header is compressed to 3 bytes
2. Ethernet header is compressed to 5 bytes
In case of L2 hosts these numbers can be treated as conservative and they work for most access network scenarios. The compression limits depend on the number of L2 sessions used by the L2 host. Using lower numbers (e.g., 1-2 bytes) might be use-case dependent, but it does not change significantly the achievable gain.  
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Figure 2, Gain of Ethernet header compression
Note: There is a minimum Ethernet Frame size of 64 bytes. 
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