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1 Introduction

In the Rel-16 SI on industrial IoT [1], one of the objectives is to study DL/UL intra-UE multiplexing:

	UL/DL intra-UE prioritization/multiplexing, i.e. prioritization (for example dropping, delaying or puncturing lower priority service) between different categories of traffic in the UE, including both data and control channels and considering (RAN2/RAN1):

i) different latency and reliability requirements

ii) Different types of resource allocation for example grant-free and grant-based allocations

Note: RAN2 to start the work, RAN1 to take action based on RAN2 progress.


In this contribution, we discuss possible cases of overlapping transmissions and which of them should be handled in RAN1. 
2 Discussion

2.1 Downlink intra-UE multiplexing
For downlink, we think there are two possible cases of overlapping PDSCH transmissions

: 1. between two dynamic assignments; 2. between a dynamic assignment and a configured assignment. 
The first case may happen with out-of-order scheduling, e.g. when network schedules a URLLC PDSCH transmission to pre-empt a previously scheduled PDSCH transmission for eMBB, due to much stringent delay requirement and processing timeline of URLLC. In such a case, UE needs to know whether the latter scheduled PDSCH transmission is of higher priority, because it is an error case if both PDSCH transmissions are for eMBB.  
We do not think this differentiation can be performed by upper layers (e.g. MAC), for the following reasons. First, upper layer would not be able to know the priority or service type of data in the TBs until they are demultiplexed. That would require PHY to decode both TBs and hence is not feasible. Second, PHY can’t solely reply on transmission parameters such as TTI or SCS to determine whether a PDSCH transmission is for URLLC or eMBB. Because with mini-slot scheduling, it is possible to schedule eMBB data in a mini-slot as well. Therefore, we think some type of L1 signalling is necessary for UE to differentiate between URLLC and eMBB transmissions. 
The above arguments can be applied to the second case as well. Therefore, we think it is more appropriate for RAN1 to discuss this case.

Proposal 1.
RAN1 discuss how to handle DL intra-UE multiplexing.  
2.2 Uplink intra-UE multiplexing

For uplink, we think different scenarios may require different approaches and thus discussion by different working groups. In the following sections, we separate possible scenarios into two categories:
· Both transmissions are scheduled by network. This type of transmissions includes dynamic grant, configured grant, UCIs other than SR. 
· At least one of the transmissions is initiated by UE. This type of transmissions includes PRACH and SR. 
2.2.1 Both transmissions are scheduled by network
2.2.1.1 dynamic grant vs dynamic grant
This case is very similar to DL intra-UE multiplexing. Two dynamical grants may overlap due to out-of-order scheduling, e.g. when network schedules a URLLC PUSCH transmission to pre-empt a previously scheduled PUSCH transmission for eMBB. In such a case, UE needs to know whether the latter scheduled PUSCH transmission is of higher priority, because it would be an error case if both PUSCH transmissions are for eMBB. 
In the current framework, when UE receives a UL grant, MAC decides whether the grant is suitable for URLLC based on LCP restriction configuration. One thus may argue that MAC can provide PHY with the outcome of LCP restriction, and PHY then uses this information to prioritize between the two transmissions. However, on the network side, since gNB does not have accurate information about UE’s buffer status, network and UE may become out of sync as to which UL grant to prioritize (e.g. when UE skips URLLC transmission) We therefore think it is necessary to have some type of L1 signalling which clearly tells UE whether a UL grant is intended for URLLC or eMBB. For this reason, this case should be discussed by RAN1. 


2.2.1.2 Dynamic grant vs configured grant

Although this case was discussed in past meetings [2] and the current agreement is that a dynamic grant always overrides an overlapping configured grant, we think it is worth a revisit within the context of intra-UE multiplexing.  
For example, this rule may not make sense if a configured grant uses the low-SE MCS table while the dynamic grant uses one of the regular MCS tables. In this case, data intended to be sent with high reliability has to be dropped, to give the transmission opportunity to eMBB, which typically has much lower reliability requirement. This is against network’s intention of configuring low-SE MCS table for the configured grant, because such a configuration is made only when network really wants transmissions over this configured grant to be highly reliable.  
One may argue that network can always schedule around configured grants that use the low-SE MCS table. We do not think that would be an efficient solution, for the following reason. If a configured grant uses low-SE MCS table, typically it is intended for URLLC. To meet URLLC’s stringent latency requirement, that configured grant needs to have very short periodicity. If network needs to schedule eMBB traffic around configured grants, that is a strong restriction on gNB scheduler and can severely limit system capacity available to eMBB traffic. 

Since RAN2 has agreed that type of MCS used for PUSCH transmission is transparent to MAC procedures, the collision described above needs to be handled in PHY. For other types of configured grants, their collision with dynamic grant can be better handled in PHY, especially if dynamic grant can have some type of L1 signalling to enable differentiation between URLLC and eMBB. 
For these reasons, we think it makes more sense for RAN1 to discuss this topic as well. 
2.2.1.3 At least one transmission is UCI scheduled by network
When HARQ feedback or CSI collide with a PUSCH transmission, if they are for the same service type (i.e. either both are for URLLC or both for eMBB), they can be combined with PUSCH transmission. Hence there is no need for prioritization in this case.
 Otherwise (e.g. HARQ feedback or CSI report is for URLLC but PUSCH is for eMBB), their transmissions may need to be prioritized. Since HARQ feedback and CSI are not visible to upper layers, this collision is better handled in PHY, especially if some type of L1 signalling is available to help differentiate the service type of PUSCH transmission.
If HARQ feedback or CSI collide between themselves, because they are not visible to upper layers, we think they should be handled in PHY and hence discussed in RAN1.
Based on the discussion above, we therefore conclude that RAN1 should discuss how to handle the cases where both UL transmissions are scheduled by network. 
Proposal 2. 
RAN1 discuss how to handle the cases where both UL transmissions are scheduled by network.
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3 Conclusion
Based on the above discussion, we’d recommend RAN2 to discuss and decide on the following observations and proposals:

Proposal 1.
RAN1 discuss how to handle DL intra-UE multiplexing.  

Proposal 2. 
RAN1 discuss how to handle the cases where both UL transmissions are scheduled by network.
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�I think it would be helpful to say that eMBB and URLLC may require different processing timeline; longer for eMBB which targets at high throughout, and lower for URLLC. That is how the collisions between the channels and/or operations may happen.


�PDSCHs are not necessarily overlapping. URLLC PDSCH can be received after eMBB PDSCH, but its HARQ-ACK is before that of eMBB. This is also an example of out-of-order scheduling (or out-of-order HARQ reporting.)


�Yes, this is a valid case of out-of-order scheduling, but probably not a “multiplexing” issue (i.e. how to prioritize two overlapping transmissions)


�Other examples to consider:


Two PUCCHs collide (one for URLLC, and one for eMBB). Currently, if the joint timeline is not satisfied, this is an error case. But, for Rel. 16, even if the joint timeline is not satisfied, the URLLC PUCCH should be sent. For resolving this collision, the UE needs to know which HARQ-ACK/PUCCH has a higher priority.





Currently, if PUCCH and PUSCH are colliding, and joint timeline is satisfied, PUCCH UCI will be piggybacked on PUSCH. For Rel. 16, two other cases should also be considered:


PUCCH is for URLLC, PUSCH for eMBB, but joint timeline is not satisfied. PUCCH should still be sent.


PUCCH for eMBB and PUSCH for URLLC. If joint timeline is not satisfied, PUSCH should be sent. If joint timeline is satisfied, the UE can still be configured with one of the two behaviors: eMBB UCI is sent on URLLC PUSCH, eMBB UCI is dropped. @Yi: are these cases covered?








�Two colliding PUCCH, and PUSCH colliding with PUCCH, are discussed in a later section.


�Not always. If CSI or HARQ is for eMBB, the network may choose to go with the second behavior I mentioned above, i.e., drop the eMBB UCI in order to protect PUSCH URLLC.





2

