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Introduction
The following agreements were made in RAN1#95 on inter-UE uplink tx prioritization/multiplexing [1].
	Agreements:
· Use cases
· At least Rel-15 enabled use cases should be assumed for evaluation
· 1ms air interface delay for 32bytes should be evaluated as the baseline.
· Others assumptions (e.g. 1 or 4ms for 200bytes) should be considered, if provided. 
· Evaluation of power distribution should be considered, if provided
· 2ms air interface delay is assumed
	Use case
(Clause #)
	Reliability (%)
	Latency (ms)
	Data packet size  and traffic model
	Description 

	Power distribution
(22.804:5.6.4 &5.6.6)
	99.9999
	5(end to end latency)

Note: 2-3 ms air interface latency 
	DL & UL:
100 bytes 

ftp model 3 with arrival interval 100 ms
	Power distribution grid fault and outage management 

	Rel-15 enabled use case (e.g. AR/VR)  
	99.999 
	1ms (air interface delay) for 32 bytes

1 ms and 4 ms (air interface delay) for 200 bytes 
	DL & UL:
32 and 200 bytes 

FTP model 3 or periodic with different arrival rates
	



· Traffic model
· eMBB: company can select between the following options
· Full buffer, 2 eMBB UEs per cell
· FTP model 3, 10 eMBB UEs per cell, with medium to high cell load for eMBB traffic.  
· URLLC: 
· For Rel-15 enabled use cases: 10 URLLC UEs per cell
· For power distribution : 10 URLLC UEs per cell
· Metrics
· eMBB: Cell throughput for full buffer traffic; UE perceived throughput for FTP model 3 traffic. 
· URLLC: 
· Company shall report whether maximum URLLC capacity has been reached
· URLLC metrics as previous agreement
· Option 1: Percentage of users satisfying reliability and latency requirements
· Option 2: URLLC capacity as defined in TR 38.802 with the modification as below:
	-	URLLC capacity and URLLC / eMBB multiplexing capacity
-	Definition: URLLC system capacity is calculated as follows:
-	C(L, R) is the maximum offered cell load under which Y% of URLLC UEs in a cell operate with target link reliability R under L latency bound
-	X = (100 – Y) % is the percentage of UEs in outage
-	A UE in outage is defined as the UE can not meet both latency L and link reliability R bound
-	Companies report their assumption on X (e.g. 5% or 0%) 
- 	Companies report their assumption on the number of eMBB UEs deployed together with the URLLC UEs



· Rel-15 processing timeline capability #2 is used for URLLC UEs 
· The following shall be reported
· Resource utilization 
· Number of packets generated per URLLC user in the simulation
· Coupling loss CDFs of URLLC and eMBB UEs 
· Percentage of UEs in outage
· ~5% if re-dropping is not used
· 0% if re-dropping is used
· Company can optionally report
· PDCCH overhead, for example the number of cancelation indications in the simulation. 
· Detailed modelling shall be described, including at least the following
· For UL cancelation indication: UE monitoring periodicity, processing timeline, cancelation with or without resuming
· For power control: exact power control scheme, e.g. semi-static or dynamic power control with details
· Retransmission modelling


In this contribution we discuss URLLC use case requirements for dynamic multiplexing, and the feasibility of PI and URLLC power boost. 
Discussion
Key identified URLLC use cases and their requirements are listed in Table 1 [2]. Power distribution, factory automation, and AR/VR are expected to deploy a mix of URLLC and eMBB UEs on shared carrier. 
Table 1 Key URLLC use cases
	Use case
	Traffic 
	Latency
	Reliability

	Power distribution
	periodic and aperiodic
	5 ms (e2e) / 2-3 ms (air)
	99.9999%

	Factory automation
	periodic
	2 ms (e2e) / 1 ms (air)
	99.9999%

	AR/VR (Rel-15)
	aperiodic
	1 ms, 4 ms (air)
	99.999%

	Transport industry
	periodic and aperiodic
	5 ms (e2e) / 3 ms (air)
	99.999%



Uplink dynamic multiplexing solutions are useful when URLLC packet transmission timing cannot be predicted. With periodic URLLC traffic, network is aware of the URLLC packet arrival timing, and hence eMBB/URLLC preemption can be avoided by implementation at the gNB scheduler. 
Observation 1: UL dynamic multiplexing methods are not useful with periodic URLLC traffic.
Hence necessity for UL dynamic multiplexing can be studied only based on power distribution and AR/VR use cases as they both use aperiodic traffic. In the following we analyze the worst-case latency scenario to determine the necessity for dynamic multiplexing based on the strict latency requirement of these two use cases (i.e., 2ms and 1ms). We assume that frequency resources are limited, hence URLLC PUSCH must be scheduled on the same frequency resources as eMBB PUSCH. 
[image: ]
Figure 1: Necessity for UL dynamic multiplexing in terms of URLLC latency requirements.

Let us consider an eMBB PUSCH scheduled for an upcoming slot (see Figure 1). We assume that a URLLC SR is received at gNB at the earliest possible symbol while not allowing gNB scheduler an opportunity to allocate URLLC PUSCH resources prior to the starting symbol of eMBB PUSCH. In other words, the following constraint must hold to create the worst-case SR arrival time for latency: 
· K2URLLC + LURLLC > X
where LURLLC is the URLLC PUSCH length (e.g., 4-os), and X is the number of symbols from the URLLC SR position (i.e., symbol index) to the end of its slot (see Figure 1). Note that if URLLC SR arrives at an earlier symbol, gNB can schedule URLLC first before eMBB PUSCH starts without preemption. We omit such possibility with the above constraint to analyze the worst-case scenario. The objective of this analysis is to avoid preemption by scheduling URLLC PUSCH after eMBB PUSCH is completed, and calculate the achievable latency to see if the URLLC latency requirements can be fulfilled without UL dynamic multiplexing.
Let us now denote the length of eMBB PUSCH by LeMBB and the length of URLLC PUSCH by LeMBB (in terms of symbols). The URLLC PUSCH can be scheduled right after eMBB PUSCH without causing preemption as long as the following inequality holds for latency requirement:
· X + LeMBB + LURLLC < T – {SR processing delay at gNB}
where T denotes the maximum acceptable PHY latency (i.e., 1ms or 2ms depending on the use case).
We can now calculate the minimum PHY latency achievable without causing a preemption occurrence under this worst-case scenario. We make the following assumptions first to simplify the calculation. 
· LURLLC = 4
· LeMBB = 14
· SCSURLLC = SCSeMBB = 30 KHz
· K2URLLC is set to minimum N2 capability-2 [3] (i.e., N2URLLC = 5.5 symbols at 30 KHz SCS)
· K2eMBB = is set to minimum N2 capability-1 [3] (i.e., N2eMBB = 12 symbols at 30 KHz SCS)
· SR processing delay at gNB is assumed to be zero
The minimum achievable latency can be computed as follows (in terms of symbols):
·  (
4 symbols
) (
14 symbols
)X   +   {SR processing delay at gNB}   +   LeMBB   +   LURLLC        =   27 symbols ≈ 0.96 ms
 (
0
 symbol
) (
9 symbols
)

The achievable air latency under the worst-case scenario is 0.96 ms for 30 KHz SCS. The rest of the results for all combinations of SCS values are listed in Table 2. Based on these findings, we make the following observation.
Observation 2: UL dynamic multiplexing is not needed to satisfy 2ms URLLC latency requirement for all SCS configurations.
Observation 3: UL dynamic multiplexing is not needed to satisfy 1ms URLLC latency requirement for all 30 KHz and 60 KHz SCS configurations. 
Table 2 Worst-case achievable UL latency (over-the-air) without causing any preemption.
	
	URLLC numerology

	
eMBB numerology
	
	15 KHz
	30 KHz
	60 KHz

	
	15 KHz
	1.86ms
	1.46ms
	1.32ms

	
	30 KHz
	1.36ms
	0.96ms
	0.82ms

	
	60 KHz
	1.11ms
	0.71ms
	0.57ms



We can now re-calculate these latency results by taking into account the possibility of re-scheduling eMBB PUSCH. As long as there is sufficient processing time for eMBB UE to decode another scheduling DCI (i.e., minimum K2’eMBB symbols), the previously assigned eMBB PUSCH transmission can be postponed to another slot by gNB. Specifically, the following constraint must hold to satisfy successful DCI decoding at UE (based on its Rel-15 processing capability):
· K2’eMBB  < Y , where  Y < X - {DCI encoding time at gNB}
where K2’eMBB denotes the K2 parameter for the second scheduling DCI, and Y is the number of symbols from the second DCI position (i.e., symbol index) to the end of its slot (see Figure 2). 
[image: ]
Figure 2: Re-scheduling eMBB PUSCH with a second scheduling DCI.

Let us make the following additional assumptions for the second DCI that intends to re-schedule eMBB PUSCH:
· K2’eMBB is set to minimum N2 capability-2 [3] (i.e., K2’eMBB = 5.5 symbols at 30 KHz SCS)
· DCI encoding time at gNB is assumed to be zero
· If eMBB UE is able to decode the second DCI, its PUSCH shall be postponed to another slot to prioritize uplink resource assignment for URLLC PUSCH.
Now we can calculate the minimum achievable latency for URLLC under the worst-case scenario as follows (in terms of symbols):
· If  K2’eMBB < Y:
· Achievable URLLC latency:
· X + {SR processing delay at gNB} + LURLLC
· Else:
· Achievable URLLC latency:
· X + {SR processing delay at gNB}+ LeMBB + LURLLC

The results for all SCS combinations are listed in Table 3. As shown, URLLC latency performance can significantly improve when eMBB UE PUSCH is re-scheduled by gNB. Note that decoding criterion of re-scheduling DCI depends on available Rel-15 processing capabilities. The calculations have taken into account the cases where eMBB UE processing time was insufficient, and for those cases URLLC PUSCH is scheduled after eMBB PUSCH transmission takes place without re-scheduling (i.e., same analysis used in Table 2). 
Based on the results in Table 3, we have the following observation:
Observation 4: Re-scheduling eMBB PUSCH based on Rel-15 processing times can improve latency performance below 1ms for most SCS scenarios. 

Table 3 Worst-case achievable UL latency (over-the-air) without preemption with eMBB PUSCH re-scheduling.
	
	URLLC numerology

	
eMBB numerology
	
	15 KHz
	30 KHz
	60 KHz

	
	15 KHz
	0.86ms
	1.46ms
	1.32ms

	
	30 KHz
	0.86ms
	0.46ms
	0.32ms

	
	60 KHz
	0.86ms
	0.46ms
	0.32ms



As analyzed, re-scheduling eMBB PUSCH can offer significant latency benefits on URLLC without requiring any additional processing power from eMBB UE beyond available Rel-15 capabilities. 
As some DCI fields may not be required to indicate a re-scheduling command, an existing field can be set to a special value to reliably validate the re-scheduling command at eMBB UE. 
Proposal 1: Re-scheduling an eMBB PUSCH should be supported with minor specification changes. Some DCI fields can be set to a special value for validation. 

Feasibility of PI
Preemption indication (PI) signal suffers from several issues which challenge its feasibility. 

Limited eMBB processing time/blind decoding:
Introducing a new signal will cause extra processing complexity for eMBB UE, as well as consume from available blind decoding budget. 
As shown in our analyses in the previous section, there is no need to suspend an ongoing eMBB transmission as URLLC PUSCH can be scheduled on resources after the eMBB transmission. Key identified URLLC use cases require no less than 1ms air latency, which can easily be achieved without PI. 

Not applicable in TDD mode:
UL PI does not work in TDD mode where eMBB UE cannot receive and transmit at the same time. In comparison to other methods based on power control or eMBB PUSCH re-scheduling, the unique characteristic of UL PI is that it can suspend an ongoing eMBB transmission. However, this is not possible in TDD. PI signal can only be monitored prior to the start of an eMBB transmission, which is not any different from a scheduling command.
 
Not applicable to Grant-free URLLC PUSCH:
PI scheme relies on gNB’s knowledge of an upcoming potential preemption occurrence. This is achieved at gNB when it receives an SR from URLLC UE for a dynamic grant request. Once the gNB scheduler assigns resources for URLLC PUSCH, the potential preemption can be indicated to victim eMBB UE. 
When URLLC UE uses a grant-free configuration to transmit PUSCH, gNB cannot be aware of the preemption before it actually occurs. It is impossible for gNB to use PI to notify eMBB UE when URLLC UE sends PUSCH on grant-free resources.

High signaling overhead:
UL preemption indication needs to be transmitted and monitored in a mini-slot level periodicity and the periodicity should be as short as the minimum possible URLLC transmission duration. High reliability is necessary for the detection of the indication signal, hence it is likely to require large PDCCH resources in frequency. 
If eMBB UEs are configured with different slot formats, the same indication also may need to be transmitted on multiple different symbols for different UEs. 
Fine indication granularity is required for PI in frequency-domain, possibly across the whole BWP of eMBB UEs. This would require a large bitmap size for uplink PI (in comparison, only 14 bits needed for each DL PI field per serving cell).

Based on these challenges, we make the following observation and proposal:
Observation 5: Uplink PI suffers from several issues, including limited eMBB processing time/blind decoding, lack of use in TDD duplex mode, no use with grant-free URLLC, high signaling overhead in DL control resources. 
Proposal 2: UL preemption indication is not supported. 
SLS performance of dynamic multiplexing
Both eMBB and URLLC UEs are simulated with ftp model 3 aperiodic traffic. Mean inter-arrival time between packets is 2ms and 1ms for URLLC and eMBB UEs respectively. Total 10 eMBB and 10 URLLC UEs are simulated in the cell wherein all UEs are configured with 30 KHz subcarrier spacing. For eMBB UE, K2 parameter is set to minimum Rel-15 capability#1 (i.e., 12 symbols for 30 KHz subcarrier spacing [3]) and PUSCH length is 14 symbols. For URLLC UE, K2 parameter is set to minimum Rel-15 capability#2 (i.e., 5.5 symbols for 60 KHz subcarrier spacing [3]) and PUSCH length is 4 symbols.
An eMBB PUSCH is not allowed to preempt any other transmission while a URLLC PUSCH is allowed to preempt any eMBB PUSCH (as long as eMBB UE is capable of decoding PI), but never another URLLC PUSCH. The scheduler can decide an uplink preemption either before an eMBB transmission starts or during the middle of an ongoing eMBB transmission.
[bookmark: _GoBack]The simulation studies 3 different mechanisms. In the first reference case, preemptions are allowed; however no multiplexing scheme is applied, resulting in unmitigated interference on overlapped resources. In the second case, a preemption indication is modeled with a fixed monitoring periodicity (i.e., 2-symbol periodicity) and a minimum eMBB processing time requirement (i.e., 2-symbol PI processing time). As soon as an eMBB UE successfully decodes the PI, the subsequent PUSCH symbols are suspended. Miss-detection probability for PI is not modeled. In the third case, power control commands are modeled in the DCI scheduling URLLC PUSCH to boost or reduce URLLC transmission power. The gNB decides the power control command in advance by estimating the achievable BLER and matching it to 10-6 BLER target. Simulation uses ideal CSI estimation. A full list of our SLS parameters is given in Appendix-A.
For both power control and PI schemes, two different variations are modeled. Power control scheme is evaluated with two different TPC range. The first TPC range is [-3, +3] dB with a uniform step size of 2 dB. The second TPC range is [-5,+5] with the same uniform step size of 2 dB. Preemption indication scheme is evaluated with different ratio of eMBB UEs capable of supporting PI decoding. The first PI case simulates all eMBB UEs as capable of decoding PI while the second PI case simulates only half of the eMBB UEs as capable of decoding PI (i.e., 5 eMBB UEs). For the latter PI case, the scheduler is adjusted to prevent any URLLC PUSCH from preempting a scheduled PUSCH from an eMBB UE that does not support PI decoding. This assumption was necessary to protect URLLC from significant eMBB interference, otherwise PI scheme would not perform well. Table 4 summarizes these evaluation cases.
	Table 4 Evaluated cases of potential schemes in SLS for uplink multiplexing between eMBB and URLLC
	Reference
	Power control-1
	Power control-2
	Preemption indication-1
	Preemption indication-2

	No scheme applied
	TPC values are
 [-3, -1, 1, 3] dB
	TPC values are 
[-5, -3, -1, 1, 3, 5] dB
	All eMBB UEs can decode PI
	Only half of eMBB UEs can decode PI



Figure 3 below shows SINR distribution results.
[image: ]
Figure 3: CDF of URLLC and eMBB SINR (in terms of per-PUSCH and cumulative after HARQ soft-combining).
Power control based solutions can boost URLLC power to overcome co-channel interference. However, it is important to consider power limited scenarios. In these SLS evaluations, only absolute power commands (with no accumulation of power) are considered. Although no fixed power budget is simulated, no more than 3 dB (in the case of ‘power control-1’) or 5 dB (in the case of ‘power control-2’) power boost is allowed for any PUSCH. 
Figure 4 shows percentile statistics collected during SLS runtime for the activated TPC command for all URLLC PUSCH that preempts an eMBB transmission (Note: these statistics have more than 500 data points, each collected from a different PUSCH preemption incident). Interestingly, 5 dB power boost was never used by power control-2. As can be observed also from Figure 3, both power control schemes produce similar SINR performance. 
[image: ]
Figure 4: Statistics of TPC values used by preempting URLLC UEs with range [-3, 3] dB (left) and [-5, 5] dB (right)
Packet latency from SLS
Power distribution has a requirement of 2-3 ms air interface latency. Figure 5 shows distribution of packet latency for URLLC. Latency of a packet is calculated from the time instance it arrives in the queue to the last symbol of the PUSCH transmission. Both PI and power control solutions seem to achieve 2ms latency constraint for most of the transmitted packets. Table 5 provides the exact percentile of packets that cannot meet 2ms requirement. 
[image: ]
Figure 5: CDF of URLLC and eMBB latency 

Table 5 Percentile of URLLC packets that cannot meet 2ms air interface latency requirement
	
	No scheme
	Power control
	Preemption indication

	Percentage of URLLC packets with  >2ms latency
	5.58176 %
	0.45137 %
	0.98280 %



We make the following observation on latency.
Observation 6: Power control solution achieves better latency performance than PI.

Throughput (packet/sec)
Table 6 shows throughput results in terms of packet per second. Due to lack of sufficient simulation time, no packet errors have been simulated for URLLC. Therefore throughput results are inconclusive as they reflect more about spectral efficiency without packet errors. 
Table 6 URLLC throughput and packet error rate (simulation time = 5 seconds)
	
	No scheme
	Preemption indication
	Power control

	Throughput (packet/sec)
	4894
	4932.2
	4952.2

	Packet error rate [%]
	0
	0
	0



Spectral efficiency
Spectral efficieny is measured in terms of the percentage of occupied resources at symbol accuracy. The plots on the left hand side of Figure 6 show the percentage of occupied resources after averaging results from 50 independent simulation runs with each iteration being simulated for 50 ms. On average, more than 80% of resources are allocated. The right-hand side in Figure 6 shows the distribution of resource occupancy rate collected from all iterations and across all time instances. As expected, power control scheme renders a slightly better spectral efficiency than PI.
Observation 7: Power control solution achieves better spectral efficiency than PI.
[image: ]
Figure 6: Percentage of occupied resources over time (left) and distribution of occupied resource ratio (right)
Conclusions
We have the following observations:

Observation 1: UL dynamic multiplexing methods are not useful with periodic URLLC traffic.
Observation 2: UL dynamic multiplexing is not needed to satisfy 2ms URLLC latency requirement for all SCS configurations.
Observation 3: UL dynamic multiplexing is not needed to satisfy 1ms URLLC latency requirement for all 30 KHz and 60 KHz SCS configurations. 
Observation 4: Re-scheduling eMBB PUSCH based on Rel-15 processing times can improve latency performance below 1ms for most SCS scenarios. 
Observation 5: Uplink PI suffers from several issues, including limited eMBB processing time/blind decoding, lack of use in TDD duplex mode, no use with grant-free URLLC, high signaling overhead in DL control resources. 
Observation 6: Power control solution achieves better latency performance than PI.
Observation 7: Power control solution achieves better spectral efficiency than PI.
We have the following proposals:

Proposal 1: Re-scheduling an eMBB PUSCH should be supported with minor specification changes. Some DCI fields can be set to a special value for validation. 
Proposal 2: UL preemption indication is not supported. 
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Appendix - A
Table A: SLS parameters.
	Parameters
	Value

	Simulation time
	5 seconds

	Channel model
	TDL-C (300 ns rms)

	Number of eMBB UEs per cell
	10

	Number of URLLC UEs per cell
	10

	URLLC subcarrier spacing
	30 KHz

	eMBB subcarrier spacing
	30 KHz

	Number of eMBB antennas
	2

	Number of URLLC antennas
	2

	Number of gNB antennas
	4

	Channel coding
	LDPC

	eMBB coding rate
	2/3

	URLLC coding rate
	1/3

	HARQ combining
	Chase combining

	Maximum HARQ re-transmissions per TB
	3

	CSI estimation
	Ideal

	gNB receiver
	MRC

	URLLC traffic
	ftp model 3 with 2ms arrival interval

	eMBB traffic
	ftp model 3 with 1ms arrival interval

	K2 parameter for eMBB
	12 symbols

	K2 parameter for URLLC
	5.5 symbols

	eMBB PUSCH TD allocation
	Type-A, 14 symbols

	URLLC PUSCH TD allocation
	Type-B, 4 symbols

	Total available bandwidth
	100 MHz

	eMBB PUSCH FD allocation
	Contiguous, between 60-100 MHz

	URLLC PUSCH FD allocation
	Contiguous, between 10-50 MHz

	gNB PUSCH decode time (for re-tx timing)
	1.5 * (PUSCH length)

	PI monitoring periodicity
	2 symbols

	PI processing time (for eMBB UEs)
	2 symbols

	Power control
	Absolute only (no accumulation)

	TPC step sizes (for URLLC UEs)
	[-3, -1, 1, 3] dB
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