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[bookmark: _Hlk525601705][bookmark: _Hlk525602213][bookmark: _Hlk510705081]The URLLC L1 study item was approved in RAN#80, and the SID was further updated in RAN1#81 [1]. The following UCI enhancements was included as one of the objectives:
URLLC L1 improvements (RAN1) for further improved reliability/latency and for other requirements related to the use cases identified, 
· PDCCH enhancements. Study focus on Compact DCI, PDCCH repetition, increased PDCCH monitoring capability 
· UCI enhancements. Study focus on Enhanced HARQ feedback methods (increased number of HARQ transmission possibilities within a slot), CSI feedback enhancements
On enhanced HARQ feedback, the following was agreed in RAN1#94:
Agreements: 
· Study further how to enable more than one PUCCH for HARQ-ACK transmission within a slot.

Agreements: 
Study further whether/how to enable enhanced reporting procedure/feedback for HARQ-ACK.
· Enhanced HARQ-ACK multiplexing on PUSCH and PUCCH
· Finer indication for HARQ feedback timing, e.g. symbol-level, half-slot, etc.
· Note: this may be related to more than one PUCCH for HARQ-ACK tx within a slot
· Other enablers are not precluded
It was further agreed in RAN1#95 that:
[bookmark: _Hlk532631075]Agreements:
· Multiple PUCCHs for HARQ-ACK within a slot should be supported in R16.
[bookmark: _Hlk532631135]Conclusion:
For supporting multiple PUCCHs for HARQ-ACK within a slot, companies are encouraged to provide following details when proposing a solution:
· How to separate HARQ-ACK multiplexing windows for different PUCCHs?
· How to indicate the starting symbol of different PUCCHs?
· How to indicate K1, e.g. in unit of slot, half-slot, a number of symbols or symbol?
· How to determine dynamic HARQ codebook?
· How to determine semi-static HARQ-ACK codebook?
· How to configure PUCCH resource sets, e.g. reuse R15 PUCCH resource set configurations or not?
· How to determine PUCCH resource for each PUCCH?
· How to do PUCCH resource overriding for HARQ-ACK multiplexing?
· Maximum number of PUCCH transmissions for HARQ-ACK allowed in a slot?

CSI feedback enhancements have also been discussed in RAN1#94 and the following agreement has been reached:
Agreements:​
Study the need for enhanced CSI reporting/measurement mechanisms. E.g.,  ​
· DMRS based CSI​
· A-CSI on PUCCH​
· Trigger by DL assignment​
· Enhanced CSI reporting mode​
· Other approaches are not precluded
It was also discussed in RAN1#95 but there were no further agreements.
In this contribution, the enhancements for HARQ feedback and CSI feedback are considered. In Section 2, we discuss how to support more than one PUCCH for HARQ-ACK transmission in a slot, and the corresponding HARQ-ACK feedback procedure for URLLC, considering mixed URLLC and eMBB traffic. In Section 3, we discuss CQI reporting mode enhancements. In Section 4 we provide our views on other CSI reporting enhancements with respect to ‘DMRS based CSI’, ‘A-CSI triggering by DL assignment’ and ‘A-CSI on PUCCH’ noted in the RAN1#94 agreement.
Enhanced HARQ-ACK Feedback
Multiple PUCCHs for HARQ-ACK feedback in a slot
In terms of how to enable more than one PUCCH for HARQ-ACK in a slot, the discussion status of different approaches were summarized in [2] as follows:
	Discussion status:
How to support multiple HARQ-ACKs for URLLC within a slot?
· Opt.1: Sub-slot-based HARQ-ACK feedback procedure
· A UL slot is partitioned into sub-slots for PUCCH transmission. 
· Starting symbol for PUCCH is indicated relative to the sub-slot boundary based on PUCCH resource set configuration.
· Opt.1a: K1 is indicated in unit of sub-slot.
· The R15 scheme for semi-static and dynamic HARQ-ACK codebook determination and overriding of PUCCH resource is reused in unit of sub-slot.
· Opt.1b: K1 is indicated in unit of slot and R15 PUCCH resource sets configuration is reused.
· Semi-static and dynamic HARQ-ACK codebook determination and overriding of PUCCH resource is based on sub-slot and ending symbols of PUCCH resources
· Opt.1c: K1 is indicated in unit of slot. Grouping PDSCH. Each PDSCH group is mapped to a PUCCH based on K1 and PRI indication.
· Dynamic HARQ-ACK codebook determination and overriding of PUCCH resource is based within the group.
· To be clarified: Semi-static HARQ-ACK codebook determination
· Opt.2: Symbol-level K1 indication and reference point is the last symbol of PDSCH
· Details to be clarified.
· Opt.3: UE chooses the earliest PUCCH resource satisfying the processing timeline.
· Details to be clarified.



As a lot of details were unclear, the categorization does not seem to be the best in our view. Here we share our understanding of different options and re-categorize them as follows (with explanations followed afterwards):
· Opt.1: Sub-slot-based HARQ-ACK feedback procedure
· A UL slot is partitioned into sub-slots for PUCCH transmission. 
· Starting symbol for PUCCH is indicated relative to the sub-slot boundary based on PUCCH resource set configuration.
· Opt.1a: K1 is indicated in unit of sub-slot. Starting symbol for PUCCH is indicated relative to the sub-slot boundary based on PUCCH resource set configuration.
· The R15 scheme for semi-static and dynamic HARQ-ACK codebook determination and overriding of PUCCH resource is reused in unit of sub-slot. 
· Opt.1b: K1 is indicated in unit of slot and R15 PUCCH resource sets configuration is reused.
· Semi-static and dynamic HARQ-ACK codebook determination and overriding of PUCCH resource is based on the sub-slot and where the starting or ending symbols of PUCCH resources fall in
· Note: There may be other options (other than Opt. 1a/1b) to configure/indicate K1 and PUCCH resource sets.
· Opt.1c: K1 is indicated in unit of slot. Grouping PDSCH. Each PDSCH group is mapped to a PUCCH based on K1 and PRI indication.
· Dynamic HARQ-ACK codebook determination and overriding of PUCCH resource is based within the group.
· To be clarified: Semi-static HARQ-ACK codebook determination
· Opt.2: Symbol-level K1 indication and reference point is the last symbol of PDSCH
· Details to be clarified.
· Opt.3: UE chooses the earliest PUCCH resource satisfying the processing timeline.
· Details to be clarified.
· Opt.4: PDSCH grouping based HARQ-ACK feedback procedure
· Each PDSCH belongs to a PDSCH group, implicitly or explicitly indicated.
· The R15 scheme for semi-static/dynamic HARQ-ACK codebook determination and overriding of PUCCH resource is reused within each PDSCH group.
· Reuse R15 signaling for K1 and PUCCH resource set configuration

Opt. 1 represents the category where sub-slot-based HARQ-ACK feedback is used, and the HARQ-ACK codebook determination and PUCCH resource overriding reuse Rel-15 mechanisms, by replacing slots with sub-slots. This is illustrated in Figure 1.
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Figure 1 Illustration of sub-slot-based HARQ-ACK feedback (Opt. 1)
Opt. 1a and 1b differ only in the detailed signalling design for HARQ-ACK timing and PUCCH resource indication. The difference between the two is actually quite minor. To allow the same flexibility in resource indication, Opt. 1a requires more bits for K1 indication, while Opt. 1b requires more bits for PRI indication, but the overall number of bits needed for K1 and PRI in DCI can be similar. Opt. 1b would require more entries in PUCCH resource set configuration, leading to more overhead for RRC signalling. But otherwise the difference between the two signalling approaches is small.
Other details that need to be discussed for sub-slot-based approach include e.g.:
· Whether PUCCH is allowed to cross sub-slot boundary
· PUCCH should be allowed to go cross sub-slot boundary, especially if the sub-slot duration is small. It also seems that there may be not much extra complexity to support PUCCH crossing sub-slot boundary. But as in Rel-15, PUCCH should still not be allowed to cross the slot boundary.
· How many sub-slots in a slot
· A fixed number of sub-slots (e.g. 2 or 4) can be restrictive. If the numbers and patterns are to be pre-defined, multiple number of sub-slots per slot are needed, which should include at least 2 and 4. Configurable number of sub-slots and the corresponding sub-slot definition would provide all the flexibility.

The current description of Opt. 1c is unclear, especially how it fits into the framework of sub-slot-based approach. In fact PDSCH grouping can be an alternative to sub-slot-based approach. Rather than using sub-slots to enable multiple PUCCHs, a PDSCH grouping indication can be provided, so that the R15 scheme for semi-static/dynamic HARQ-ACK codebook determination and overriding of PUCCH resource is reused within each PDSCH group. As long as the PUCCHs for different PDSCH groups do not overlap in time, they can all be potentially transmitted. The number of PDSCH groups would govern how many PUCCHs can be potentially supported in a slot. This is listed as Opt. 4 above, noted as ‘PDSCH grouping based HARQ-ACK feedback procedure’ and is illustrated in Figure 2. 
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Figure 2 Illustration of PDSCH grouping based HARQ-ACK feedback (Opt. 4)
Opt. 2 is not a complete solution by itself because it only describes the signalling of HARQ-ACK timing but does not describe how the HARQ-ACK codebook is generated and whether/how to enable PUCCH resource overriding. It can work together with sub-slot based approach, which then can be considered as a special case of Opt. 1a with each sub-slot being one symbol. Therefore this does not need to be listed (or considered) as a separate option and therefore is suggested to be removed.
Opt. 3 needs clarification on details on e.g. how the PUCCH resource is determined exactly, how HARQ-ACK codebook is generated, etc. Without the details, it is not possible to analyse the exact pros and cons. But generally speaking this seems to provide very limited flexibility in terms of PUCCH resource allocation from gNB perspective, which is not desirable.
Proposal 2-1: For the support of multiple PUCCHs carrying HARQ-ACK within a slot, down-select between sub-slot-based HARQ-ACK feedback procedure (Opt. 1) and PDSCH grouping based HARQ-ACK feedback procedure (Opt. 4).
Support of HARQ-ACK feedback for mixed URLLC and eMBB traffic in a UE
Section 2.1 discussed different options for supporting multiple PUCCHs for HARQ-ACK in a slot, which is considered necessary for supporting URLLC. However, the discussions do not address the issue of how to handle the HARQ-ACK feedback for mixed URLLC and eMBB traffic.
There are three options in terms of whether to allow the multiplexing of HARQ-ACK bits for URLLC and eMBB:
1. Option A: HARQ-ACK bits for URLLC and eMBB are not multiplexed. URLLC and eMBB follow separate and independent HARQ-ACK feedback procedure. URLLC HARQ-ACK is prioritized when the transmission of URLLC HARQ-ACK and eMBB HARQ-ACK overlaps.
· Traffic differentiation between URLLC and eMBB (implicit or explicit) is needed.
· In this case it makes sense for eMBB traffic to follow Rel-15 HARQ-ACK feedback procedure, and URLLC can follow the newly defined procedure for multiple PUCCHs per slot when necessary.
· The drawback is that whenever an overlap occurs, eMBB HARQ-ACK bits would be dropped, which impacts eMBB throughput.
2. Option B: HARQ-ACK bits for URLLC and eMBB are always multiplexed. There is no traffic differentiation for HARQ-ACK multiplexing purpose.
· For example, if sub-slot-based approach is adopted and configured, it means that eMBB will also follow the same procedure.
· This may impact the reliability of HARQ-ACK performance for URLLC due to larger payload size and/or larger latency with multiplexing of eMBB and URLLC HARQ-Ack.
· If further prioritization among URLLC and eMBB HARQ-ACK, CSI, SR, PUSCH is to be supported, traffic differentiation would still be necessary.
3. Option C: Multiplexing of HARQ-ACK bits for URLLC and eMBB can be enabled or disabled.
· This provides flexbility to the gNB to control whether to multiplex or not. If multiplexing does not affect the performance of URLLC HARQ-ACK bits, or if the impact is acceptable, the gNB can enable it; otherwise it can be disabled.
· Option C-1: semi-static enabling/disabling of multiplexing (semi-static configuration of either Option A or Option B)
· Option C-2: dynamic enabling/disabling of multiplexing
· Dynamic enabling and disabling would allow the gNB to dynamically decide whether to multiplex URLLC and eMBB HARQ-ACK depending on whether the multiplexing would degrade the performance of URLLC HARQ-ACK transmission e.g. based on the payload size and/or transmission time.
· Whether traffic differentiation between URLLC and eMBB (implicit or explicit) is needed should be further discussed. It may also depend on the mechanism to support multiple PUCCHs in a slot.
· Having traffic differentiation is always an option, but there are also other ways to achieve the control of multiplexing without directly identifying the traffic type, e.g. by using PDSCH grouping.
· For example, if Opt. 4 (PDSCH grouping) is adopted, PDSCH grouping indication can also be used to dynamically control the multiplexing of URLLC and eMBB HARQ-ACK, without requiring the UE to know which PDSCH carries URLLC or eMBB traffic. If a URLLC PDSCH and an eMBB PDSCH have the same PDSCH grouping indication, their HARQ-ACK bits are multiplexed together; otherwise separate HARQ-ACK codebooks are generated, i.e. no multiplexing of HARQ-ACK bits for URLLC and eMBB.
· On the other hand, if sub-slot-based approach is adopted, PDSCH grouping can be used on top of that to control the multiplexing of URLLC and eMBB HARQ-ACK.

Overall we think Option A and B are both too restrictive, and some flexibility that allows gNB to control the multiplexing is desirable. Therefore, we propose:
Proposal 2-2: Multiplexing of HARQ-ACK bits for URLLC and eMBB traffic can be enabled or disabled by the gNB.
· FFS details such as traffic differentiation, semi-static and/or dynamic enabling/disabling, etc.

HARQ-ACK priority
One of the issues that needs to be considered after HARQ-ACK codebook determination and PUCCH resource determination is how to handle the prioritization compared to other UCI and PUSCH in case of overlapping (assuming the UE does not support simultaneous transmission of multiple UL channels), or whether any kind of prioritization for URLLC HARQ-ACK is necessary/beneficial.
HARQ-ACK priority for URLLC traffic depends on whether HARQ retransmission is possible within the latency budget. If the latency requirement is very stringent, and it is not possible to have a HARQ retransmission, the HARQ-ACK feedback information for URLLC is not useful at all. In this case it does not make sense to give URLLC HARQ-ACK high priority. But if HARQ retransmission is possible, it would make sense to give URLLC HARQ-ACK higher priority so that the URLLC ACK/NACK gets transmitted with higher reliability. It may be argued that even if URLLC HARQ-ACK is dropped, the consequence is simply that the gNB may do unnecessary retransmission, which does not affect either latency or reliability of URLLC traffic. Even though this is true, URLLC traffic is delivered in a much less resource efficiency way compared to eMBB taffic due to the high reliability requirement. So it still makes sense to prioritize URLLC HARQ-ACK over eMBB HARQ-ACK, so that URLLC HARQ-ACK is not dropped to prevent unnecessary retransmission. Therefore it is beneficial to support a mechanism to indicate such HARQ-ACK priority, and the gNB can enable it when needed.
There are different ways to indicate HARQ-ACK priority for each PDSCH (note that HARQ-ACK priority is not equivalent to URLLC/eMBB traffic differentiation, even though traffic type is one of the consideration factors for determining HARQ-ACK priority). Two levels of priority, high and low, are considered sufficient, and eMBB traffic would map to low priority. Possible ways for HARQ-ACK priority indication include implicit approaches such as using different RNTIs, different DCI formats, different search space sets, or implicit mapping with HARQ-ACK timing indication, and explicit approach by having an explicit DCI field. Using any implicit approach would introduce some restricition in gNB resource scheduling, it may not be able to differentiate the cases where HARQ retransmission is possible vs. impossible. So the preferred approach is to use explicit signalling by having a field in DL assignment. However, it can be considered further whether this is a dedicated field or it can be a joint field with other purposes such as traffic identification, multiplexing indication etc.
Proposal 2-3: HARQ-ACK priority (e.g. high or low priority) for a PDSCH can be indicated explicitly via a DCI field in DL assignment.
· FFS possible interaction with other potential functions such as traffic identification, multiplexing indication, etc.

Other multiplexing and prioritization issues
HARQ-ACK multiplexing for URLLC and eMBB has been discussed in Section 2.2. The remaining multiplexing issues include the multiplexing of high priority HARQ-ACK with SR, CSI and PUSCH. In addition, we also need to consider how to handle the cases when the PUCCH carrying high priority HARQ-ACK overlaps with other PUCCH/PUSCH.
For SR, it would make sense to at least allow SR for some URLLC traffic to be multiplexed together with the high priority HARQ-ACK on PUCCH, because (1) the SR for some URLLC traffic has low latency requirement; (2) SR is a single bit, and existing multiplexing mechanism can be reused without affecting reliability much. Moreover, even if the SR is for eMBB traffic but if impact of multiplexing SR with high priority HARQ-ACK is acceptable from both latency and reliability point of view, the multiplexing could also be allowed. This means that we need a mechanism to determine which SRs can be multiplexed with high priority HARQ-ACK. RRC configuration could be one approach. Another reasonable approach without introducing new higher layer signalling would be to determine implicitly based on SR periodicity and/or duration. For example, a SR configuration may be assumed to have low latency requirement, and allowed to be multiplexed with high priority HARQ-ACK, if the periodicity is less than a slot. Duration can also be part of the consideration because if SR duration is too long, multiplexing it with HARQ-ACK may introduce additional delay for HARQ-ACK.
Proposal 2-4: Some SRs can be multiplexed with high priority HARQ-ACK on a PUCCH.
· FFS how to determine which SRs (implicit or explicit)

On whether CSI can also be multiplexed with high priority HARQ-ACK, we should at least support an operation where such multiplexing is not performed. This is to ensure that the reliability is not degraded due to larger payload size. For periodic CSI (P-CSI) carried on PUCCH, we do not see a strong motivation to support the multiplexing of P-CSI and high priority HARQ-ACK. The reason includes: (1) P-CSI generally has a relatively large payload size compared to URLLC HARQ-ACK, which could affect the PUCCH reliability. (2) P-CSI generally speaking does not have low latency and/or high reliability requirements, even if it is configured for URLLC traffic.
Proposal 2-5: Periodic CSI is not multiplexed with high priority HARQ-ACK on a PUCCH.

In terms of the handling of multiplexing/prioritization in case of multiple PUCCH(s)/PUSCH(s) overlapping in time, the first question to answer is whether the UE could support parallel transmissions of multiple channels. In Rel-15, it was decided not to support parallel transmission. A decision would also need to be made for Rel-16 before discussing how to handle multiplexing/prioritization.
Observation 2-1: It needs to be decided whether a UE can support parallel transmissions of multiple UL channels in Rel-16.
The following discussion assumes that the UE does not support parallel transmissions of multiple channels.
Regarding the overlapping of this PUCCH carrying high priority HARQ-ACK and other PUCCHs (which can carry regular HARQ-ACK regular SR, CSI), it is obvious that it should have higher priority than other PUCCHs. Prioritization behaviour can be defined as one of the following:
1. The lower priority PUCCH is punctured by the higher priority PUCCH.
2. The lower priority PUCCH is stopped when the higher priority PUCCH starts, and it does not resume afterwards.
Proposal 2-6: PUCCH carrying high priority HARQ-ACK has higher priority than other regular PUCCH. FFS the exact handling of the lower priority PUCCH.
If this PUCCH overlaps with PUSCH, the question is whether to multiplex high-priority HARQ-ACK/SR on PUSCH, or to prioritize one channel over the other.
For eMBB PUSCH (typically with a long duration), if we multiplex HARQ-ACK/SR on the PUSCH, it may cause additional delay, which is not desirable for high priority HARQ-ACK/SR. So it would be better not to allow the multiplexing of high-priority HARQ-ACK/SR on PUSCH, at least when the PUSCH ends much later than PUCCH. Further, PUCCH should ideally take higher priority than eMBB PUSCH.
On the other hand, for URLLC PUSCH, it would be desirable to transmit the URLLC PUSCH as otherwise the UL URLLC latency would be impacted. At the same time, it makes sense to allow the multiplexing of high priority HARQ-ACK/SR on URLLC PUSCH, to avoid dropping high priority HARQ-ACK/SR. However, to support such kind of behaviour, we would need to identify URLLC (i.e. high-priority) PUSCH vs. regular/eMBB (i.e. low priority) PUSCH. Dynamic signalling in the UL grant to indicate the PUSCH priority would be one way to identify.
Alternatively, to avoid the explicit identification of (high-priority) URLLC PUSCH, the PUSCH duration could be used to decide whether to multiplex high priority HARQ-ACK/SR on PUSCH. The rationale is that as long as the PUSCH does not end much later than PUCCH, allowing multiplexing would not introduce much additional delay. Moreover, URLLC PUSCH tend to use a smaller duration in order to achieve the low latency.
Proposal 2-7: Consider the identification of high priority PUSCH, to facilitate the multiplexing/prioritization between PUSCH and UCI.
Proposal 2-8: Explicit or implicit mechanism is introduced to determine whether to multiplex high priority HARQ-ACK/SR on a PUSCH. FFS the exact mechanism.

CQI reporting mode enhancements for URLLC

It is well-known that both downlink scheduling and link adaptation decisions are based on CQI feedback information from the UEs, and hence also the URLLC downlink performance depends heavily on the CQI. For NR Rel-15, the basic CQI design was agreed. Among others, it includes new CQI mapping tables for BLER targets of 1E-1 and 1E-5, where the CQI table for URLLC with target BLER of 1E-5 is composed of 16 entries, including one entry of “out of range”. We assume the NR Rel-15 CQI tables and BLER targets to be sufficient also for Rel-16, but that new reporting modes for the UE to decide which of the CQI entries in the Rel-15 defined CQI tables to report are needed. As we will discuss in this contribution, multi-cell networks with URLLC traffic suffer from fast random (and often unpredictable) interference fluctuations due to the bursty nature of URLLC traffic (e.g. Poisson arrival of URLLC payloads of 32-200 bytes per link). The aforementioned interference fluctuations make it difficult to conduct accurate gNB scheduling and link adaptation decisions as the experienced SINR at the UE varies all the time. Hence, the experienced SINR at the UE at the time of the CQI measurements might likely be different than that at the time of the actual gNB PDSCH transmission, due to CQI reporting delays and other latencies such as e.g. gNB processing times. To overcome such problems at gNB side, we propose a simple solution in this contribution. The presented solution is in line with earlier proposals also put forward during NR Rel-15 discussions.
This section is organized as follows. Section 3.1 discusses important aspects of the URLLC link adaptation, whereas Section 3.2 describes the proposed CQI reporting format. System-level performance results are presented in Section 3.3. 
Discussion on URLLC Link Adaptation
URLLC requirements entail the transmission of small packets with as low as 0.5~1ms latency budget and 10-5 or 10-6 probability of success criteria. The BLER that each URLLC payload transmission needs to fulfil is not necessarily 10-5 (single-shot transmission), but can be higher if the associated latency budget, control channel reliability, and HARQ round-trip-time allow one or more HARQ-based or HARQ-less retransmissions. For example, assuming a sufficiently short and reliable HARQ operation, two HARQ transmissions may be allowed within a 1ms latency budget: an initial one with a moderate BLER (e.g. 10-2 - 10-3), and a second transmission with a BLER of no higher than 10-5. 
One challenge for accurate link adaptation (and scheduling) of small payloads with URLLC constraints relates to radio channel and interference variations. The radio channel is obviously subject to both time- and frequency-domain variations. Given that URLLC payloads are generally quite small (32 to 200 bytes as per 3GPP NR URLLC traffic assumptions), they are often scheduled over less PRBs than available within the total carrier bandwidth, offering little frequency domain averaging if localized resource allocation is used, while some frequency diversity can be achieved with distributed resource allocation. In addition, the UEs experienced SINR is also highly time-variant due to rapid load fluctuations of the neighbouring cells. As an example, Figure 1 presents a time trace of the allocated PRBs of a cell serving a set of URLLC users (obtained from dynamic system-level simulations). 
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Figure 1: Time trace of the downlink PRB allocation in one cell serving URLLC traffic. A colour identifies one UE which is served in the downlink direction.
As can be seen from Figure 1, the PRB activity is a time-variant random process, which causes the experienced SINR at the different UEs to also be highly time-variant (due to variations of the experienced other-cell interference). This implies that if a UE measures the SINR on certain PRB (or set of PRBs) at a given time, it might be several dBs different shortly after (say from one TTI to another). It is therefore challenging to accurately track time- and frequency-variants of the UE experienced SINR due to delays in measuring, formatting, and reporting CSI to the gNB, as well as processing delays at the gNB for using the received CSI for downlink transmissions. These fast variations of the SINR in both time- and frequency domain also imply limited benefit of frequency-selective CQI as compared to wideband CQI reports.
Observation 3-1: The highly-variant channel quality due to the rapidly-varying cell activity represents a challenge for accurate URLLC link adaptation. In these scenarios, frequency-selective CQI reports may have limited benefit over wideband CQI reports.
To deal with this challenge, it is beneficial that the CQI report includes information on the worst case SINR conditions experienced at a given time, i.e. the tail of the user channel quality distribution, as an indication of the worst-case interference. This is especially important for URLLC, where the small payload transmissions may only occupy one or a few subbands and, assuming no coordination between cells, it could be subject to high inter-cell interference. In the following subsection, we discuss a CQI reporting mode that provides information on the channel quality experienced on the worst subband or, more generically, on the average of the worst-M subbands. 
Observation 3-2: For URLLC link adaptation, it is beneficial to have knowledge on the worst case SINR conditions experienced by the UE at a given time, i.e. the tail of the user channel quality distribution.

2.2 CQI Reporting Mode for URLLC
In the proposed CQI reporting mode, the UE shall report to the gNB: i) a wideband CQI value, that at maximum will result in a BLER of 10-X (X ∈ [1,5], as agreed for NR Rel-15) if the gNB schedule a payload with transmission parameters (modulation and coding scheme) according to the recently received CQI over the entire band; and ii) a CQI value that results in a maximum BLER of 10-X if transmitting only over the worst-M subbands.

The CQI value of the worst-M subbands could be encoded differentially relative to the respective wideband CQI, as typically assumed in LTE. The proposed CQI reporting mode is similar to the Best-M reporting mode in LTE [1]; however, this scheme applies the opposite criterion when sorting the channel quality measurements, and does not include information on the positions of the M-worst subbands due to the limited benefit of frequency-selective information as discussed in Section 2.1. Including wideband CQI information in the report provides large flexibility to the radio resource scheduler at the gNB; For instance, based on the allocated bandwidth, the selected MCS can correspond to the wideband CQI (for wideband allocation), worst-M CQI (for some random narrow-band allocation), and e.g. interpolate for allocation sizes in between. 
The value of M can be higher-layer configured e.g. in line with the expected allocation size (#PRBs) of each URLLC payload versus the size of the subband. A simpler alternative consists of fixing the value of M in the specs (e.g. using different settings of M depending on the carrier bandwidth and/or the sub-band measurements bandwidth and/or subcarrier spacing). As an example for the presented proposals, a URLLC UE could be configured to e.g. monitor the channel quality over a total bandwidth of 20MHz with a sub-band resolution of 8-PRBs (assuming 15kHz SCS), measuring on slot-resolution, and reporting the single CQI value every 5ms. 
Recall that the presented solution relies on similar philosophy as used for LTE CQI reporting mode 2-0, where the UE also monitor the channel quality on multiple subbands, and reports only for the selected sub-bands that have the highest quality. However, for the considered URLLC use case, we suggest having the reporting for the lowest measured channel quality, as this is what’s most important for URLLC use case, given the challenging outage requirements for such traffic cases. 
Proposal 3-1: The UE can be configured to report to the gNB the CQI associated with the worst-M subbands for the defined target BLER, in addition to the wideband CQI. The details on the definition of the value of M, subband sizes as well as the coding of the two reported CQI values are FFS.

Performance Results
In this section, system-level simulation results are presented to demonstrate the benefits of the CQI report mode of wideband CQI combined with worst-M CQI discussed in Section 2.2. A summary of the simulation assumptions is found in Appendix A. The adopted network scenario is Urban macro as defined in [3] for URLLC system-level evaluation. A physical layer configuration with 15 kHz subcarrier spacing and 0.143ms (2 OFDM symbol) mini-slot duration is considered. A 4 TTIs HARQ RTT is considered which allows one retransmission within the 1ms latency budget. The assumed subband size is 8 PRBs, resulting in 13 subbands for the considered 20 MHz carrier bandwidth. A set of 210 URLLC UEs are uniformly distributed across the network (average of 10 UEs per cell). Each UE is configured with unidirectional FTP3 downlink traffic with 50 Bytes packet size, and average offered load of 1 Mbps per cell. In addition, an average of 5 eMBB UEs are deployed in each cell with a bursty traffic model as described in Appendix A. The average PRB utilization in the network is approximately 10%.
Three CQI reporting formats are studied: i) wideband CQI, ii) standard frequency-selective CQI where one value per subband is reported, and iii) Worse-3 CQI as discussed in section 2.2. Figure 2 shows the 10-5-th percentile of the URLLC latency distribution (left) and the experienced first transmission BLER of the URLLC payloads (right). With the standard frequency-selective CQI, the gNB favours scheduling of the URLLC payloads on the subbands with the highest channel quality and with the MCS corresponding to the CQI on those subbands. Due to the fast load (and interference) variations in the network, the resulting first-transmission BLER (~10-3) is not sufficiently low to achieve the 1ms URLLC latency target. Similar performance is obtained with the wideband CQI, which corroborates our previous observation on the limited benefits of frequency-aware scheduling. With wideband CQI, the gNB performs a spread (random) allocation with a MCS corresponding to the average channel quality experienced over the entire bandwidth; however, as the allocation size is typically small (few PRBs), there is a non-negligible probability of experiencing high interference on the selected resources. In contrast, by reporting to the gNB the average CQI of the Worse-3 subbands, a more appropriate (conservative) MCS is selected, which reduces considerably the achieved BLER and thus the experienced latency (on randomly selected frequency resources).
[image: ]        [image: ]    
Figure 2: URLLC latency performance at the 10-5-th percentile (left) and first transmission BLER (right).


CSI feedback enhancements for URLLC
Based on the RAN1#94 agreement, the following three other CSI feedback enhancements have been explicitly mentioned:
1. DMRS based CSI
2. A-CSI on PUCCH
3. Trigger by DL assignment
Based on the discussions in RAN1#95 and other companies’ contributions submitted to RAN1#95, the relation of these 3 bullet points had been unclear, specifically the definition of ‘CSI’ and ‘A-CSI’ in this respect. 
The term ‘DMRS based CSI’ seems to be more generically referring to determination of the channel quality based on the actual scheduled PDSCH transmission (of a certain resource allocation, transmission rank and gNB TX precoding). The UE may apply depending on UE implementation the DMRS associated with the PDSCH transmission (as directly implied by the 1st bullet) or the DL-SCH data itself (LLRs etc.) to determine the channel quality for this transmission. The channel quality may be given by a certain PDSCH transmission associated CQI, ‘CQIPDSCH’, which could then be fed back together with the HARQ-ACK information of the scheduled PDSCH on PUCCH. The details on the signalling including, e.g. if this channel quality is fed back as an absolute value or relative to the applied MCS of the associated PDSCH or if CQIPDSCH is to be fed back only for NACK or both ACK & NACK are of course for further study. Moreover, the feedback of this PDSCH based CQI is actually actively triggered by the related DL assignment (in relation to the 3rd bullet), as either a field in the DCI could trigger the feedback explicitly or if based on higher layer configuration this additional CSI information would be triggered implicitly through the DL assignment of the associated PDSCH. 
Independently, such actual ‘PDSCH based CQI’ would need to be regarded clearly as aperiodic CSI on PUCCH (related to bullet 2) and would be triggered for scheduled URLLC PDSCH explicitly or implicitly through the DL assignment (related to bullet 3). 
Another interpretation of the last two bullets would be, to enable the CSI-RS based A-CSI measurement to be triggered from a DL assignment. Comparing to Rel-15 NR operation, the A-CSI measurement and reporting would be triggered from a DL assignment or group common PDCCH (in contrast to the UL grant in Rel-15) and the A-CSI information would be carried on PUCCH (in contrast to to PUSCH in Rel-15). Compared to the ‘PDSCH based CQI’ of the previous paragraph, the A-CSI measurement for this operation mode would be based on CSI-RS and independent of the details of the scheduled PDSCH in the DL (such as transmission rank, resource allocation, gNB TX precoding etc.). Based on the contributions submitted to RAN1#95, there are three options to trigger the CSI-RS based A-CSI measurement, i.e., an explicit CSI triggering field in the DL-scheduling DCI, group common PDCCH, or implicitly triggered according to the PDSCH decoding outcome. As mentioned by some companies in their contributions to RAN1#95, there is concern about the ambiguity in PUCCH resource determination for implicit triggering method. Moreover, group common DCI may not be beneficial, since the A-CSI is needed when there is DL transmission only, which does not necessarily apply to a group of UEs. Therefore, the explicit triggering solution using a dedicated CSI triggering field in the DL-scheduling DCI is the most sufficient among the three options.

From the contributions to RAN1#95, there are two main options for the PUCCH resource allocation for A-CSI including whether to multiplex the A-CSI report with HARQ-ACK in the same PUCCH resource or to separate the PUCCH resources for A-CSI and HARQ-ACK. The latter option may require a dedicated PUCCH resource set and K1 configurations as well as a dedicated PUCCH resource indicator for A-CSI. Therefore, the multiplexing of A-CSI and HARQ-ACK could be considered. However, as pointed out by some companies in their respective RAN1#95 contributions, the UE preparation time of this CSI-RS based CSI measurement report including rank, precoding/beam & CQI information will be longer than the PDSCH HARQ-ACK UE preparation time and therefore, the HARQ-ACK of the scheduled PDSCH may be reported earlier than the DL assignment triggered A-CSI report on PUCCH, which requires further studies on the PUCCH indication for A-CSI reporting on PUCCH. However, as the capacity of PUCCH is rather limited (compared to PUSCH) only a subset of the CSI reporting types may be supported. This could help to reduce the CSI-RS based CSI computation time since only a part of the CSI feedback is needed first to be transmitted together with the HARQ-ACK of the PDSCH scheduled by the DCI that triggers the A-CSI report. The rest of the A-CSI feedback would be multiplexed with the HARQ-ACK of the next PDSCH transmission or later transmitted on PUSCH.
Finally, it should be noted that such CSI-RS based A-CSI triggering enhancement is not specific to URLLC operation but should be considered as a generic Rel-16 CSI enhancement to reduce the DL control load, as the measurement & reporting is to be regarded independently of the traffic type of PDSCH. 
Observation 4-1: The terms ‘DMRS based CSI’, ‘A-CSI on PUCCH’ and ‘Triggering through DL assignment’ in the RAN1#94 agreement are not very clear and seem to cause some confusion in RAN1. 
To summarize the discussions here, we think that RAN1 would need to clarify a bit better the terms of the RAN1#94 agreement to proceed on detailed studies of the overall envisioned CSI reporting enhancements. 
· The term ‘DMRS based CSI’ based on our understanding is actually not a full CSI report but only a CQI estimate based on the associated transmitted PDSCH using DM-RS or any other method in the UE – and therefore we think the term ‘PDSCH based CQI’ or similar is a more descriptive term there.  
· The term ‘A-CSI on PUCCH’ may refer to the ‘PDSCH based CQI’ or may refer to traditional ‘CSI-RS based A-CSI’ measurement being independent of the assigned PDSCH. 
· The term ‘Triggering by DL assignment’ again might refer to the (explicit or implicit) triggering of the ‘PDSCH based CQI’ or the explicit triggering of (full) ‘CSI-RS based A-CSI’ measurements & reporting on PUCCH.  
   

As discussed above, CSI-RS based A-CSI measurement reporting triggered by DL assignment is a generic enhancement for reducing DL control overhead, not a URLLC specific enhancement. Furthermore, it has specification impact on various aspects such as the signalling for DL trigger, PUCCH resource to carry A-CSI, determining which measurements can be included, etc. Considering the large number of topics to be studied in the URLLC PHY SI and the very limited time, it is proposed that:
Proposal 4-1: CSI-RS based A-CSI measurement reporting triggered by DL assignment is not further investigated in the URLLC PHY SI.
Proposal 4-2: RAN1 to study PDSCH based CQI measurement & reporting
· Whether CQI estimation is based on PDSCH DMRS or DL-SCH data is up to UE implementation
· CQI measurement report to be carried on PUCCH (together with the associated Ack/Nack)
· CQI measurement reporting details are FFS
· CQI measurement triggering through DL assignment
· Detailed signalling mechanism (e.g. explicit or implicit) is FFS

Conclusion
On HARQ feedback enhancements in Section 2, we have the following observation and proposals:
Proposal 2-1: For the support of multiple PUCCHs carrying HARQ-ACK within a slot, down-select between sub-slot-based HARQ-ACK feedback procedure (Opt. 1) and PDSCH grouping based HARQ-ACK feedback procedure (Opt. 4).
Proposal 2-2: Multiplexing of HARQ-ACK bits for URLLC and eMBB traffic can be enabled or disabled by the gNB.
· FFS details such as traffic differentiation, semi-static and/or dynamic enabling/disabling, etc.
Proposal 2-3: HARQ-ACK priority (e.g. high or low priority) for a PDSCH can be indicated explicitly via a DCI field in DL assignment.
· FFS possible interaction with other potential functions such as traffic identification, multiplexing indication, etc.
Proposal 2-4: Some SRs can be multiplexed with high priority HARQ-ACK on a PUCCH.
· FFS how to determine which SRs (implicit or explicit)
Proposal 2-5: Periodic CSI is not multiplexed with high priority HARQ-ACK on a PUCCH.
Proposal 2-6: PUCCH carrying high priority HARQ-ACK has higher priority than other regular PUCCH. FFS the exact handling of the lower priority PUCCH.
Proposal 2-7: Consider the identification of high priority PUSCH, to facilitate the multiplexing/prioritization between PUSCH and UCI.
Proposal 2-8: Explicit or implicit mechanism is introduced to determine whether to multiplex high priority HARQ-ACK/SR on a PUSCH. FFS the exact mechanism.
Observation 2-1: It needs to be decided whether a UE can support parallel transmissions of multiple UL channels in Rel-16.

Our discussions on CQI reporting mode enhancement in Section 3 can be summarized as follows: 
Based on the following observations,
· Observation 3-1: The highly-variant channel quality due to the rapidly-varying cell activity represents a challenge for accurate URLLC link adaptation. In these scenarios, frequency-selective CQI reports may have limited benefit over wideband CQI reports.
· Observation 3-2: For URLLC link adaptation, it is beneficial to have knowledge on the worst case SINR conditions experienced by the UE at a given time, i.e. the tail of the user channel quality distribution.
we have presented a CQI reporting mode that facilitates more accurate link adaptation for URLLC use cases as summarized in the following proposal:
· Proposal 3-1: The UE can be configured to report to the gNB the CQI associated with the worst-M subbands for the defined target BLER, in addition to the wideband CQI. The details on the definition of the value of M, subband sizes as well as the coding of the two reported CQI values are FFS.
System-level simulation results have been presented showing the advantages of the proposed scheme over wideband and frequency-selective CQI reports. Note that the presented solution relies on similar philosophy as used for LTE CQI reporting mode 2-0, where the UE also monitor the channel quality on multiple subbands, and reports only for the selected subbands that have the highest quality. However, for the considered URLLC use case, we suggest to have the reporting for the lowest measured channel quality, as this is what’s most important for URLLC use case, given the challenging outage requirements for such traffic cases. 

Our discussions on CSI reporting enhancement in Section 4 can be summarized as follows: 
We observed that:
Observation 4-1: The terms ‘DMRS based CSI’, ‘A-CSI on PUCCH’ and ‘Triggering through DL assignment’ in the RAN1#94 agreement are not very clear and seem to cause some confusion in RAN1. 
Based on the discussions, we have the following proposals to further narrow down the scope of the study and clarify the PDSCH based CQI enhancement:
Proposal 4-1: CSI-RS based A-CSI measurement reporting triggered by DL assignment is not further investigated in the URLLC PHY SI.
Proposal 4-2: RAN1 to study PDSCH based CQI measurement & reporting
· Whether CQI estimation is based on PDSCH DMRS or DL-SCH data is up to UE implementation
· CQI measurement report to be carried on PUCCH (together with the associated Ack/Nack)
· CQI measurement reporting details are FFS
· CQI measurement triggering through DL assignment
· Detailed signalling mechanism (e.g. explicit or implicit) is FFS
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Appendix – System-level simulation assumptions 

Table 1: System-level simulation assumptions for evaluation of the CQI reporting modes in Section 3.3.
	Parameter
	Value

	Network layout
	3GPP Urban Macro (UMa) with 21 cells and 500 m inter-site distance

	Carrier bandwidth
	20 MHz @2 GHz

	Total transmit power
	46 dBm

	Antenna configuration 
	2 x 2 closed-loop single-user single-stream MIMO; MMSE-IRC receiver

	MCS
	QPSK to 64QAM with same coding rates as in LTE

	CSI
	CQI and PMI, reported every 5ms; 2ms processing delay at gNB. Subband size of 8 PRBs (13 subbands in total)

	Physical layer configuration
	15 kHz subcarrier spacing. 12 subcarriers (180 kHz) per PRB. 

	TTI size
	2 OFDM symbols (0.143ms)

	Device deployment
	100% outdoor randomly and uniformly distributed over the area; 3 km/h semi-static mobility

	Traffic model     
	URLLC: 10 UEs per cell on average. FTP model 3 with 50 Byte payload.
eMBB: 5 UEs per cell on average. 1.28 Mbit files generated per UE with a fixed inter-arrival time of 1.4 seconds  ~1Mbps offered load per UE.

	Scheduling and link adaptation
	Full priority for URLLC traffic. Link adaptation based on i) wideband CQI, ii) frequency selective CQI and iii) worse-3 subbands. No Outer-loop link adaptation.
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